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PATHRE

« —4)iE: Mamba BIBRERF ZIFRNIR checkpoint, TTFT A 9%~25%

- WESME: EEKIL. EAEZARIT: —EIRES (mamba_block_aligned_split) 5
ZHENB. (_needs_internal_checkpoint) {3 3i¥ MambaSpec FTFBRETEERY), #
RBMIORA L ; — & metadata B A block A F + FLASHKDA_CHUNK_SIZE X7F W%
PR BRER, (FRIEEMNTFTIEART LR checkpoint; =& Triton %% kernel —REZE
conv IRASE recurrent RSN Bk, BEiIXNE #53196. #53212. #52971 UXK
FlashKDA _EJi5 PR 3&Ei%, FRAR—AMEBEAFIEMRAZERE B8 B T RSB,

THHES BAL

PR body PAFAIEH : Mamba prefix caching BRISEER/E— block #7454 prefill, F3K
B — & KRR A BARE forward——IX 8k AN, JREKZ 7680 token B9 FlashKDA It
1R checkpoint &, FERBE—K 320 token B9ER! forward & FlashKDA @A, 1FEH
B #r2& “avoid a second full-model pass through attention, MoE, routing, and TP
collectives”, BRI AR checkpoint I EEITEAHB—KREIASF, 520 8k # A TTFT =7
9.4% (3t% 1) /25.5% (3% 4) /20.7% 3£K 16) o

SRR
R B R M EIFAEA 6 5

1. BB hEREEERYA (vlim/vl/kv_cache_interface.py.
vllm/models/kimi_k3/nvidia/kda.py. vllm/v1/core/sched/scheduler.py) : MambaSpec
13 num_prefill_checkpoint_blocks £, % max_memory_usage_bytes 5§
is_uniform_with_collection FEFH %, RIEZEMEF0LA N —EPEH| BB 2 Frhi Al
KDA BEXE get_kv_cache_spec(), X% kda_prefill_backend == "flashkda" B}t
dataclasses.replace BIZFEE 1; Scheduler SLEFTA kv cache group 5%
mamba_has_prefill_checkpoint_blocks (Z3KIE eagle #R) , FABRLEMLHNEF X,

2. BEY 5 (scheduler.py B8 _mamba_block_aligned_split) : HRAER checkpoint =
BB AR chunk & E3RX5F (start % block_size == 0) B, # last_cache _position B
0 HBkEB&EIXNFToX, AF—EE 8000 token Rk —XiE® forward, FlashKDA A
IWRK 7680 TB + 320 RER I ESRESFH.



3. BHERASE (vlim/vl/core/single_type_kv_cache_manager.py) : MambaManager g
_needs_internal_checkpoint() #I¥r5 _num_checkpoint_blocks 8 ;
get_num_blocks_to_allocate TEAEE BREETE N checkpoint_block,
allocate_new_blocks F num_skipped_blocks - checkpoint_block 1A% null 3R3E 7 X 5]
, 8 checkpoint 3RFEEFRE—TERSE running RZ 18], TP KE—REGFEDITA
BARZE: pop blocks for free REZHFIRE

4. metadata B4 (vlim/models/kimi_k3/nvidia/kda_metadata.py) : ¥
KDACheckpointMetadata(checkpoint_offsets, state_indices) 333
KimiK3KDAMetadata.checkpoint; build() &£ mamba_cache_mode == "align" BZ&RiFER
THESHRE: XY seq_len RXFF. HAET query EZER&KE— block # R, BiRts
Xt FLASHKDA_CHUNK_SIZE = 16 ¥4 S, TNERERZATTH,

5. BERIME RS H (kda.py. csrc/flashkda_registration.cpp) : flashkda_prefill #3g =T
¥BH checkpoint_state / checkpoint_offsets, STABLE_TORCH_LIBRARY ¥R~
/& _prefill_conv # checkpoint ZER L2 E query A —K FlashKDA, FEfE A #ig
Triton kernel _store_cache_checkpoints_kernel & conv 3 NRBE 5 recurrent
checkpoint — X455 NB#r& TR, BREZERFF| Python 2R,

6. MREHWEBLE: test internal_checkpoint_split (chunk ¥14") .
test_partial_hit_then_internal_checkpoint_uses_distinct_mamba_blocks (ERodrHS
checkpoint 33 7F) . test internal_checkpoint_requires_block aligned_start 5
test_internal_checkpoint_metadata_skips_unaligned_offset (JEXTFFAE miRIL)
test flashkda_correctness (% checkpoint B4 FlashKDA ${E—2kM) 3£ 5 AR X
B % cmake/external _projects/flashkda.cmake FE2% FlashKDA F1£3k5] A,

R

« vlim/models/kimi_k3/nvidia/kda.py (1 KDA A#%; 2% source; 2£# data-contract
;. f&5 _store_cache_checkpoints_kernel, _flashkda_prefill, get_kv_cache_spec) : #%
NI #73E  store_cache_checkpoints_kernel Triton 3% kernel,
_flashkda_prefill ¥ & checkpoint 5%, _prefill_conv XFFHE RAIASFH,
get_kv_cache_spec MAEEEBREEA; EB _flashkda_buffer_specs 3 in—3ik
checkpoint &4 X,

« vlilm/models/kimi_k3/nvidia/kda_metadata.py (#3k KDA 7u¥k#E; 25| source; 2ER
data-contract; 5 KDACheckpointMetadata, build) : #3% KDACheckpointMetadata
IR AFH 3| KimiK3KDAMetadata.checkpoint; build() ZFiERKITE checkpoint {mf%
5 BAREAIRTAR, A block 3R + FLASHKDA_CHUNK_SIZE %3FRX & RIEIERT 7
RR2BER,

« vlim/v1/core/single_type_kv_cache_manager.py ({£3k ZEHFEIER; %5 source; LR
core-logic; &5 _needs_internal_checkpoint, get_num_blocks_to_allocate,
allocate_new_blocks) : MambaManager #73€ needs_internal_checkpoint ¥l §5
_num_checkpoint_blocks iglk, get num_blocks_to_allocate / allocate_new_blocks #
BREMEEE null SRIEAZBEEE LS checkpoint Y &, ZRE 2B EH MR XE,

. tests/v1/core/prefix_cache/test_partial_prefix_cache_hits.py (#3k RIREGF; K5 test
; EA test-coverage; &5 test partial_hit_then_internal_checkpoint_uses_distinct_m



amba_blocks, test_internal_checkpoint_requires_block_aligned_start) : ¥R\ £
FTEENMR: BT ERNER checkpoint RFUEARRE Mamba 3, WUKZRIEXFFAE S
TRBAEL checkpoint 3&, ik CoW 5 checkpoint 3R E MEEREE,

« vlim/v1/core/sched/scheduler.py (3 AE 2; 5| source; £ dependency-wiring
: 5 _mamba_block_aligned_split, mamba_has_prefill_checkpoint_blocks) : 73
mamba_has_prefill_checkpoint_blocks BFF*FH&E mamba_block_aligned_split F K5
BE—NEGHRAEGIEE, FEEE prefill X forward, BZUKzZHAEERIR,

. tests/v1/core/test_mamba_align_chunk_split.py (#3k ¥10MR; X5 test; L&
test-coverage; 5 _make_hybrid_kv_cache_manager, test_internal_checkpoint_split)
: test_internal_checkpoint_split 3&iE checkpoint BFEEL prefill R B RFL 2,
test_unaligned_resume_never_runs_past_its_block ¥ B & % checkpoint =R T
mid-block resume R#&R,

- tests/models/kimi_k3/test_kda_metadata.py (3R FTTEIEMIR; K5 test; £
test-coverage; 45 test_internal_checkpoint_metadata_targets_last_aligned_boundar
y, test_internal_checkpoint_metadata_skips_unaligned_offset) : Z&F metadata &
checkpoint R ITE: B MERE —NETFTEE, FEXFF offset (n 47 FE 16 123K
Ak S, FIPREERIEN,

. tests/models/kimi_k3/test_kda.py (#3k KDA MiR; 5| test; A test-coverage; #F
5 flashkda_prefill, _store_cache_checkpoints_kernel) : test_flashkda_correctness
¥ RIS checkpoint_state/checkpoint_offsets B9 FlashKDA % 5 A& SZ I E(E—3K
, FEBEEMIR store_cache_checkpoints_kernel By conv JRESE recurrent JRESE Ao

viim/v1/kv_cache_interface.py (#£3k &HF#H D ; £5| source; EH core-logic; F5

MambaSpec, max_memory_usage_bytes, is_uniform_with_collection) : MambaSpec #t

¥ num_prefill_checkpoint_blocks 2BAF B, #E ¥ max_memory_usage_bytes 5

is_uniform_with_collection, EEZ{s B(E#HNRE,

csrc/flashkda_registration.cpp (3 E-FEM; 35| source; EH core-logic) :
STABLE_TORCH_LIBRARY JFMHTHE 735541 checkpoint_state 5 checkpoint_offsets,
% FlashKDA &+ ABL ¥ & &.

tests/v1/core/test_prefix_caching.py (B3 &FMIR; K5 test; KA test-coverage) :
RNEERE, AHMFEN S, AREEARBEENRETZAT RKE,

cmake/external_projects/flashkda.cmake (#3k 2B E; 25| other; LR
configuration) : [ FlashKDA FHEBARA, #afR® checkpoint XIFHIRE R -FHIERA
mIFEERE,

X5 _store_cache_checkpoints_kernel, _flashkda_prefill, get_kv_cache_spec,

KDACheckpointMetadata, build, _needs_internal_checkpoint,
get_num_blocks_to_allocate, allocate_new_blocks, _mamba_block_aligned_split,

max_memory_usage_bytes

KELRAD | B

vliim/models/kimi_k3/nvidia/kda_metadata.py



3 KDACheckpointMetadata ##ERAH 2] KimiK3KDAMetadata.checkpoint; build()
ZIFRITE checkpoint (RS BAREGFIRTHr, A block & + FLASHKDA_CHUNK_SIZE
FFREHFRIEEN TR RREBR,

# X vliim/models/kimi_k3/nvidia/kda_metadata.py (KimiK3KDAMetadataBuilder.build)
# WEA: REA prefill ERITE NI checkpoint’ 5% 5, BArZiL FlashKDA
# ERARAESHAEIKEA block W RLMPRE, #ELL chunk £/,

checkpoint = None
if (
num_prefills > 0
and self.kv_cache_spec.num_prefill_checkpoint_blocks > 0
and self.vlim_config.cache_config.mamba_cache_mode == "align"

# ZIERITE: offset £ checkpoint FXTAR query A2 S8R ;
# RAY seq_len Xk block 377, HAT query EZERHE— block #H.
# BfmfEx FLASHKDA_CHUNK_SIZE (16) MFEASH, TNRMAFRFH
assert m.seq_lens_cpu_upper_bound is not None
request_rows = list(range(m.num_regs))
if spec_sequence_masks_cpu is nhot None:
# spec decode R REIEERIERIT
request_rows = active_non_spec_mask_cpu.nonzero().flatten().tolist()
all_query_lens = query_start_loc_cpu.diff().tolist()
query_lens = [all_query_lens[row] for row in request_rows]
seq_lens = m.seq_lens_cpu_upper_bound.tolist()
block_size = self.kv_cache_spec.block_size
checkpoint_splits = []
checkpoint_cols = []
for row, query_len in zip(request_rows, query_lens):
seqg_len = seq_lens[row]
# &E— block 4 F (seq_len [A FEUE) AR query 2 EMEEH
offset = seq_len // block_size * block_size - (seq_len - query_len)
valid = (
seq_len % block_size = 0
and 0 < offset < query_len
and offset % FLASHKDA_CHUNK_SIZE == 0
)
offset = offset if valid else 0
first_len = offset or query_len
#(ABRKE , EBEKE ), BBAN 0 RrRLEFFH checkpoint
checkpoint_splits.append((first_len, query_len - first_len))
# BAMREEIRY|E: &E— block BIRTAR, TXRETE -1
checkpoint_cols.append(seq_len // block_size - 1 if valid else -1)
if any(tail for _, tail in checkpoint_splits):
checkpoint_offsets_tensor = async_tensor_h2d(
[first if tail else 0 for first, tail in checkpoint_splits],
dtype=torch.int32,
device=query_start_loc.device,



request_rows_tensor = async_tensor_h2d(
request_rows, dtype=torch.inté64, device=query_start_loc.device
)
checkpoint_cols_tensor = async_tensor_h2d(
checkpoint_cols, dtype=torch.int64, device=query_start_loc.device
)
# M block table BREARR T 47; FTRXATA NULL_BLOCK_ID 3R%
checkpoint_state_indices = m.block_table_tensor|
request_rows_tensor, checkpoint_cols_tensor
]
checkpoint_state_indices = torch.where(
checkpoint_cols_tensor >= 0,
checkpoint_state_indices,
NULL_BLOCK_ID,
)
checkpoint = KDACheckpointMetadata(
checkpoint_offsets_tensor,
checkpoint_state_indices,

)

vlim/v1/core/single_type_kv_cache_manager.py

MambaManager #F3 needs_internal_checkpoint 5 num_checkpoint_blocks 2Rk,
get_num_blocks_to_allocate / allocate_new_blocks By3R¥fEE 5 null 3RIEFIZEAEE LS
checkpoint ¥ B, ZRELEIERMENXE,

# X vlim/v1/core/single_type_kv_cache_manager.py (MambaManager)
# PLEA: HBTACR allocation BEEE S IE — NI checkpoint 3k,
# FBIZRIER running RZ R, 4@ RE—REFLAN WAEE,

def _needs_internal_checkpoint(
self,
request_id: str,
num_tokens: int,
num_computed_tokens: int,
) -> bool:
assert isinstance(self.kv_cache_spec, MambaSpec)
# checkpoint AL FEIFE =1k (cdiv(hum_tokens, block_size) - 2)
checkpoint_idx = cdiv(num_tokens, self.block_size) - 2
blocks = self.req_to_blocks[request_id]
return (
self.kv_cache_spec.num_prefill_checkpoint_blocks > 0
#AX S EEE prefill RE block WRERT EEFH
and num_tokens % self.block_size = 0
# BARHAEM block HF4E (HFERAR, W #53212)
and num_computed_tokens % self.block_size ==
and checkpoint_idx >= 0
# ZAEAMAEELREA, BABEEARS

and (checkpoint_idx >= len(blocks) or blocks[checkpoint_idx].is_null)



# 7£ get_num_blocks_to_allocate #iRAHEHFLEL, # allocate_new_blocks & A :

# checkpoint_block = int(self._needs_internal_checkpoint(...))

# if not apply_admission_cap:

# self._num_checkpoint_blocks[request_id] = checkpoint_block

# allocate_new_blocks B num_skipped_blocks - checkpoint_block ##il null 3RE T,
# £ checkpoint SRFFESEZRF 4, running SRITZE—{L,

AT K
(ZANSR piAS ity Ui

« num_prefill_checkpoint_blocks B2EAERFER: FEEFE ZJY0516 £
vlim/v1/kv_cache_interface.py #¥1® “looks like no one change this value. And I don't
think this variable is needed”s fEEERN : ZFEAE kda.get_kv_cache_spec() BE@H
replace() BN, REZBKBCE RE _XER forward, F7IA “Not very elegant now”
, RIS PR XFHMER,

« K batch PERESER]: ZeldaHuang 18] “Will these multiple flashkda calls cause
performance degradation under large batch size(like bs64)?”, 1EEMIAX 2B
&, FBANR FlashKDA L PR (FlashKDA#7) &3t/ &3F B RIRAMA, A PR %
TENo

o TUARPIMETE: njhill ZI3E use_eagle FF AN mamba_has_prefill_checkpoint_blocks ByE
X (Mi# TODO 5T#8) , ®HEAE _mamba_block_aligned_split BEE &£ #ir, (FEEMBE,

- spec-decoding 2 LA 1E&ZRAITRIE follow-up X 3F spec decoding; ZeldaHuang
FEHHE vIIm#52971 “already supports spec-decoding”, TEEE %5, {FEFEEIBU4EIX
X, RALE #52971 EAR PR ZJ3 rebase,

« BAOIFRA]: ZJYO516 FE issue TFiLIREE “current implementation may not support
internal checkpoint when request has multimodal input”, BT RRAMEKRE X%,

- num_prefill_checkpoint_blocks FEEZ& %R (question): FEIRE; 1EBERANLRIE X
TR, G4 PR 2F REIEM KDA &,

« K batch T%>X FlashKDA AR ZEHEIEMEE (performance): & PR &ATE AN, b

FlashKDA#7 5 vIim#52971 &%,

- use_eagle HIBTTUR (style): 1FE BIRZEINEE,

« spec-decoding X Fa94 Tt (design): spec decoding B #52971 &8, X PR FF
153/

« ZESMAT XA checkpoint (other): /B4 BAIREIESRZ, KREAS PR AEE,

R 5 o

« QR NP ETEA:

1. AEREEAENRARES: mamba_block aligned_split BI4T RIRER
MambaSpec.num_prefill_checkpoint_blocks 5§ mamba_has_prefill_checkpoint_blocks
8 all() SCEEZEE, F—ENFELA—RKBFRAMBRIAXRIOERE; SEHHE
Mamba &3m0 35 3P 1% LA



2. K batch MERERIIE: ZeldaHuang #EH K bs64 % B FlashKDA A& Triton &
kernel BYFFHH M T EAELRIE, 1EEEHIERE| FlashKDA biigh #52971, #EKRERE
Y3+ BEo

3. BEHRPAMILE: X FlashKDA E3R4ARK; Triton /&%, eagle/spec decode. Z IS H
AR ERZR checkpoint B2, RE & mamba_has_prefill_checkpoint_blocks F 2 %
HERR use_eagle, BXRFAR (AT wBA 16 BEEHR) FHERERER, T8
ZRREMNRTFI

4. RETEERM: MambaSpec.max_memory_usage_bytes BB checkpoint 3Rt AR E
E, EEHAM kv cache manager @ X HARKFTEFED KRBT ZTFE, TREHIRIE
BAESFRRAESERF. - ¥W: PRITEeT:

« AP / BR%: FFR2 prefix caching 84 Kimi-K3 + FlashKDA #%3& TTFT ### 9.4% (3% 1)
/ 25.5% (3+& 4) /20.7% GF& 16) , #REFELEH 1.4%~4.0%, MHB|HEETE
0.2%~3.8%, HEEBEIKIZHK,

« RGUATAH: HRT prefill BERHE k&R forward (attention. MoE. routing. TP
collectives) , RI—IERMFKIAE. PR kernel BEIURERA—K; RME284
checkpoint X Z W E—/ Mamba ZFR,

« EFBAMME: & PR 5 FlashKDA £ (FlashKDA#7) #a viim#52971 HEa BEE,
Kimi-K3 KDA MR &# AR AR B BN HEA Mamba &R & 2" #OR AR F H
checkpoint & T 7 5 B Z AR,

« RFEARIE: ZOREHREE |, (X FlashKDA EIRAER , ZHESMAKRER | K batch P&
RINE , BEREARE

K ERAK L

- PR #52971 Kimi-K3 FlashKDA Jg4: PR (bR K&, REFEE) : review T H
ZeldaHuang BAFATLER #52971 B.%3F spec-decoding, it XIEAR PR &3F/5 rebase H b
, AT EE e E B S,

« PR #53196 [Kimi K3][Perf] Export FlashKDA checkpoints in one packed call: % PR &
BE main &AL XNERRBEARR, LI BRITEFH checkpoint”, A PR BYTTEIE
5 kernel RitE#EMEZR L,

« PR #53212 [Kimi K3] Allocate internal checkpoints only from aligned starts: R4
main & # RS X, BT XM TR ELSEANRR checkpoint” B4R, A& PR B
_needs_internal_checkpoint 5§ metadata 3FFF&AERIE LL1% 4 R

« PR #52606 [ROCm][Perf] Kimi-K3 Fused kernels for KDA prefill: E& Kimi-K3 KDA
prefill EEERALEL (ROCm MIEEENZ) , 54 PR —&4&IM KDA prefill EZANEHE
SREVFFEUE M,



