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# 1. BREIENL4A fallback (from_spec #7% )

# WRAAEINEAERAN, FEEAEAEIMCAERLE,

if use_eagle_block_drop and not eagle_groups:
# No group is annotated as holding drafter layers. This happens
# for shared-group MTP models (e.g. Qwen3.5-style), whose drafter
# is a regular decoder layer merged into the target's
# full-attention group, and for separate-draft models that miss
# annotation. Treating every group as a drafter group here makes
# the volatile-tail pop apply to ALL groups, which can zero the
# whole request's offload hit whenever any group's servable
# window is a single chunk (issue #52735). Drafter KV served one
# chunk stale can only lower speculative acceptance rates — the
# target model verifies every draft — so fail toward serving.
logger.info_once(

"KV offloading: speculative decoding is enabled but no "



"KV-cache group is annotated as a drafter group; treating "
"all groups as non-draft for offloading."

#2. AFMTAEERARBAEZ AT & (Llookup_complete_chunks # 7% )
# ABEREYT ZGERTREE O A,
query_max = max_hit_size_tokens
# Widening applies to every group type: without it, the pop
# below shrinks max_hit_size_tokens past what was queried,
# which can push the confirmed boundary under a coarser
# sibling group's chunk granularity and zero the whole
# request's hit (issue #52735).
if is_eagle_unverified:
query_max = min(
max_hit_size_tokens + tokens_per_chunk,
len(offload_keys) * tokens_per_chunk,

# 3. EIE KT RITIRA R RGEMEHEFR (storable_chunks 773% )

num_chunks = num_offloadable_tokens // group_config.tokens_per_chunk

is_decoding = num_offloadable_tokens > self.req.num_prompt_tokens

# Finished requests have no pending speculation.

if group_config.is_eagle_group and is_decoding and not self.req.is_finished():
num_chunks = max(0, num_chunks - 1)

tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py
SE =B E)IMRFEBNIR, RIHEEEZ MR SER IR T ERM,

# FIHONIRZE . TestSharedGroupMTPOffload

class TestSharedGroupMTPOffload:
"""Regression tests for issue #52735: OffloadingConnector must keep
serving when speculative decoding is enabled but no KV-cache group is
annotated as a drafter group (shared-group MTP models)."""

def test_no_annotation_marks_no_groups(self, request_runner):
"""Spec decode on zero annotated groups must NOT mark every group
as a drafter group; the full store->load roundtrip must match the
non-speculative behavior."""

# .. REBRAN, KV Z54A (FullAttention + SlidingWindow)

runner = request_runner(
# ... HthEK ...
speculative_config=_shared_kv_mtp_config(), # JEANEM N IEIEE B

)

kv_group_configs = runner.connector_scheduler.config.kv_group_configs

# XRBUE BAEAWIICA eagle 4

assert [c.is_eagle_group for ¢ in kv_group_configs] == [False, False]

# .. PUTH A BAERMR ..

# FEONIRZE . TestMambaHybridOffloadServing



class TestMambaHybridOffloadServing:
"""Store->finish->lookup flows on a full-attention + mamba-align hybrid,
with a manager that only HITs keys that were actually stored. Guards the
two collapse routes of issue #52735."""

def _make_scheduler(self, speculative_config, mamba_eagle=False):
# ... Bl A FullAttention #2 MambaSpec BB ERE S ...
pass

def _roundtrip_served_tokens(self, scheduler) -> int:
"""Request A: prompt-only store, finish; request A2: served tokens.""

# .. EBEME. ERAERRE .

pass
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