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PHATHRE

« —A)3E: fRPT ROCm SEE A kernel iRk, BAHIRE 4.6 /Z

- ESE: EEFEIE FA pytest MR M REMABITEAR: —BFEIIHRERRIKE RplEiE
setup/teardown) SiKEEIRF pytestmark (WKEER—RMRIR) WRAESR;, —&
skip_global_cleanup #93& AR5 Rk FEFH AL, PR body X AL FRARIE
AITER/env #EBBIREFREFEMT, 2RB0/N KR, KRBT EN, EEREEH,; FEEPE
KIEMRIEE AT AR BRRS .

THRES B

PR body 38 H A AMEE T BARE . H—, test_merge_attn_states.py M only CUDA
supports the custom merge_attn_states kernel” J @Bkt 22 2592 NEHALABI, BiZ
kernel JREDFEAZRR FE R CUDA 1%, ROCm R#%HIPIMBLRE Triton 5% —K, [
XAH both_empty FAFIABAE ROCm LISIE native kernel; HE=, autouse S fixture
EEHNABE teardown DA RIEHEZL allocator &7, M4k kernel 3k there is
nothing for that teardown to clean — but it still costs a garbage collection and a cache
flush per test, which dominates the group's runtime’, AEZ1iE ROCm MR FKBRALEE L
kernel B F, MAEZHE skip 57FH,

LI AE

1. EEURA S AL E: EEER—k MI300. #[E flags § GPU &4 T &
tests/kernels/attention 2%, 53| 46:34 &%, ENRNEAFAHEXNFHEEKR, ME AR
INFRE —RBRIA, #HEFRIE flags MRS,

2. EFEE skip_global_cleanup #5182 (commit 1, 158a0eed) : & 8 N kernel #IREY
import ZJEE A pytestmark = pytest.mark.skip_global_cleanup, 3 %
test_attention.py. test_cache.py. test_cutlass_mla_decode.py. test_flashmla.py.
test_prefix_prefill.py. test triton_decode_attention.py.
test_triton_unified_attention.py. test_triton_unified_attention_diffkv.py. XZMiREH
B BURRIRBALE], 12 XA BMIRAMEZE engine. AL R, B ERAME
42/ teardown, BEX—>RIKEIIKS Z5RIF .

3. EH test_merge_attn_states.py BIF &I (commit 2, 68fd3c86) : IBREIANHY
current_platform.is_cuda() ¥ &MFR, KAERK pytestmark 3|k, [ERIER

skip_global_cleanup & skipif(not current_platform.is_cuda_alike(), ...)o



is_cuda_alike() E it CUDA 5§ ROCm, F&EREWER—XMREK; ROCm L
2592 NEEAE (& fp8 ZR, &£ current_platform.fp8_dtype()) MZE# skip EAE
5 native kernel B3,

4, PRFRIERBRBHHOREIRM B . ROCm L &R AR SRIFT AITER RERAS, M
monkeypatch o3& 8, EBLFTAEN RIMELTE. AITER = patch F & R AR X Bk
BERIAREITH,; FERARAERE S BHBTHUOAIRS, REXEERAHRELTEIK
o

5. BiF58E: LA, BE. schema REBERETE; KB MI300 2EXELAD
test_merge_attn_states.py HiEXtE Triton & K42 Cl M 4PELE /ci run, itk
Buildkite CI #84396,

MELR (B3 MI300)

FEIR ZER TEE

b 46:34 10:08

A B 3207 5808

Bt A4 3703 1111

5K K 0 0
R

=z

. tests/kernels/attention/test_merge_attn_states.py (iR STEAHEH; H£H| test; £R
test-coverage; &% pytestmark, test_merge_attn_states) : AZOEE XM EF SR
MEEARAFE BIREIRE pytestmark, A is_cuda_alike() — kM2 CUDA § ROCm, f#&
P ROCm £ 2592 NSEALABINESL kernel B, REAREEHBZNXE,

. tests/kernels/attention/test_attention.py (3R 5T & A; 27| test; A test-coverage
;. 5 pytestmark) : #tEHE skip_global_cleanup 8§ 8 ANX Mz —, REITEAN
kernel ZEMIRAE; AR TEXLRFEREEAME LK GC 5LFRFH

. tests/kernels/attention/test_cache.py (3R ZHFE; 5| test; E A test-coverage; #F
5 pytestmark) : &% kernel MRAER, RAFEEEELRERENTIEZEEZ—, Kbk
MEEZH$RIR

- tests/kernels/attention/test_cutlass_mla_decode.py (#E3k MLA fE5%; K5 test; £KH
test-coverage; &5 pytestmark) : CUTLASS MLA decode MiRAEIR, 4 compute
capability 1148, #Ri2 skip_global_cleanup &% & X & A H 4 REE,

. tests/kernels/attention/test_flashmla.py (3R MLA &E-F; 25| test; EH
test-coverage; 5 pytestmark) : FlashMLA FEEDMIRAEIR, MEEAMN TAERNSF
R,

- tests/kernels/attention/test_prefix_prefill.py (kR RIZRIH; 27| test; LR
test-coverage; 5 pytestmark) : RIZFIE / chunked prefill kernel JRAEIR, AriB/E
BRI E — Ko



. tests/kernels/attention/test_triton_decode_attention.py (#i3k R & /1; 25| test;
KA test-coverage; 5 pytestmark) : Triton decode attention MIRAER, BTF4b
kernel #38, Arit/a Bkt e REHE,

. tests/kernels/attention/test_triton_unified_attention.py ({&3k &—F& H; %7 test;
A test-coverage; &5 pytestmark) : Triton unified attention MIRAEIR, FRCEEA
TR — Ko

. tests/kernels/attention/test_triton_unified_attention_diffkv.py (#i3k Z409F & A; X5
test; A test-coverage; &5 pytestmark) : DiffKV Z/&H) unified attention MiRAE
R, MEARNTAZNLSRER,

X845 test_merge_attn_states

RERED F B

tests/kernels/attention/test_merge_attn_states.py

ROZE XM BFEITIRMRBUAARRL BIERRK pytestmark, A is_cuda_alike() —>&k M
% CUDA 5 ROCm, f#%1 ROCm Lk 2592 NSHILABIIES: kernel BE, EEARERES
FEEN XY,

import pytest
import torch

from vlim._custom_ops import merge_attn_states as merge_attn_states_cuda

from vlim.platforms import current_platform

from vllm.v1.attention.ops.triton_merge_attn_states import (
merge_attn_states as merge_attn_states_triton,

# BIREARD, URERABIAERL:
# 1. skip_global_cleanup —— 48 kernel MR engine. RN RIRA,
# Bk3¥ autouse 2FFE fixture, BESMNAFIMIDREIKRSES ZEFRIFT;
# 2. skipif — F &I HEFMREURR LB RIS EEA,
# 25 H is_cuda_alike() EBt#EZ CUDA 5§ ROCm: merge_attn_states By native
# SCIFH KRR CUDA 182, ROCm RAEEHIFIM, S%RE Triton 22—
pytestmark = [
pytest.mark.skip_global_cleanup,
pytest.mark.skipif(
not current_platform.is_cuda_alike(),
reason="merge_attn_states kernels require CUDA or ROCm.",

@pytest.mark.parametrize("use_fp8", [False, True])
@pytest.mark.parametrize("prefill_tokens_with_context", [None, 128])

# HESHAES: num_tokens / num_query_heads / head_size / input_dtype
@torch.inference_mode()

def test_merge_attn_states(



prefill_tokens_with_context: int | None,
num_tokens: int,

num_query_heads: int,

head_size: int,

input_dtype: torch.dtype,

use_fp8&: bool,

# BRI current_platform.is_cuda() ¥ EHKAE REARNA :

# ROCm Lt 2592 NEEABIREZR —RAT setup/teardown,

# BN R BEAN skip, B#ZE T ROCm Et native kernel (BB % ;
# ZA X EMR, Fe AR EREIR—RMET Ko

NUM_TOKENS = num_tokens

NUM_HEADS = num_query_heads

HEAD_SIZE = head_size

# use_fp8 BT AIREF input_dtype, #H A FE FP8 LR H 4 per-tensor scale
output_dtype = input_dtype
output_scale = None
if use_fp8&:
output_dtype = current_platform.fp8_dtype()
output_scale = torch.tensor([0.05], dtype=torch.float32, device="cuda")

# ... 54 CUDA / Triton / PyTorch =& B2 EUES MREXT LB BRIFR T

tests/kernels/attention/test_attention.py

B skip_global_cleanup 89 8 N2 —, RETEN kernel HEMRA; BT T

XeRFREERFIE XX GC 5&FRF,

import random

import pytest
import torch

from tests.kernels.allclose_default import get_default_atol, get_default_rtol

from tests.kernels.utils import opcheck

from vllm import _custom_ops as ops

from viim.model_executor.layers.attention import Attention, MMEncoderAttention
from vlim.platforms import current_platform

from vlim.utils.mem_utils import get_max_shared_memory_bytes

from vlim.utils.torch_utils import set_random_seed

# ZHER AR attention kernel, Rz engine. RO RIRA,
# EibE ANLREMEEA B skip_global_cleanup #L#,

# B ENABENALE teardown (BKER + WIREIK)
pytestmark = pytest.mark.skip_global_cleanup

FLOAT32_BYTES = torch.finfo(torch.float).bits // 8

# M\EAZAFRNESFTNNRAFIKE, ¥ 512 FT buffer
MAX_SEQ_LEN = get_max_shared_memory_bytes() // FLOAT32_BYTES - 512
#AEEMRE: K NUM_BLOCKS "TEERBHR

=z

B



NUM_BLOCKS = 4321

PARTITION_SIZE_ROCM = 256

DTYPES = [torch.bfloat16]

# 4555 |% (head sizes. block sizes. KV cache dtype &) R#FLRZE

Wi A A

TPHEER ESZRITI RS claude[bot] A PR kKB fork MAR BT, #IFE
AndreasKaratzas B3 LGTM #EFH A% /ci run, EEMRITREZEEE PR body E,
B ERRI BT REA skip BRAE R AR FEFRIRCH & AITER/env BYREHR™
HAT R BRIAFRIE —RBRAN B, X2 Tt B A MMERRFIT R,

« fork PR Bl # %17 (other): K& NRBRE N F X, FHEIRBEFEALIEX,

- BIPEMES Cl fib& (other): &3 #4T, Cl RKEKNEAZRARIERIE,

R 5 B

- R

1. skip_global_cleanup #ritSEB R : AFEE T YHIAEZE engine. AL/ RNRES
HEL; FEEXEERIAKBSRFRSNAR (WaomREs. BRAAEESERE) |
KEIRAELRIE, HIEHENTTE, FELFPHEE,

2. AITER KBRS F: ROCm E2FAEEARIH AITER EPIRAST monkeypatch Rk
£, OARBEREERIIAN env K AITER #E, EEINTEIRCETNE L,

3. BYAGNTEBEAR: BIF{XESS MI300 %, gfx90a SH A ROCm Mt
native kernel § fp8 TAREYAT AR, HEHIFFEMELKATEE,

4. CI #232 AR50 : PR B “the magnitude there is not measured here”, CI ZF#ZF.
FREIRE) T Bk SR E MR LERRKEIZTHIA; A PR BARA Buildkite #84396
ERBATIRIE. - W £ TheEER"; ROCm A F IX1E merge_attn_states native
kernel 8 2592 N&#AE (& fp8) EVIRI, WRANT WATA kernel LI T EE"
HEH, ARRE CI MIkzZEZE: 2 MI300 X5k 46:34 — 10:08 (A 4.6 £Z) , #EXN
Rl 3207 — 5808, Bkt 3703 — 1111; BEMNEESAGARIREKS ZFRFT, KA
TIRBREL, Cl EAEZ25, KASEEIX tests/kernels/attention T 9 AR, ER
A, - RFetric: @MhAMIEE | A9 2592 NTAG , BE{XE MI300 RiE ,
Cl 3B E RSN , skip_global_cleanup $rigEFR X &

PRINeZS

« PR #40938 [ROCm][CI] Move ROCm AITER quantization tests: EA ROCm JMiRELRE
#¥1: A PR & E L AITER EBIRESE monkeypatch RIRE AN H, RFEIF IR X IR
, 5 #40938 X ROCm AITER MR AIEE X EZEME X,

« PR #52659 [CI] Standardize test job labels by device: FlJ& kernels.yam! MR E4H
CI AL, A—REMEE A PR HIRERET ARE, HRFEKE ROCm/NVIDIA
kernel SR EY CI 3R E,



« PR #52810 [CI][ROCm] Prevent Git maintenance races during shallow fetches: FE#A
ROCm CI ®[ R, A PR 2R —¥ ROCm CI $23# 5 mE R A —5, K BRE A
ROCm CI /& M Fnbd2E 9354 K 0F



