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[Bugfix] [Quantization] [XPU] Fix moe_wnalé linear weight loading
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JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/52651

PHATHRE
« —AE: BEERN moe_wnalb EWFRETAMEREMER LKL bug.
« WESME: XB—ANVEW. SEEBABL bugfix PR, BE T EEWNHIFEBRA R, EIUFIE

moe_wnalb.py #F get_quant_method BIEREh, IRARED B (L3 AR R LG 2 AT 1L,
MFRFEMSR XPU ZIFH IR, b PR BH T X TFRERB XS &K RIFRA,

ThRES EAL

£ --quantization moe_wnalé trEME GPTQ MoE /& & (dm
Qwen/Qwen1.5-MoE-A2.7B-Chat-GPTQ-Int4) B, MREMBFRELIK, EL PR body HATA
. 'MoeWNAT16Config.get_quant_method rebuilds the linear delegate from
self.full_config — the raw HF quantization dict, which lists shard names and never
fused ones. The delegate matches nothing for gkv_proj/gate_up_proj, returns
UnquantizedLinearMethod...' tb4h, ¥ XPU F& L, BT moe wnalb REREE
XPUPlatform.supported_quantization F, ZirEEERMAEIEL, REE 'moe_wnalb
guantization is currently not supported in xpu.',

SRR

1. BEAMZHEERESE (BOiBHE) : 158 viim/model_executor/layers/quantization/mo
e_wnalb.py FH MoeWNA16Config.get_quant_method #3%. ¥ZRIEERAZEN %
eI, IR NELIZZE linear_config &, REERNERE
linear_config.packed_modules_mapping = self.packed_modules_mapping, &/a&AHA
linear_config.get_quant_method, X#fR T EMNRLE HF LB EERFCE, @& 7R
HMER, EmE R REEFAENT.

2. B XPU F& % £ vlim/platforms/xpu.py B
XPUPlatform.supported_quantization &%, HIT 'moe_wnalb' FHFE, XAFE
Intel XPU ¥ & LERERZEMIRE,

3. AHENYINER . FE tests/quantization/test_moe_wnal6.py T E73EFNMIRA R #K,
test_moe_wnalé_forwards_packed_modules_mapping_to_linear_delegate 1# F
monkeypatch B1E packed_modules_mapping #IEF{E#AE T,
test_xpu_platform_supports_moe_wnalé #&#& XPU FEEMHNB L BT ETLEZFE.

R



« vllm/model_executor/layers/quantization/moe_wnal6.py (3R 2/4EE; 25| source
: KA data-contract) : ¥ bug BE XM, BT
MoeWNA16Config.get_quant_method A &L IEMEEE packed_modules_mapping %%k
4R,

« viim/platforms/xpu.py (#3k F& X #F; %5 source; ER core-logic) : ¥
moe_wnal6 EFNRME XPU FEMNXIFIERF, BA T ZFELWENREER,

« tests/quantization/test_moe_wnal6.py (3R Moe WNA16 M; K7 test; KA
test-coverage; 5 test_moe_wnalé_forwards_packed_modules_mapping_to_linear_
delegate, test_xpu_platform_supports_moe_wnal6) : & 7T ARV, 2 5138E
packed_modules_mapping BIIEHEHEF XPU FEWNBLZEEE XA,

KBS MoeWNA16Config.get_quant_method

RPERAD B

vlim/model_executor/layers/quantization/moe_wnal6.py

¥ bug BE X, BT MoeWNAT6Config.get_quant_method 77 3% A IEFfafE
packed_modules_mapping A4t EZEH,

# vllm/model_executor/layers/quantization/moe_wnalé.py
def get_quant_method(
self, layer: torch.nn.Module, prefix: str
) -> "QuantizeMethodBase | None":
if is_layer_skipped_quant(prefix, self.modules_to_not_convert):
if isinstance(layer, RoutedExperts):
return UnquantizedFusedMoEMethod(layer.moe_config)
return UnquantizedLinearMethod()
elif isinstance(layer, LinearBase):
# Avoid circular import
from vlim.model_executor.layers.quantization.auto_awqg import AutoAWQConfig
from vllm.model_executor.layers.quantization.auto_gptq import (
AutoGPTQConfig,

linear_config: QuantizationConfig
if self.linear_guant_method == "gptq":
linear_config = AutoGPTQConfig.from_config(self.full_config)
elif self.linear_quant_method in ("awq", "awg_marlin"):
linear_config = AutoAWQConfig.from_config(self.full_config)
else:

raise ValueError("moe_wnal6 only support gptg and awg.")

# X85 KBHW packed_modules_mapping £ A EHRE,

# XAEEENAR, FREZHMNRSE HF REERZNEXT

# Rb&E3k (W0 gate_up_proj -> [gate_proj, up_proj]) B9BREtX &,

# F5mAE EAWEIR AN A UnquantizedLinearMethod,
linear_config.packed_modules_mapping = self.packed_modules_mapping
return linear_config.get_quant_method(layer, prefix)



elif isinstance(layer, RoutedExperts):
return MoeWNAT16Method(self, layer.moe_config)
return None

B X AR
TP LB RREEL.,

« X/ B\ FEE ymall EAMEZEER --quantization moe_wnalé ix&, EHRE
EASMEE BETAE, 1E& afierka-intel AR 7 BaNE TP=1 KA
AutoGPTQMoEMethod R4 may_have_bias=True M 58 H 2| Triton E3%,
MoeWNA16Config ZH—BER3X1Z/E3RMIEE2 (3R%E may_have_bias=False) ,

 RRGEW: FEMEBRT XN EmAFEEENER, ¥ PR SEREBENIXEEERFETH
EK bug. FIHHERERLHIA 'LGTM',

« RABRBIEE: PR SEREBABAS & B shN B2 R 3mtiF B Haiiil, XA B
Bkt
- BEXREME BEIENEEZ (correctness): AR PR SEEMX R T B E B 4rE T omE

bug, % & B st sk/E sk F Mt

R 5 B

- RS
1. AR (K) : TERERT MoeWNA16Config B get_quant_method #3ifa XPU
FE&B£%, —quantization auto BBEARZ M, EAZBRAREALAEN ARG, MK
BETHER,
2. shegwm () - EXPU FELBRATHNEMKR, FEHIR Triton WNATS MoE
EMEZTE EEMBHNRERRNES, PR body FMXEZLZELH, AARKERERA.
3. Fe#AEM (X)) : moe_wnalb #rEE CUDA FE&EREAMBIALE (
CudaPlatform Tib5|%k) , TAKRFEARE, - ¥Wm: AFPmM: BATER
—-quantization moe_wnalé FrEE XPU sEMF &3 GPTQ MoE A=A B B4 AR 5t o] &R
, RATHREERETHTAN. Ao BETEAMREEN—NMIERY (
packed_modules_mapping 1£3) &, {EFEREZEDETER, RETZOHEEREZR
Nz, BIRARMm: AEARE T EREM T BIFONRE S EWNEERR,
« RFQARIE: BORATE | FeisEEE
KERBKL
« PR #53107 [Bugfix] Validate extension integers before engine serialization: PR body
RIAMEEMAETS #53107 #HREM AttributeError: 'MergedColumnParallelLinear!
object has no attribute 'data’ #i%, RAXZE—NEFE 8L =,
+ PR #53163 [Bugfix] [Quantization] [MoE] Normalise an unset group_size on the

compressed-tensors WNA16 MoE path: [EJ& WNA16 MoE E1LE&128) bugfix, IET
HH X B E A B RSB R &L,



