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vlim-project/vlim
[Quantization] Remove the dead ocp_mx_scheme branch from moe_kernel_quantize_input
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# vllm/model_executor/layers/fused_moe/utils.py (PR #52603 &3 /)5)

def moe_kernel_quantize_input(
A: torch.Tensor,
A_scale: torch.Tensor | None,
quant_dtype: None | torch.dtype | str,
per_act_token_quant: bool,
block_shape: list[int] | None = None,
is_scale_swizzled: bool = True,
guantization_emulation: bool = False,
mx_alignment: int = 0,
) -> tuple[torch.Tensor, torch.Tensor | None]:

# IBRRAEIAAE —A “ocp_mx_scheme™ £HFER L X, 2 “*_a_fp§"
# RAEN °_fp8_quantize_dequantize™, BEIEFEH “quant_dtype” ©%.
# AREERBRT ZAX: 280 26 NMAAARATA—ES A,
# BrE—w3XH8) “w_mxfp4_a_fp8 5T @ FP8 + emulation 9% /TAZTL—K
# (FE °_fp8_quantize_dequantize(A, A_scale)™) , HEEMILEL,
if quant_dtype == current_platform.fp8_dtype():

#EMEMER: EAEAFEEMETFTR QDQ (quantize-dequantize) iR

if quantization_emulation:

return _fp8_quantize_dequantize(A, A_scale)
#RESEN: BEEEEFEN
else:
return _fp8_quantize(A, A_scale, per_act_token_quant, block_shape)

elif quant_dtype == torch.int8&:

#int8 BRINXIFEMENL, ERNIEL



if quantization_emulation:
raise NotImplementedError(
"moe_kernel_quantize_input does not support quant_dtype=torch.int8"
" MOE quantization emulation. Please open an issue."

)
return _int8_quantize(A, A_scale, per_act_token_qguant, block_shape)
elif quant_dtype == "nvfp4":
if not quantization_emulation:
return _nvfp4_quantize(A, A_scale, is_sf_swizzled_layout=is_scale_swizzled)
else:
#AEMERA: ASE5IA QDQ BRMARE, #FERFEA
assert A_scale is not None
A = ref_nvfp4_quant_dequant(A, A_scale, block_size=16)
return A, None
elif quant_dtype == "mxfp4":
# 3E XPU BIeEnUE LI ER, bR ERAShEAE
if not current_platform.is_xpu() and not quantization_emulation:
raise NotImplementedError(
"moe_kernel_quantize_input should not be used for native"
" quant_dtype='mxfp4' MOE. Please open an issue."
)

return _mxfp4_quantize(A, A_scale, per_act_token_qguant, block_shape)
# B8 "mxfp8 . ‘mxfp6” FHNXMAFAE, %—H quant_dtype” ok
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