PR #52578 BEIRLE

vlim-project/vlim
[CI/Build] Fix accident pre-commit breakage due to concurrent merge
SFBtla]: 2026-08-17 14:40

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/52578

PHATHRE

. —AiE: BEHLEFHFFIK ColPali MR pre-commit BEIR

EEME: TEERN BEEA, MESHEIR, ET/ERHFA PR EHFEBONR SRR
ERER: YZAN PR ANEMRE—MRAXGN, REEANIFSEHER KM, &
ZT#E ColPali MREMRF R X5 %, =F FHZ X4 V2 pooling MRE: %,

ThRES EAL

HEEIH #52565 (% ROCm L3EH| FlashAttention) 5 #52570 (MR runner
B3 RKET tests/models/multimodal/pooling/test_colpali.py. & NG
attention_backend BZE X &S E: TEAE _run_multimodal_text_query_image_docs_test
HWBIRBEEXTHNRBER BTE) , mMHRREK test_colpali_v2_multimodal_text_q
uery_image_docs P3| AZEETIEMNT, AT pre-commit EKXK, PR body BAHETE
H B iRt 218 8 X R ES breakage,

SCEL AR

1. M _run_multimodal_text_query_image_docs_test #Bh R FF PR attention_backend
= "FLASH_ATTN" if current_platform.is_cuda() else None: ZBRABTE &k N R M FARAE
R, BTHEAEGHPRBEENHRNEE, RETIIANNFEHRARE TR RIS KEE,

2. T test_colpali_v2_multimodal_text_query_image_docs MR T EKFF K (
monkeypatch.setenv ZJ&) EHAAN attention_backend 1B, FH1EAR
attention_backend 544 vliim_runner: CUDA _Li&%| FlashAttention 53k, &8
#52565 MEFEZERE; ROCm FF &Nk vLLM BTEZFRINGH, BEER
MI300/MI355 &y CI kK,

3. THFHMR., EEKMLBEETE; X 1 NXH 3 TAKA, &EMAK Buildkite CI
#84159 F4F,

REEMF:

. tests/models/multimodal/pooling/test_colpali.py (FE3k S bliR; K5 test; £
bugfix; &5 _run_multimodal_text_query_image_docs_test,
test_colpali_v2_multimodal_text_query_image_docs) : "—ZTEXf: BEHLEHS
EKH attention_backend ZEfEAL, RE pre-commit &N,



XBEMS . _run_multimodal_text_query_image_docs_test,
test_colpali_vZ2_multimodal_text_query_image_docs

KR Fr B]

tests/models/multimodal/pooling/test_colpali.py

— B BEFLEHFEKM attention_backend EEEEN, KRE pre-commit W EE
i,

# tests/models/multimodal/pooling/test_colpali.py

def _run_multimodal_text_query_image_docs_test(vllm_model: VIImRunner) -> None:
"N S RASESERT B A XASEATIOR query T4, ™
red_image = _make_baseb4_image(b4, 64, color=(255, 0, 0))
blue_image = _make_baseb4 _image(64, 64, color=(0, 0, 255))

query = "Describe the red object"

image_docs = [
_make_image_mm_param(red_image),
_make_image_mm_param(blue_image),

]

# BEEXERBEX attention_backend:

# IR EIF #52565 5§ #52570 BIEZXEREEMRIEARARKE,

# MEERZCMRIBRMIIAREXEE, K pre-commit XK,

scores = vllm_model.llm.score(query, image_docs)
assert len(scores) ==
for s in scores:

assert isinstance(s.outputs.score, float)

@pytest.mark.parametrize("model", MODELS)
@pytest.mark.parametrize("dtype", [DTYPE])
def test_colpali_v2_multimodal_text_query_image_docs(
vlim_runner,
monkeypatch: pytest.MonkeyPatch,
model: str,
dtype: str,
) -> None:
"""V2 model runner FIIEZ SR query 5B A docs HIITH &R, "
monkeypatch.setenv("VLLM_USE_V2_MODEL_RUNNER", "1")
# {X7E CUDA _Li&#| FlashAttention /a3, RE #52565 HIFER ZIBX;
# ROCm ¥ &1tk vLLM BATHZFRRANGEIR, BRER MI300/M1355 L8y CI kM,
attention_backend = "FLASH_ATTN" if current_platform.is_cuda() else None
with vlim_runner(
model,
runner="pooling",
dtype=dtype,
max_model_len=4096,



enforce_eager=True,
gpu_memory_utilization=GPU_MEMORY_UTILIZATION,
attention_backend=attention_backend,
kernel_config={"enable_flashinfer_autotune": False},

) as vlim_model:
assert vlilm_model.lIm.lIm_engine.vlim_config.use_vZ2_model_runner
_run_multimodal_text_query_image_docs_test(vlim_model)
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