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worker, PR body BA#UEEA: "A weight-update request therefore needs different IPC
metadata for each rollout worker rank without broadcasting every expert to every
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WeightTransferUpdatePayload = dict[str, Any] | list[dict[str, Any]], ¥
WeightTransferUpdateRequest.update_info &5 VLLMWeightSyncClient X
update_weights && M dict[str, Any] BRERZER, XEZEA rank-local FHETHEESE
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2. HTTP AL X3 list: & viim/distributed/weight_transfer/clients.py #73g
_json_safe_update_payload, Xt list FERAK payload ZEIEBRA
_json_safe_update_info (% CUDA IPC handle pickle + baseb4 %A% A
ipc_handles_pickled) , dict BRERA R, HTTPVLLMWeightSyncClient.update_wei
ghts 5 RayVLLMWeightSyncClient.update_weights B§EREZ L EH EH, Ray EF 3R
HNAEHBANEEE, TRERFIMKE,

3. GPUWorker 3%&3% 4 rank entry: & vlim/v1/worker/gpu_worker.py 89
GPUWorker.update_weights #, # update_info & list, NIZTFHr



parallel_config.data_parallel_rank * parallel_config.world_size + self.rank B A3ty
entry, BXEEA weight transfer_engine.update weights; 3E list RHTAREARE,
22 payload (#1 {"names": [|}) FRiZ rank TAM SR, F#5|E AR RERITERER
Az,

4. MiR5 XALELE: tests/vi/worker/test_gpu_worker_weight_transfer.py #r3%
test_rank_local_update_selects_worker_payload (#3E rank %&3%) 5
test_rank_local update_includes_data_parallel_rank (33E DP rank &5 %&3|) ;
tests/distributed/test_weight_transfer.py 3&3E HTTP client Xt list A IPC handle #
pickle Z8%%; docs/training/weight_transfer/ipc.md &40 "Rank-Local Updates" /N,
B list WX GEEHA T IPC, collective Eis R i&E A,

R

« vlim/distributed/weight_transfer/clients.py (#23k ;XER¥; 25| source; £K&R
core-logic; 5 _json_safe_update_payload, update_weights) : HTTP FF{b EB&4R:
¥13¢ _json_safe_update_payload f# list B REY IPC FHATE HTTP (E4Et = XA 4wAd
CUDA IPC handle, & rank-local 77 &%t X BEE,

« vlim/v1/worker/gpu_worker.py (83 TAHE¥ &; 35| source; & core-logic; &FF
update_weights) : rank-local B&HBIZWRE & GPUWorker.update_weights iz
DP rank 5 world_size it 2/ worker FT#rFEiZEARM entry, REEA worker SZFriD
B A 2H

« vlim/distributed/weight_transfer/base.py (#ik RER?; 2% source; R core-logic
. &5 update_weights, WeightTransferUpdatePayload) : & X
WeightTransferUpdatePayload 2B 5|4 335 WeightTransferUpdateRequest.update
info 5§ VLLMWeightSyncClient #hiX&4%, 2 rank-local RAREFRSEA,

. tests/v1/worker/test_gpu_worker_weight_transfer.py ({3t T/E¥ S0MR; 25 test:
KA test-coverage; &5 test_rank_local_update_selects_worker_payload,
test_rank_local_update_includes_data_parallel_rank) : &% rank i%3%5 DP rank &3]
ANKEL X, BFHIERIARNETEZNIR,

. tests/distributed/test_weight_transfer.py (3t ARRE R DS MR L5 test; LR
test-coverage) : IIE HTTP client X list R EHFAFE/ IPC handle 8 pickle 453,
e K= =P N =R

« docs/training/weight_transfer/ipc.md (#3& N HY; £ 5| docs; EE! documentation)
: #M%E "Rank-Local Updates" /N, BR#A list ERAXGER T IPC a3k, #% collective &
SmiRA o

XS GPUWorker.update_weights, HTTPVLLMWeightSyncClient.update_weights,

RayVLLMWeightSyncClient.update_weights, _json_safe_update_payload
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vlim/distributed/weight_transfer/clients.py

HTTP FAfLERRIZ2: #3E  json_safe_update _payload £ list FERAY IPC FHRAFE HTTP 15
M A R4S CUDA IPC handle, & rank-local H E%& N X BEE,



def json_safe_update_payload(
update_info: WeightTransferUpdatePayload,
) -> WeightTransferUpdatePayload:
# list XXM payload #% worker rank &I 51k :
# B entry M B H F 89 CUDA IPC handle;
# dict HRRFRETALRE,
if isinstance(update_info, list):
return [_json_safe_update_info(info) for info in update_info]
return _json_safe_update_info(update_info)

class HTTPVLLMWeightSyncClient:

def update_weights(self, update_info: WeightTransferUpdatePayload) -> None:
# 33 HTTP &3X8, B list #814 entry B9 IPC handle
# %— pickle + baseb4 %A “ipc_handles_pickled”,
# FRIEEA payload & JSON T3 L84,
self._post(
'update_weights',
{'update_info': _json_safe_update_payload(update_info)},

)
vlim/v1/worker/gpu_worker.py

rank-local BB BIAZWRE &S . GPUWorker.update_weights #&#% DP rank 5 world_size it
B2 worker TArdFiuFAH entry, REEA worker SZERANERMRL S 4K,

def update_weights(self, update_info: dict | list[dict]) -> None:
# “update_info™ TLURFIRE A dict, I LLEIRSF worker rank
# (B DP &lK) &3|H list, list WA TF MoE %%, % rollout
# worker RRXGCEH R THNERSH, BRI BTEREL,
self._check weight_transfer_engine()
assert self.weight_transfer_engine is not None

if not self._weight_update_active:
raise RuntimeError(
'start_weight_update must be called before update_weights.'

with set_current_vlim_config(self.vlim_config):
try:
if isinstance(update_info, list):

# % DP rank 5§ TP/EP N rank A&1tHE 2/ worker T4,

# BRH A worker 3R BY entry, & payload (41 “{"names": []}")

# X" rank 2R REMBA RS,

parallel_config = self.vlim_config.parallel_config

local_update_info = update_info|
parallel_config.data_parallel_rank * parallel_config.world_size
+ self.rank



]
else:
local_update_info = update_info
self.weight_transfer_engine.update_weights(local_update_info)
except BaseException:
self._weight_update_active = False
self.weight_transfer_engine.reset_weight_update_target()

raise
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