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2. LAMEEE: £ _init_ PRE AITER BF A, REFS
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, ¥ self.mla_attn B952BI{LA MultiHeadLatentAttentionWrapper E & A
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& KimiK3MultiHeadLatentAttentionWrapper, init, _normalize_qg_kv, forward) : #Z/&#
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WX, 2T AMD 4 Kimi-K3 MLA BE&gE4 RMSNorm £4L3B 18,

« vlim/models/kimi_k3/amd/linear.py (3 =AW, EF source; EE entrypoint)
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XS KimiK3MultiHeadLatentAttentionWrapper.init,
KimiK3MultiHeadLatentAttentionWrapper._normalize_qg_kv,
KimiK3MultiHeadLatentAttentionWrapper.forward
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vlim/models/kimi_k3/amd/mla.py
BoSFTE S, ZELT AMD F 4 Kimi-K3 MLA B8 EES RMSNorm {4438 4,

# vlim/models/kimi_k3/amd/mla.py
# ... (imports)

class KimiK3MultiHeadLatentAttentionWrapper(MultiHeadLatentAttentionWrapper):
"""Kimi-K3 MLA wrapper with eager AITER g/kv RMSNorm fusion."""

def __init_ (self, *args, **kwargs) -> None:
super().__init_ (*args, **kwargs)
# XK KE AITER BEREH, ATELSMERBZEE
self._use_eager_gk_rmsnorm_fusion = bool(rocm_aiter_ops.is_enabled())

def normalize_g_kv(
self,
g_c: torch.Tensor,
kv_c: torch.Tensor,
) -> tupleftorch.Tensor, torch.Tensor]:
g_layernorm = cast(RMSNorm, self.q_a_layernorm)
kv_layernorm = cast(RMSNorm, self.kv_a_layernorm)

# ZOREER: 4 AITER WAEBERLT torch.compile ZmiFIRAH,
# 5B — RS NARB RN RMSNorm i+E
if self._use_eager_gk_rmsnorm_fusion and not torch.compiler.is_compiling():
return torch.ops.vlim.fused_mla_dual_rms_norm(
ga_c,
g_layernorm.weight,
kv_c,
kv_layernorm.weight,
g_layernorm.variance_epsilon,
kv_layernorm.variance_epsilon,

# ERRERSZ . [FRAM A RMSNorm B (GERmFEESKH M)

return g_layernorm(qg_c), kv_layernorm(kv_c)

def forward(
self,



positions: torch.Tensor,

hidden_states: torch.Tensor,

llama_4_scaling: torch.Tensor | None = None,
) -> torch.Tensor:

# ... (forward AAEMREG XL FEAR—K, EXAHEESEH _normalize_g_kv)
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