PR #52358 & iRLE

vlim-project/vlim
[MRV2] [Metrics] Support "“CUDAGraphStat™ in MRV2
&3FatlE]: 2026-09-04 15:19

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/52358

PATHE

« —A)3E: 3 MRV2 #ALRITERI CUDAGraphStat 1£3&, 1=F CUDA BRI M,

« WEDME: EIEIEL, &K PR BRT WAL MRV2 = N E3EsR, &t EE BB id
B SRR T RAES, RSN R TATEY B, TARSERRMIEG
5E,

ThRES EAL

{EE . PR body HBA# H 892 Propagate CUDAGraphStat through ExecuteModelState so
generation outputs expose the actual CUDA graph mode and padding counts. Exclude
dummy runs from user-visible metrics.” T %E% Issue ™, 1EE#— B HIASZFrEAX
PR EMRERYT, HRBRAMTLRAREH, RKATELEXR,

SRR

1. B R 7 viim/v1/worker/gpu/cudagraph_utils.py ® & X
make_cudagraph_stats &%k, #% BatchExecutionDescriptor #1 num_tokens %k, iR
B CUDAGraphStat 526, tbREIFEGIHE BLIEFE, RANDTEF M,

2. ERBIEREATE: 7 vlim/vl/worker/gpu/model_runner.py B execute_model 7%

Y EIEEITHE observability_config.cudagraph_metrics 2R, i&HA
make_cudagraph_stats £RZITHE R, & cudagraph_stats FEARNE|
ExecuteModelState TG, HTE sample_tokens FixFIRERIF(EH L%
ModelRunnerOutput, #fRZiHE BREZE T .

3. MIREF: FE tests/vl/worker/test_gpu_model_runner_v2_eplb.py &, ALK
ExecuteModelState #in cudagraph_stats=None F B, UILEIHEIIERL, FHEMR
i,

KB

« vlim/v1/worker/gpu/cudagraph_utils.py (#3k CUDA BT & ; 285 source; EH
core-logic; 5 make_cudagraph_stats) : #3% make_cudagraph_stats B & ¥k,
% CUDAGraphStat 8|22, ZZIZOAD,

« vlim/v1/worker/gpu/model_runner.py ({3t fERIRITE: K5 source; £HR
data-contract) : &£ CUDAGraphStat B|#UTHAZ, T ExecuteModelState o
ModelRunnerOutput £#EZHIHER, EHRFERAETE KX,



. tests/v1/worker/test_gpu_model_runner v2_eplb.py (13t EPLB MRk ; 25| test; LA
test-coverage) : BEFTMIRALE £ ExecuteModelState BIFTFE cudagraph_stats, %
IR FEAE

K2

X85 make_cudagraph_stats

KRR B

vlim/v1/worker/gpu/cudagraph_utils.py
Frimake cudagraph_statshEBhR%k, FHECUDAGraphStatl|iZiZ 4, 2SI AD,
# M cudagraph_utils.py F#2EE make_cudagraph_stats &%k
# ZRBEROR AT RER Ao 5L PR he 8k 34 A CUDAGraphStat X £,
# AERBEARSHI. HABSMEI BRI RETHERFF S,
def make_cudagraph_stats(
batch_desc: BatchExecutionDescriptor, num_tokens: int
) -> CUDAGraphStat:
return CUDAGraphStat(
num_unpadded_tokens=num_tokens,
num_padded_tokens=batch_desc.num_tokens,
num_paddings=batch_desc.num_tokens - num_tokens,
runtime_mode=str(batch_desc.cg_mode),

)
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