PR #52301 BEIRLE

vlim-project/vlim
[Perf] [Nemotron] Skip redundant latent-MoE all-reduce at TP>1 (~13% decode win)
&3FntiE]: 2026-09-15 22:33

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/52301

TR

« —4)3&: Nemotron &7 MoE #—>X all-reduce, &£ TP>1 A =E)3

- EME: EEFE, BERARE (21 17) © XE—ANH 21 17 13% el BEiT
HMEE, FBTE latent-MoE BERAN—NER, BWRFZLRITRE: H—, BIA
False B4 opt-in B XX G EENMMER A ; K=, EMAE RN RTEHELTFN
& (isinstance(self.fc2_latent_proj.quant_method, UnquantizedLinearMethod)) A
EEBE quant_config, X—&KIHMEAMM ERREE = BRI BRIZHOREBHAEELER
X; =, EEXK batch TIREZ R BIREZEM, RHIABEEERE FTRAINDE, &
BRI LT/, BEEINEMN—/ mock tensor_model_parallel_all_reduce 8981t
N, &= reduce_commutative I / XFFHER; REBEINEILIZRAE # |latent
MoE #X BRIt XA, BREREEIELM transform EIRIZARIT.

Th RES EAL

PR body B4 H50HL: “Nemotron-3 decode regressed ~14% between v0.26.0 and
v0.27.x at TP>1. This PR restores it.”, #REZ v0.27.0rc1 F3LH
_maybe_reduce_routed_output_before_transform() &% transform Z REi%3E routed %iH
T latent 8] all-reduce, MAEHLERME XKL late B2 LW all-reduce —&, F & every
latent-MoE layer at TP>1 or EP>1 issues two tensor-parallel all-reduces per token
instead of one”’, NemotronH Z Frilépdr, EENEIL fc2_latent_proj 1EA
routed_output_transform fE N, MIZREAE v0.26.0 FAGEE. EERANGZEANER
& NemotronH %322 A, E I it is the only one whose behaviour changes”, 3 BR& A
FX R BEA issue, BT EEMMNEIIBE,

SLIHFAR
IR AL REKE + —RHEDBBE, RMEEE. schema, HBHMRAXMA:

1. EXAIR#EL (viim/model_executor/layers/fused_moe/runner/moe_runner.py) : &
_maybe_reduce_routed_output_before_transform() B9EMA L+ EAN not
getattr(self.routed_output_transform, 'reduce_commutative', False), 1 docstring
BEHRKFRATE sum_r T(x_r) == T(sum_r x_r)——#EIZF AN LR UL EAAHERF|
late 812 maybe_reduce_final_output(), A& token B —>K collective, ZRIA False
E xR Kimi K3 8 KimiRoutedOutputTransform (A& RMSNorm, 3E&ME) KRB
BRiZE M, BEEFRINA,

7

¥



2. EE—ZREtER F opt-in (viim/model_executor/models/nemotron_h.py) : 7
UnquantizedLinearMethod & A\, #EM3E fc2_latent_proj 2GR E
reduce_commutative = not config.mlp_bias and
isinstance(self.fc2_latent_proj.quant_method, UnquantizedLinearMethod), ¥l E& =
AMNEAZ IR EE: bias 25| A5 rank ZFEZRMNIN; SHSMAELSIEEA rank A
KR scale EE BB HFA,

3. BLHEMER B TIORNEE (commit 1222¢b8) : FIAR R HI¥T not config.mlp_bias, &
ILEIEEM T ZIZEH checkpoint WATFMAL; XA quant_config is None N{m &7
——quant_config BRI RFE, ModelOpt & latent IRHFHKREELZIN, EL
checkpoint 8 quant_config != None, {BX—EB5ZFr{3Z UnquantizedLinearMethod,
{E& e Ultra NVFP4 LmATHRIIE T3X—AE, &RAXHAEBAK isinstance #lE, FNHAL
SEBEAKTZEWNE checkpoint E#iR %,

4. REE5MREE (KR PR HK) : fEEEAT skip_final_all_reduce 5
_fused_output_is_reduced BIBLA KIS A Z "M, NemotronH By reduce_results BRIAH
True A late all-reduce &R fkA ; MR A @A EFATFE XM, EFAMERE gsm8k
5-shot (T4 delta WE—MRERN) 1 ITL EM X, 1EFARLSAF APL EHER
FEXAER,

R

« vlim/model_executor/layers/fused_moe/runner/moe_runner.py ({&3k ERZMITER; %5
source; XM core-logic; &5 _maybe_reduce_routed_output_before_transform,
routed_output_transform, reduce_commutative) : FusedMoE #Z runner B9#Z:W3% 4
. # reduce_commutative 5888, RE latent MoE # token £—RZARFIR TP
all-reduce; ZXMHEFIARRERANER, RAZTXEXE,

« vlim/model_executor/models/nemotron_h.py (1R A E X ; £5F| source; LA

K2

data-contract; 5 fc2_latent_proj, reduce_commutative, UnquantizedLinearMethod)
: ME—B opt-in 3h&: EME fc2 latent_proj JEIR T bias + BFKREMNRE
reduce_commutative, FHILEAEA routed_output_transform X% FusedMoEFactory,

ZHEORZ (BEMIERAEK quant_config) B9 E,

XPEFS: _maybe_reduce_routed_output_before_transform (¥3€ reduce_commutative
BEEEMF) , _maybe_reduce_final_output (RIEMIERIIL), SIHELFE NemotronH B
2 EfAR%) , NemotronH B MoE #3R init (RE fc2_latent_proj.reduce_commutative)

RERED R B

vlim/model_executor/layers/fused_moe/runner/moe_runner.py

FusedMoE % runner BRI &R #13¥ reduce_commutative 5254, RE latent
MoE #& token Z— XA ZMR TP all-reduce; ZXMFZFTAERLHNERRZR, AT XEX
B,

def _maybe_reduce_routed_output_before_transform(
self,
fused_output: torch.Tensor,
fused_output_is_reduced: bool,



) -> tuple[torch.Tensor, bool]:
"""All-reduce latent routed output before its output transform.

A transform that commutes with the TP sum is exempt: if

sum_r T(x_r) == T(sum_r x_r), applying the transform to the local

partial output and letting the existing late all-reduce sum the

combined result is equivalent, and costs one collective instead of two.

Such a transform opts out by setting reduce_commutative = True.

The default is False, so transforms that do not declare themselves

keep being reduced early.

if (
self.routed_output_transform is not None
#ATEREAY: TREFABRE TP KT, #MBkEXOK early reduce,
# getattr BRIA False, RIE Kimi K3 89 RMSNorm E#E R ERAHETARETRE,
and not getattr(self.routed_output_transform, 'reduce_commutative', False)
and not self.moe_config.is_sequence_parallel
and (self.moe_config.tp_size > 1 or self.moe_config.ep_size > 1)
and not fused_output_is_reduced

# S3ELME (40 RMSNorm) 89T #A L latent 28]k fa,
# BN sum_r T(x_r) != T(sum_r x_r), &xoXBIRHHRE,
# TR NIEIXOR collective 1E4A late BE1RHY
# _maybe_reduce_final_output(), & token BF’R all-reduce F&R—XK,
fused_output = tensor_model_parallel_all_reduce(fused_output)
fused_output_is_reduced = True

return fused_output, fused_output_is_reduced

vlim/model_executor/models/nemotron_h.py

ME—B opt-in 368 BEME fc2_latent_proj BIR T bias + BERAEMNRE
reduce_commutative, FHIEEAEA routed_output_transform X% FusedMoEFactory, Z¥|
EF 042 (BEmMIEEE L quant_config) BISEIE,

if self.use_latent_moe:

self.fc1_latent_proj = ReplicatedLinear(
input_size=config.hidden_size,
output_size=self.moe_hidden_size,
bias=config.mlp_bias,
quant_config=quant_config,
disable_tp=self.is_sequence_parallel,
prefix=f'{prefix}.fc1_latent_proj',

)

self.fc2_latent_proj = ReplicatedLinear(
input_size=self.moe_hidden_size,
output_size=config.hidden_size,
bias=config.mlp_bias,
quant_config=quant_config,
disable_tp=self.is_sequence_parallel,
prefix=f'{prefix}.fc2_latent_proj',



)
# T bias BREMHNEMES TP XfoaR# (sum_r W x_r == W sum_r x_r) ,
# EREE transform Z GHMA—K; XEAR PR — 3 Azt LR,
# RBEERE: KB HRETHE MARER K quant_config —— ModelOpt
# 18 latent RPHRAE BN Z SN, EAL checkpoint B quant_config JEZ,
# (BX— BRI E UnquantizedLinearMethod;
# ERABEARECE R, S7E NVFP4 SEVIKZEN checkpoint LR XA,
self.fc2_latent_proj.reduce_commutative = (

not config.mlp_bias

and isinstance(

self.fc2_latent_proj.quant_method, UnquantizedLinearMethod

)

else:
self.fc1_latent_proj = None
self.fc2_latent_proj = None

self.experts = FusedMoEFactory(
#.. HRETESHBARFAE ..
routed_input_transform=self.fc1_latent_proj,
# fc2_latent_proj L8 reduce_commutative # MoE runner i getattr iZEX,
# MmBkid maybe_reduce_routed_output_before_transform F 8y early all-reduce,
routed_output_transform=self.fc2_latent_proj,
routed_scaling_factor=self.routed_scaling_factor,
apply_routed_scale_to_output=True,
router_logits_dtype=self.gate.out_dtype,

)

Wi EH AL
R PR B review RE IR E: claude[bot] FXB fork MiELBsNIFE, LFRRA amirkld4 8y

‘LGTM” #a mgoin BI% body approve, REEFIITA review iFi£, EENEARESE
commit message 5 PR body E.:

c BEHHIZEDRZ: BA commit RA not config.mlp_bias; =4 commit (1222cb8) KA
BRAIE, ¥ HEE Dynamic input quantization breaks commutativity, because each
rank would quantize a different partial sum with a different scale”, M quant_config
is None X *would be wrong in the other direction: quant_config is model-wide, so it
is non-None for every quantized checkpoint even when the projection itself is left in
high precision”s

c EEEAMBREEI: EEE body BAHEEA E—"[LatentMoERunner] already fuses
to one collective, but it now lives under vlim/models/kimi_k3/ (moved by #50678) and
reads transform.norm/up_proj, which NemotronH does not have”, FER#“Happy to
go that way if preferred’, TRARBE R,

« ZAMEIE: body ME WA skip_final_all_reduce K= 892 combine kernel B
_fused_output_is_reduced, A~ PR kftff; NemotronH _E reduce_results=True (Fftix
89 reduce_results=False J&TF shared_experts) , Bt late all-reduce —ZF % %,



c RAEE®: mgoin EEFORIAT /ci run—F —REHLEAFEL (“This PR is 215
commits behind upstream main”) , &3 main E&E 9f34ba8 Ltft% Buildkite CI
#88933, mgoin *MZEBACI retriggered but was green last round’,

o RBRIVEIE . BANERRRAEMAREHRINIR,; PR WRAFLERE all-reduce REXEY
=l
c EHERETHESNE, MIEER K quant_config (design): XAER %

isinstance(self.fc2_latent_proj.quant_method, UnquantizedLinearMethod) HZE, %
WSS ENY scale 7—3k, X BEAE ModelOpt &4t checkpoint L IERE A AL,

- ZEEE R Kimi K3 #) LatentMoERunner, MIEFEREIERA (design): AFXRAZTE:
BEAE AEEZ runner M kimi_k3 BXEAFMEH NemotronH SZEHFE, KA
BT MREYA; KANFEAEBEA runner + REM opt-ine

« FIBMEERIA False, RIERFB AR FHEZAE (correctness): A3 getattr(..., False)
FIRSZI & opt-in, JE NemotronH BEUTHARE; EMIEKRI NemotronH &Y
FusedMoE reduce_results=True 1£ late all-reduce &R %,

« RABFHENRSF all-reduce RIS EMME (testing): KRR : BAOHE runner IR
AERRNERE, RREMTREFRBEIRENE, ReEmRI RS FEITNAL N,

- Cl ik 54 %% main 215 NEXHSRAZEEE (other): BAER: 29X ¥ main /& CI
W, BALWEHE#E approve, PR L merge commit Oc7fe3f &,

PRS-

o

1. BUERF A (TEEELBE) : 38 all-reduce BB AMT R Z ERKEIF 5 Kf0)R T
, VE#& 1B E “Bitwise identity is not expected’s Super BF16 / Ultra NVFP4 Lt
gsm8k 5-shot M/ delta #FRE—NMRAERA, ER AR token BIFMIEM R,

2. BROMNIREE . moe_runner.py & FusedMoE MIAZGHERZ, HIZHE LB K="
F /2 reduce_commutative Bt R & —>% all-reduce. XRATRHRE", xkEMH (Fldn
EH _maybe_reduce_final_output BIM) TTRERRRBIIRZEMME, Cl A&IRE,

3. AR MERANRME: reduce_commutative M)A IRSF ik B 69338 B 4,
getattr(..., False) RE®K forward BHRE; MMBRELEBIREEZTD (weight refit, &
£ #56706 &3 89 HPC QK-norm FRIBARE) sB/TETHE quant_method #epk =523
. BAFIEAR S EFITE, SRYE R R,

4. MEBEUKZSRE batch BB 1EE B O sweep BRA batch TIRBSIKFEEZ I EFT
——"at large batch they are bandwidth-bound and the surviving reduce
(4096-wide) exceeds the removed one (1024-wide)”, MEBHFTA S&ER, BEXEE
2K HA b5 I BOARAET

5. K# late BRAZARAME . EMMERIIRZ NemotronH B9 FusedMoE
reduce_results=True, &AXHAX NemotronH # latent MoE FTFF
skip_final_all_reduce HEKERIME, SHIDPMA—R W R, BRURAEMA
assert SPEX— &,



6. BRI ENINFEAL: BRIA False + getattr K, Kimi K3 &R 5 RAER(RIFRR
collective; XIHEA PR ZF&HIRIT. - "M: X NemotronH AP : TP>1/EP>1 f&
AR E v0.26.0 /KF, Super BF16 c=1 ITL BREA 12%, H %k 8/32/64 & E¥HE
B EYIFTEL; Ultra 550B-A55B NVFP4 & ¥ & -5.8% ITL / +6.1% tok/s, Efb
checkpoint FI#& %, NHEAMEE: E¥m (opt-in BRIAXE) , Kimi K3 TAFRE,
A% B latent-MoE B token »—2& NCCL all-reduce, 7E/I\ batch ZERZFR
EKRERAK, RRBMERESE rank LHREA, XERSREBE: SIAT —NHH
latent-MoE #" B & (reduce_commutative) , EEUFETHH latent #H B HENE EH|
WEHETS TP ko Rifk; ZRRABRIRGEET docstring #, ZAMRTF, BT
FTEKPAHEFNRMEED, - NREARE: BOBATE , R EE |, FKENFEHL ,
B HERARRME |, K late BERRRAL

PRINISZS

« PR #50678 (PR body 3| : #50678 ¥ LatentMoERunner 34 3| viim/models/kimi_k3/
, FRAURIE E T XHRME) - K PR & body RIEEERNEET EHXTEM:
LatentMoERunner B EREE A —K collective, {BiF# /5T kimi_k3 B FHILE
transform.norm/up_proj, NemotronH RE&XEF L RN R A £ A mEFing
reduce_commutative 34y,

« PR #56903 [Perf][DSpark] Collapse DeepSeek-V4.1 draft states before SP all-gather:
F BBl MoE/ EfRBRAEEREFH ML BIBERIRS collapse B
all-gather, 54 PR #8—>K all-reduce #iRE&H. B collective JR¥kBI BB —3%, =1E
AR ERAERN AR SE,

« PR #56876 [Build] Move DeepGEMM pin to the vLLM fork and update the Mega MoE
call convention: BXah viim/models/kimi_k3/nvidia/model.py 5 vlim/utils/deep_gemm.py

W& latent/Mega MoE AL E; A& PR ITiLH Kimi K3

KimiRoutedOutputTransform 5 LatentMoERunner IEJ& FiX%k latent MoE J&#t4k, &

HE WG — MOE runner ZASEARRKFHHER,



