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cHESE: XE—NEREAEEENINIEE PR, EEREIEZ. ERMRT BIRNThEE L, &K
EFENBPRINT MNEEEEHAIMEAEANBREZ BTN TAEEZER (RERAL R
o EEXF QuarkW8A8Fp8MoEMethod By __init__ Au create_weights 7 &F ¢
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PR #47972 B4 A Quark BILMERERMT per-block FP8 X #F, (2
QuarkW8A8Fp8MoEMethod {34R3E 4 per_block fo per group BN T £, XSHKUER
Quark EEEHEE R MoE A E S, MBIELSELK, REEHN ValueError: For FP8
Fused MoE layers, only per-tensor and per-channel scales for weights and activations
are supported. Found per_block, per _group, Ak, EEY BIZAEUZEF per-block EfL
, £ MoE A=A AYIREB AR A 7 e

LI AE

1. & QuarkW8A8Fp8MoEMethod X iFp 5 HIKZBIE: &
vllm/model_executor/layers/quantization/quark/quark_moe.py #, a]
QuarkW8A8Fp8MoEMethod £/ T kFp8Static128BlockSym #a
kFp8Dynamic128Sym B|H X FHEMEIEK, 15KT _init_ A%, BREAEEEML
FHEMZTHKYT BAI=7 (per_tensor/per_channel/per_block) , M
weight_quant_key.scale.group_shape FZEIRA/NE| self.weight_block_size,

2. DECHARD per-block IRRERE S5 & create_weights A9, M7 per_block &%
, HEHSEZIRA (num_experts, (intermediate_size_per_partition + block_n - 1) //
block_n, (hidden_size + block_k - 1) // block_k) #9 w13_weight_scale #n
w2_weight_scale £, X*##, ¥ REN quant_method BMHIREA
FusedMoeWeightScaleSupported.BLOCK.value, VAHaf% RoutedExperts.weight_loader
IR IAERATHIT A Ao



3. ERALBRFIIEREL: & viim/model_executor/layers/quantization/utils/fp8_utils.p
y B## T validate_fp8_block_shape_moe &%k, #HETHE
intermediate_size_per_partition & T # block_n ¥R, UKE TP>1 HEFT#H
block_k EMEZEE, REFE viim/model_executor/layers/quantization/fp8.py (
Fp8MoEMethod) #m viim/model_executor/layers/quantization/compressed_tensors/co
mpressed_tensors_moe/compressed_tensors_moe_w8a8_fp8.py (
CompressedTensorsW8A8Fp8MoEMethod) W RA HIE £ 1o iE 8D B e 79 X b iR $ a9 R
i

4, BEMREZ: 7 tests/quantization/test_quark.py F#38 7 #7001 fog B3R, 2
TONRE =2 T A7AME. RERROZFGTFIIEIELIZ =, 302 3HMRA M A T AR
A Adamji/tiny-qwen3-moe-fp8-per-block, IiET QuarkW8A8Fp8MoEMethod # IE
ok, REREBRGETEA, HIITT RIR‘ERE,

5. MREESEK: EMIRA QTENSOR_CONFIGS ¥Rty
fp8_w8a8_dynamic_block_fp32_moe & B, WKHIEE MoE ATEMAIA HEZ LIRS 2
B MR KE FE

REEF:

« vlilm/model_executor/layers/quantization/quark/quark_moe.py (#3k E1b/53%; K5
source; 2R core-logic; &5 QuarkW8A8Fp8MoEMethod) : &S24,
QuarkW8A8Fp8MoEMethod E#WH B IAZ#F per-block Efb, ®BEXEH _ init_.
create_weights fa get_fused_moe_quant_config A :Z &,

« vlim/model_executor/layers/quantization/utils/fp8_utils.py (#&3k BT HE; K57
source; %A utility; &% validate_fp8_block_shape_moe) : $# T
validate_fp8_block_shape_moe A F %k, BT =4 MoE EM//E3TPRIE £ IR,

« tests/quantization/test_quark.py (3R E4MR; K5 test; E A test-coverage; &5
_make_per_block_fp8_moe_method, test_quark_w8a&_fp&8_moe_per_block_requires_dy
namic_group_input, test_quark_w8a8 fp8& moe_per_block_weight_shapes,
test_quark_w8a8_fp8_moe_per_block_rejects_misaligned_partition) : SR, =4
T3 per-block FP8 MoE 7 /AR #T S o MR Ansm B mE RN, BRI BEIEAMEFn SR AR 1t

KBRS QuarkW8A8Fp8MoEMethod.init, QuarkW8A8Fp8MoEMethod.create_weights,

QuarkW8A8Fp8MoEMethod.get_fused_moe_quant_config,
validate_fp8_ block_shape_moe

KR F B]

vliim/model_executor/layers/quantization/quark/quark_moe.py

RS SZI X, QuarkW8A8Fp8MoEMethod EARY B X #F per-block B, BEXEN
__init__. create_weights fa get_fused_moe_quant_config A:Z &,

class QuarkW8A8Fp8MoEMethod(QuarkMoEMethod):
# XIFRHUEEMEEMT per-group BIENSHE
supported_activation_quant_keys = [
kFp8StaticTensorSym,
kFp8DynamicTensorSym,



kFp8DynamicTokenSym,

kFp8Dynamic128Sym, # #3&: *IF per-group BISHUEEN
]
# RN EENREMT per-block BN
supported_weight_quant_keys = [

kFp8StaticChannelSym,

kFp8StaticTensorSym,

kFp8Static128BlockSym, # ##8: X 3F 128x128 SRESNEENL

def _init_ (
self,
moe: FusedMoEConfig,
weight_quant_key: QuantKey,
activation_quant_key: QuantKey | None,

super().__init__(moe, weight_quant_key, activation_quant_key)
self.weight_dtype = "fp8"
# MFEREAFENENRE, REEMTETHSE
if weight_quant_key == kFp8StaticChannelSym:
self.weight_gscheme = "per_channel"
elif weight_quant_key == kFp8Static128BlockSym:
self.weight_gscheme = "per_block" # #r3&
else:
self.weight_gscheme = "per_tensor"
if activation_quant_key == kFp8DynamicTokenSym:
self.input_gscheme = "per_channel"
elif activation_qguant_key == kFp8Dynamic128Sym:
self.input_gscheme = "per_group" # #73%
else:
self.input_gscheme = "per_tensor"
# .. HRVBIESE ..
# RRBEHERT LR (per-tensor, per-channel, B per-block)
per_block = (
self.weight_gscheme == "per_block" and self.input_gscheme == "per_group"
)
if not (per_tensor or per_channel or per_block):
raise ValueError(
"For FP8 Fused MoE layers, only per-tensor, per-channel and "
"per-block scales for weights and activations are supported. "
f"Found {self.weight_gscheme}, {self.input_gscheme}"
)
# MR E BB group_shape $REBRA/N
self.weight_block_size: list[int] | None = (
list(weight_quant_key.scale.group_shape) if per_block else None
)
self.block_quant = self.weight_block_size is not None
# ... % E act_quant_group_shape % ...



vlim/model_executor/layers/quantization/utils/fp8_utils.py

¥ T validate_fp8_block_shape_moe A &%k, HRT =4 MoE EN/E3HFINEERIEN
A,

def validate_fp8_block_shape_moe(
intermediate_size_per_partition: int,
block_size: list[int],
) -> None:
""Validate fused MoE block quantization shapes for tensor parallelism.

R gate/up MENHEAE (intermediate_size_per_partition) ®#% block_n R,
F B TP>1 Bf, down REMIALE M block_k Bk,

from vlim.distributed import get_tensor_model_parallel_world_size

tp_size = get_tensor_model_parallel_world_size()
block_n, block_k = block_size[0], block_size[1]

# A& gate/up RELERTHRTEXNTT GUIHATAHE)
if intermediate_size_per_partition % block_n != 0:
raise ValueError(
f"The output_size of gate's and up's weight ="
f"{intermediate_size_per_partition} is not divisible by "
f'weight quantization block_n = {block_n}."
)
# £ TP>1 BY, K& down RELERETERERENTF (ITHTHE)
if tp_size > 1 and intermediate_size_per_partition % block_k != 0:
raise ValueError(
f"The input_size of down's weight ="
f'"{intermediate_size_per_partition} is not divisible by "
f'weight quantization block_k = {block_k}."
)

tests/quantization/test_quark.py

MRS, R T X per-block FP8 MoE kB HT TR Asm R SmAR BN, HIRThREEH
PEAR SR BRI
# HB Rk, AT OI2 per-block FP8 MoE 773k Sz 34T 8 70MR
def _make_per_block_fp& moe_method(
activation_qguant_key: QuantKey = kFp8Dynamic128Sym,
) -> QuarkW8A8Fp&8MoEMethod:
return QuarkW8A8Fp8MoEMethod(
_make_test_moe_config(),
kFp8Static128BlockSym, # f#F per-block (X E b5
activation_quant_key,

# MR per-block ZAE RS HMA

def test_quark_w8a8 fp&_moe_per_block_requires_dynamic_group_input():



with (
patch(
f"{QUARK_MOE_MODULE}.select_fp8 _moe_backend",
return_value=(Mock(), Mock()),
),
patch(f"{QUARK_MOE_MODULE}.get_current_vlim_config"),
pytest.raises(ValueError, match="per-block scales"),

#EANBRSKERER, Nk HER
_make_per_block_fp8_moe_method(kFp8&8StaticTensorSym)

# MARIBF RN per-block MoE A
@pytest.mark.parametrize("tp", [1])
def test_quark_fp8 w8a8_per_block_moe(vlim_runner, tp):
""Test per-block (128x128) FP8 MoE quantization with a tiny Qwen3 MoE model."""
model_path = "Adamji/tiny-qwen3-moe-fp8-per-block"
with vlim_runner(
model_path,
enforce_eager=True,
tensor_parallel_size=tp,
gpu_memory_utilization=0.1,
) as lim:
def check_model(model):
experts = model.model.layers[0].mlp.experts
method = experts._quant_method
# ISIE VR E| IEF B MoE Aok
assert isinstance(method, QuarkW8A8Fp8MoEMethod)
# BAE A RIRA| A per-block EAL
assert method.weight_gscheme == "per_block"
# .. RIEREREMIR ...
lIm.apply_model(check_model)
# BT —RER AR R] 7 1£ 36
output = lim.generate_greedy("Hello", max_tokens=4)
assert output

TS R A

« REREA%4%X (fxmarty-amd vs jimmy-adams): fxmarty-amd &I per-block RE
SEMA w13 _weight_scale_inv / w2_weight_scale_inv 89f0%, 3% T8 Humming &
A Z R R HAE IHE wi13_weight_scale / w2_weight_scale, jimmy-adams J&&EE

BASH, (5HMEXLR) %—FMA wi13_weight_scale / w2_weight_scale, &&
vLLM FP8 MoE oracle #2 Humming B9F#A, B5 Quark S HELHR—K, ERAERT
Humming &M R,

« RIBEES5EHZEWN (fxmarty-amd vs jimmy-adams): fxmarty-amd 384 =4 MoE Ai%
GAEE RN FTRENE, HEXRBRABRSH L, jimmy-adams AEEH, HEFEH
I AL R validate_fp8_block_shape_moe K& fp8_utils.py F, EHEXGHEM
B R validate_fp8_block_shape BER—E, B % T 3| AF A E IR E R,



« API ®&it5 W& (fFxmarty-amd vs jimmy-adams): ZEiTie%
get_tensor_model_parallel_world_size() J#A# A validate_fp8_block_shape_moe R Ef
B, fxmarty-amd ZIXELES, jimmy-adams B/ SZE, @ T RAENEO,

« PR R EMRABERER (fFxmarty-amd): fxmarty-amd &#ER4E5E PR #RFHIR LS FrME
FRZhBERIER, jimmy-adams EEEHT T 3R, FHRME T A FFMNAAR R 858 &2 R8N
RER (BEZR, BHE) , BETFEEXR,

c RERESHKGLE5EHEEM (design): RERESHZE—4E R wil3_weight_scale
/ w2_weight_scale, 5§ Quark SHZ KA THEMLF (FP8 MoE oracle, Humming) &
THEA—3K, AR T FRAMERIEL,

« BOFFRIERBHNERESKENE (design): BIEZ EIREA
validate_fp8_block_shape_moe R#FHKEE fp8_utils.py F. =4 MoE fF3% (FPS,
Compressed-Tensors, Quark) ¥EALRE, R TRBEES,

« NEREKB APL &It EENE TP K/INE1f (design):
validate_fp8_block_shape_moe RFENENI:LEM TP K/, EEZLEILAXESZ
intermediate_size_per_partition 2 block_size,

R 5
« Qe

1. EMEEMENI (BEM) : RMIRRIE per-block RE &R *_weight_scale_inv,
TEES Humming Emfr b A ZBATHEE, EFEITL, BMEEA
*_weight_scale, #fR7T REM. LRILINAELZ2MS TRITON FP8 MoE JFimin
Humming J&3& @ Tk,

2. AT ERENE (BEME) - /8 per-block EERERE KT, PR AN
validate_fp8_block_shape_moe REFERE IR FATIRE| I, FELRRFETE
E (W intermediate_size_per_partition A # 128 EB[R) |, B R T in/THEIRREFR
YEE TR,

3. MaEEVANIE (1K) : REFZEPESMAMFTEZVBHREMRER, RMEBZOIT
HN#, per-block EAT ZMREMRM, MIEFHE. HmIFMRAFHNZEREZE (
94.2%) 1E#EHERA T EMLREHEFRMBARA.

4. MRBETEM: PR BHTHNZOZENETMR (BR, XFRIE) fofEHELE
AR, B2 T FEZEEA, MIRAEE T XERIELNEIE (iELFERSHE.
AREONADRT) o

- AP % #E#ER AMD Quark THEEEE MoE #A (41 Qwen3.5-35B-A3B) E1ft.A
per-block FP8 %X /5, BESE vLLM (ROCm) LIHZR AN TR, XT BT VLM &
AMD B4 b B9AER X RSB E A E LT,

« AL HRT Quark ENEIRITIEETE M, £HE5 FP8 fo
Compressed-Tensors g3 per-block MoE X 3F Ext5F, AHIIFRIKNIREIEAT
BT A GERAD R Ef0 ] 423714,



- FIRA® MR : A B EIREVFT L E IR T A per-block MoE SLELSEAI A AR, 1418
FRTEHGEORBELNITES, AT RREMABRIT L T EAFHEIRE G HmRE T
oA L2 A,

- RFSARie: Eimsatt (BRRTEMSE)  FEARRALNESR (EEERAF R
fBIR)

RERIREE

« PR #47972 [Quantization] [Quark] Support per-block FP8 for Quark linear layers: 7
PR MEHRIE IT/E, PR #47972 4 Quark &R (3E MoE) AT per-block FP8 %
¥, 3IAT QuarkW8A8Fp8PerBlock 2£4n kFp8&8Static128BlockSym #, # PR ¥ZBEAN
FRET Mok BBEERE, HEEEMER (KR +MoE B) #EEEA per-block E1b,

« PR #53319 [Kernel] Add NVFP4 support to the torch linear backend: 1E Rt A E LN
MG R KEL PR, BRBABIZARE (NVFP4 vs FP8 per-block) , {EFEHNEKRT A4
EREMF BT RMALE /MoE BEMREIFEE A, KRBT vLLM EEM RS @ BTEER
Et,



