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MTRE

« —A]3E: DSpark BiENRIEHED! logprobs Thek

CBEDE ESREIER EAEZARITRE: 1) MTFRERRERMATIRELFFE (
EngineCoreOutputs fFL 8 X TIEMEME, GTHEBRESERRE]) ; 2) REIRLFWTHEEL
BRY D2H ¥ IAEZEIAE tolists() 4k, BRHIMED &, 3) # chunk BiE 2nfTie
BENRENEREARARE RN, TR tests/vl/test outputs.py BIFTHENRIZAR A
B,

THRES B

PR body BA#%EA B 892 "Lifts the restriction blocking logprobs with
enable_adaptive_verificatiorimplementinthEOD&ot47808", *tNssu#51873,

SRR BiENREERSIRIZERIDEERBEHFESE logits, 1 CPU M
cu_num_logits_np REEMRRIBBNA EMAE, EHALET Y cu_num_generated_tokens £
F, 1€ logprob {THERHMiERK; EibIHEMEEE SamplingParams._validate_spec_d
ecode() H#b ValueError ("Output logprobs are not supported with DSpark
confidence-based verification.") , & logprobs 5 BENREMKELF. 4 PR #KiZR &

, LB S FAE AR EIRME logits —RER B,

LI AE

1. SRR O FR#E]: 7 vlim/sampling_params.py 8 SamplingParams._validate_spec_decod
e() TR Tenable_adaptive_verification B3X & num_logprobs Bi#it ValueError] 84
¥, f£ logprobs B&EBENRE T BRA,

2. ZEIBWFIEE: vlim/v1/worker/gpu/spec_decode/rejection_sampler.py #
RejectionSampler.init() £&% enable_adaptive_verification ELE ;
_get_logprobs_tensors() EATEEIF (num_logits |= num_reqgs) B, BiENKRIIZRK
f& cu_num_logits.clone() %% tensor (M3E cu_num_logits_np.tolist()) , BEA
cu_num_logits_np BRI GAMAME, AELSEE logprob 17; R
_verify_in_chunks() 3 B3ENRIAD X METE, RIEESREHOHRSREESL chunk, &
ERF CPU MFHENZE chunk EEERIZ,

3. BAMKS: vlim/v1/worker/gpu/sample/logprob.py 89 compute_topk_scores() 5%k R
B list[int] | None 3&3%A list[int] | torch.Tensor | None, H##&EZT tensor DRE AN
LogprobsTensors BIAANEF FE (cu_num_generated_tokens F3EH



cu_num_generated_tokens_tensor) .

4. A EEEM: viim/vl/outputs.py B9 LogprobsTensors #3E % 5 NFE
cu_num_generated_tokens_tensor; to_cpu_nonblocking() % tensor 5 HAts
logprobs 3KE R LA non_blocking=True #EFA D2H #1; tolists() EFE N EHEEA .
tolist() ML A% %; filter() 5 cat() EMERFRE, MHIEZFEELRZIFNS chunk B2,

5. RiEE5RE: IEFRMEMA 4 THREAK, ZFE—MEE viim/vl/engine/logprobs.py.
vlim/v1/worker/gpu_model_runner.py (BXA * BEAEE) ; FFIRE
tests/vl/engine/test_output_processor.py. tests/vl/worker/test_gpu_rejection_sample
r_chunking.py; tests/v1/test_outputs.py 3¢ test_logprobs_tensors_tolists_with_tens
or_boundaries & % tensor R % to_cpu_nonblocking().tolists() X slice_request
¥4 IEH; docs/features/speculative_decoding/adaptive_verification.md [l ## FRFR &l
YA,

R

- viim/v1/outputs.py (3R #idi 432 ; 25| source; A core-logic; &5
LogprobsTensors.tolists, LogprobsTensors.to_cpu_nonblocking,
LogprobsTensors.filter, LogprobsTensors.cat) : LogprobsTensors #73g
cu_num_generated_tokens_tensor FE, FHTii® to_cpu_nonblocking() A93EFEZE D2H
Ef&5 tolists() BIMMLEEE, BAREEZAAZ LI,

« vlim/v1/worker/gpu/spec_decode/rejection_sampler.py (3R FE4RAE; 25| source;
KA core-logic; 5 RejectionSampler.init, RejectionSampler._get_logprobs_tensors,
RejectionSampler._verify_in_chunks) : B3iENREIF B EKIERES cu_num_logits 7
NEERZF, HILE chunk BT S, ZARTHREARDIEY KA X LS,

« vllm/sampling_params.py (#3k RAFESH; K7 source; A core-logic; &5
SamplingParams._validate_spec_decode) : MFRFELE logprobs 5 B & N AR F &
ValueError %, EAURINBEREBIBIAND,

« vlim/v1/worker/gpu/sample/logprob.py (£t #EFRi+E; 25| source; EA core-logic;
55 compute_topk_scores) : compute_topk_scores() ZEER KT H 9 RE NN R
FE, BRRERANPRERA,

. tests/v1/test_outputs.py (FE3R BEITMIR; KA test; KA test-coverage; 5
test_logprobs_tensors_tolists_with_tensor_boundaries) : ¥r3g
test_logprobs_tensors_tolists_with_tensor_boundaries, &% tensor W RZF N5
tolists /& slice_request ¥4 IE#,

« vlim/v1/engine/logprobs.py (13 X#EE; KA source; £H core-logic; FE
_update_prompt_logprobs) : &% LogprobsTensors ¥ F RS 4 TAREELERK, K
NEECAR L,

« vlim/v1/worker/gpu_model_runner.py (#3k $1T%HE; K7 source; £H
data-contract) : El# &4 LogprobsTensors f#f, FEHIE tensor WRFE,

. tests/v1/engine/test_output_processor.py (iR &bFE MR ; K5 test; LR
test-coverage) : MIRECERE, &AL LogprobsTensors $TF K.

. tests/v1/worker/test_gpu_rejection_sampler_chunking.py (iR 93N ; K5 test;
KA test-coverage) : AIEHFAE chunking MIRAN K B E MR EMHEAEE,



. docs/features/speculative_decoding/adaptive_verification.md (13t sheE X8y : 5|
docs; A documentation) : R BRXAEF logprobs X #F B & NARICHI A,

X5 RejectionSampler._get_logprobs_tensors,
RejectionSampler._verify_in_chunks, compute_topk_scores, LogprobsTensors.tolists,
LogprobsTensors.to_cpu_nonblocking, LogprobsTensors.cat, LogprobsTensors.filter,
SamplingParams._validate_spec_decode

R R B

vlim/v1/outputs.py

LogprobsTensors #3¢ cu_num_generated_tokens_tensor FE&, FHR:@
to_cpu_nonblocking() #J3EFAZE D2H Ef£S tolists() BIM1LIZBEE, RARBIERANZGE
R,

class LogprobsTensors(NamedTuple):
# [num_reqgs x num_generated_tokens, max_num_logprobs + 1]
logprob_token_ids: torch.Tensor
# [num_reqgs x num_generated_tokens, max_num_logprobs + 1]
logprobs: torch.Tensor
# [num_regs x num_generated_tokens]
selected_token_ranks: torch.Tensor
# [num_reqgs + 1]
cu_num_generated_tokens: list[int] | None = None
# [num_regs + 1]; BENRETEELRARRAERERGEE,
# AWIRIE tensor FEREM R Y D2H # I —RELE,
# BT cu_num_generated_tokens 1% None, WE LK,
cu_num_generated_tokens_tensor: torch.Tensor | None = None

def tolists(self, cu_num_generated_tokens: list[int] | None = None):
#REIRMBAENMILA list, ZJ5 slice_request &
# CPU MI3B 4B A REIR A 5L per-request R4 logprob 4T
if cu_num_generated_tokens is None:
if self.cu_num_generated_tokens_tensor is not None:
cu_num_generated_tokens = self.cu_num_generated_tokens_tensor.tolist()
else:
cu_num_generated_tokens = self.cu_num_generated_tokens
return LogprobsLists(
self.logprob_token_ids.cpu().numpy(),
self.logprobs.cpu().numpy(),
self.selected_token_ranks.cpu().numpy(),
cu_num_generated_tokens,

def to_cpu_nonblocking(self) -> "LogprobsTensors":
#KEESE CPU REHEER, BR2ZRNEI,
if self.logprob_token_ids.device.type == "cpu":
return self
# A tensor 5 logprobs KEAR —R_EHBA D2H #,



# TRIE tolists() ERRIEKIE Epb2E, B IIRIFIEFRE,
cu_tensor = self.cu_num_generated_tokens_tensor
if cu_tensor is not None:
cu_tensor = cu_tensor.to("cpu", non_blocking=True)
return LogprobsTensors(
self.logprob_token_ids.to("cpu", non_blocking=True),
self.logprobs.to("cpu", non_blocking=True),
self.selected_token_ranks.to("cpu", non_blocking=True),
self.cu_num_generated_tokens,
cu_tensor,

)

vlim/v1/worker/gpu/spec_decode/rejection_sampler.py

B & NI B B BRAE R &3 cu_num_logits 1EREIERZA R, FHHIEE chunk BiE, 2K
YR BEAR B BY RAEMI X B2k Bh,

def _get_logprobs_tensors(
self,
sampled: torch.Tensor,
num_sampled: torch.Tensor,
logits: torch.Tensor,
cu_num_logits: torch.Tensor,
cu_num_logits_np: np.ndarray,
max_num_logprobs: int,

) -> LogprobsTensors | None:
if max_num_logprobs == NO_LOGPROBS:

return None

num_reqs = cu_num_logits.shape[0] - 1
num_logits = logits.shape0]
# SABENEREY A token HH S RRTF AR FAA,
# 5 logits BEFAT—— X R,
flat_sampled = torch.zeros(
num_logits, dtype=sampled.dtype, device=sampled.device
)
_flatten_sampled_kernel[(num_regs,)](
flat_sampled,
sampled,
sampled.stride(0),
num_sampled,
cu_num_logits,
num_warps=1,

# % spec decode F, —4T logits I R—AMEXK;

# BENRESTE forward EELE logits, EILTHERTIERE.
expanded_logits = num_logits != num_reqgs
cu_num_generated_tokens: list[int] | torch.Tensor | None = None
if expanded_logits:



if self.enable_adaptive_verification:
# BERNRERICELZAFREFEIRER (cu_num_logits)
# cu_num_logits_np 1= EMERIAIHA SMNME, FER TS,
cu_num_generated_tokens = cu_num_logits.clone()

else:
cu_num_generated_tokens = cu_num_logits_np.tolist()

return compute_topk_scores(

logits,

max_num_logprobs,

flat_sampled,

cu_num_generated_tokens,

logits_mode=self.sampler.logprobs_mode

in ("raw_logits", "processed_logits"),

)
TR AL
e R B ER TPIE P AL IRAT IR :

1) benchislett ZiXE#EE K cu_num_generated_tokens LR mMIEIE E FFE, /FEEN
core_client.py B &£ TR T M E EngineCoreOutputs ARG, X ¥F list[int] |
torch.Tensor | None B¥&2£# (TypeError: Type unions containing a custom type may
not contain any additional types other than None) , HELAMEFTEFEL, benchislett
&4 APPROVED; 2) benchislett ZRISUEFIE tensor B9 D2H ¥ N wASZEFRE, FEH
worker 3% profiler IEBAEH{X 36 FH Memcpy DtoH (Device -> Pinned) BE5BtA
logprobs ¥ E, VLLM_GPU_SYNC_CHECK=error 33|35,

M RFERITERE: RAELR vs I EFFER (design): BZRNFEHE:
cu_num_generated_tokens &+ list[int] | None, T3¢
cu_num_generated_tokens_tensor AKX &AM T benchislett B £ "huh, alright" 7
=4 APPROVED,

« 1R tensor BYAEFRE D2H ¥ N EIE (performance): BiEE, HIAFEN ARIS EE
logprobs FKE RRHEEA, TFaNEW,

R 5 B

- RS

1. BIBFRALTE: LogprobsTensors M 4 FEEEE 5 FE, NamedTuple fEERIREE,
REW 4 TRRESERRREY; &K PR BAEE viim/vl/engine/logprobs.py 5
vlim/v1/worker/gpu_model_runner.py X *_ :@E, (BEEMEERAFHERYTX
*o

2. T HRFHR: tolists() &KH D2H #NEHZTREHRLAF, HFRRAMFEN (QE
to_cpu_nonblocking Z &l tolist) RFIARNEFRIXBIARLELHIE, URIA sync
checker § profiler {&£iE, 1BJ& Bt FEA,

3. chunk f&i&3#84: rejection_sampler.py 8 _verify_in_chunks() TR =& [BERK
BEAEEIETEE chunk) BYRTEE (B max_chunk_logits TREARIE) , KRR RBELRKREL



4.

SEBWE ML,
SN 825 % —R cu_num_logits.clone() 5§ 36 &% DtoH #¥#1, profiler B7x7
AR, ERESKZHREAMN kernel BEIERA,

CMREBEE: FBEHNELTNRS/FEBR E2E, ©F Cl RMIEZNRE +

logprobs B3R B|ER ARG, - Zm: AFM|: DSpark/dflash B:ENRE - &R KRS
iEF4 logprobs, logprob {THI4 M4 BB IE A E S per-request M., RHELERE
logprobs B7& ({EHIAE 2048/2048 token ¥EH & logprobs FH# K. 0/32 EXKEH)
o RGN vl MHBEXRM LogprobsTensors $3ERAY B, ®" prompt logprobs 5
decode logprobs AR RIAE / AR E, MEREM: BT IELN 36 FHREMBEN, &
e =] A BE, EIRAMI: AESAE NREESRTEIER D2H #E I EE] RS B H M
spec decode ThEEiRHE T 5ELR., BEREWEETME, £EF& vim/vl AV EXHF,
- RFEARIE: BOBREATE , U psuk , BIERATE | ) E2E B)FAH

KRR EE

« PR #53435 Dflash2 load fix: FJ& DSpark/dflash #¥rEEEE, & mEHKE)IFHFANE
spec_decode MR, 54 PR BERE A BRI,

+ PR #53407 [Bugfix][MRV2] Dispatch uniform decode to a padded FULL cudagraph: [
A mrv2 T GPU #UTREZRAEMBIE, 54 PR BEMN rejection sampler 5§ cudagraph
TSR,

+ PR #49636 [Model] [MoE] DeepSeek-V4: add opt-in FlashInfer moe_ep expert
backend: & DeepSeek AERMHEIEREREMIL (DSpark A DeepSeek EftER) , &
BRIZTh BE L BT RN [,



