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HATHREZE

« —A]3E: GPT-0SS XIFRERAAME, # RL IIEZENEATRE

- WESME: EERKIL, & A X)T GptOssRoutedExperts.weight_loader By return_success
AR CHRARAFHEERETEERTA rank) . 5 LoRA BEE R MXFP4 jZ4t38

R E; meta.py WIREZBEBMBENFIA layerwise reload ERE A SEME, & HAERM
RLARER, 75 #43375 #9 P2P RDT RRERF &4 R IE,

THRES B

PR body BABILEASIAL: ik verl & RL 5|% "sync experts one by one instead of requiring
all-gathering experts during actor-rollout sync"s GPT-OSS X3 Kk MoE #&AIFE RL )|+
actor 5 rollout SZFIEIMER P IRE, £ 8 all-gather EXERENE S BEETHBKR; &E
FAE R DT REEMARA, (FEEITRPAL: LFr RL JIZMEA unsloth 89 BF16 AR,
mxfp4/nvfp4 EHEEIZEIZ reviewer XML, FMT " ZFERER + #HEH B X token —
%" BIRIE,

LI AE

1. FAXNEZRZMERE GptOssRoutedExperts (viim/model_executor/models/gpt_oss.py,
+197) : %7K RoutedExperts, EHHE map_global_expert_id_to_local_expert_id &4
BEXR ID BRETE|AM slot, JEAR rank TFKIRE False HEZE return_success & X ;
weight_loader R#EEE gpt_oss_w13/gpt_oss_w2 /S shard, HEREZREE, HERXEXRR
AU%E| _load_expert_bias (w2 bias {X tp_rank 0 ##%&, HA rank 3EXE) .
_load_unquantized_expert (¥ EE#%|414%) . _load_packed_expert (EITEMAE:
reshape F#Z#ET4%)

2. BEANER INE ERAE: GptOssModel #3 _get_streamed_expert_info #&#7 checkpoint
.. .experts.<expert_id>.<fused_param>, BREtF| params_dict F routed_experts.* @t
653K, H#ZE LoRA BEEMN base_layer. BIZR; _try_load_streamed_expert 2 %X
L weight_loader, FRIEESE LB loaded_params; & _load_weights_mxfp4 5
_load_weights_other B EEIFPIEANE T, HFPEUMBIBTEE LK, Quark BBERE
FAER K MLPBlock 3T routed_experts_cls=GptOssRoutedExperts SEAFTHNEX 2,

3. 8 & layerwise reload 1% £3Z%# (vlim/model_executor/model_loader/reload/meta.py,
+6/-3) : restore_layer_on_meta RR R MR get_layer_tensors REIR ESEMSEK / &
X ; MXFP4 5B SQIEFME RSB AN KEMB Triton B, FEIKRE



checkpoint 3kBt KeyError: attribute already exists, & AMIKE [LHIKE U RET
BIEl KL, FHA hasattr FRIF

4. MARELE: #F3E tests/model_executor/model_loader/test_gpt_oss_weight_loading.py (
152 47) , A _TestExperts t8 &% wrapped parameter &t (& base_layer. BIZ%) .
EARMERT, FBMAMER TP 14 (wi13/w2) . w2 bias JI& tp_rank 0. ENITEA
B (mxfp4/nvfp4) ¥4 ; test_reload.py #3% test restore_layer_replaces_postprocess
ed_tensor_attribute B MM EH)S restore_layer_on_meta BEIEFAEZE meta 53K,

R

« vlim/model_executor/models/gpt_oss.py (B3R AR nE; 25| source; EE! core-logic
;. /45 GptOssRoutedExperts, weight_loader, _narrow_for_rank, _copy_to_expert) :
RASZIL A #73E GptOssRoutedExperts & F ik e,
_get_streamed_expert_info/_try_load_streamed_expert fMr5%F, HiE
_load_weights_mxfp4/_load_weights_other ®1EXN; FrA TP {145 B0 IRZBEHE L,

. tests/model_executor/model_loader/test_gpt_oss_weight_loading.py (#£3k NREE;
K7 test; KA test-coverage; 5 _TestExperts,
_map_global_expert_id_to_local_expert_id, _load,
test_streamed_expert_resolves_wrapped_parameter) : #3¢ 152 4THE MR, A
_TestExperts B ZRANMEIMIKEL X . wrapped parameter #EHT (& base_layer. Bl
%) . EARMERBN. TP Y14, bias JIB. ENITEH K.

« vlim/model_executor/model_loader/reload/meta.py (1R E#HNH|; 25| source; LR
bugfix; &5 restore_layer_on_meta) : &% layerwise reload K EZENEEMBE
restore_layer_on_meta IWESFE EM /G A RARTIMBENE, fRR MXFP4 ZETIR
£ checkpoint 2% KeyError. ®"FTA layerwise reload + EL/EERIER

. tests/model_executor/model_loader/test_reload.py (#3k MREE; L5 test; LR
test-coverage; 5 test_restore_layer replaces_postprocessed_tensor_attribute) :
3L test_restore_layer_replaces_postprocessed_tensor_attribute, I&3E
restore_layer_on_meta BEIEFAIE R MRS (post-processed) HIFE, & meta.py
B8 HEZEEFIMIR,

KBS GptOssRoutedExperts.weight_loader,

GptOssRoutedExperts. narrow_for_rank, GptOssRoutedExperts. copy _to_expert,
GptOssRoutedExperts. load_expert_bias, GptOssRoutedExperts. load_unquantized_expe
rt, GptOssRoutedExperts._load_packed_expert,
GptOssModel._get_streamed_expert_info, GptOssModel._try_load_streamed_expert,
restore_layer_on_meta

RERED R B

vlim/model_executor/models/gpt_oss.py

S X #73 GptOssRoutedExperts A E RNk =,
_get_streamed_expert_info/_try_load_streamed_expert fB¥ 5%F, &
_load_weights_mxfp4/_load_weights_other F3EXN; FrA TP 145 B0 RZBELEAE I,



# gpt_oss.py: GptOssRoutedExperts BIRZ G2 IKIZ
class GptOssRoutedExperts(RoutedExperts):
""Load one GPT-OSS expert at a time without assembling the global stack.""

@staticmethod
def narrow_for_rank(loaded_weight, dim, rank, size):
# #% TP rank #1485, EHRRERBIATHAKE
start = rank * size
available = loaded_weight.shape[dim] - start
return loaded_weight.narrow(dim, start, min(size, max(available, 0)))

@staticmethod
def copy_to_expert(expert_data, loaded_weight):
# rEBETEMNE (bias) SER%A 1 8 checkpoint i )F
if expert_data.numel() == loaded_weight.numel() ==
expert_data.copy_(loaded_weight.reshape(()))
return
while loaded_weight.ndim > expert_data.ndim and loaded_weight.shape[-1] == 1:
loaded_weight = loaded_weight.squeeze(-1)
slices = tuple(slice(0, size) for size in loaded_weight.shape)
expert_data[slices].copy_(loaded_weight)

def weight_loader(self, param, loaded_weight, weight_name, shard_id,
expert_id, return_success=False):
#ARFEE w13/w2 B2 shard, HARAKBESE
if shard_id not in ("gpt_oss_w13", "gpt_oss_w2"):
return super().weight_loader(param, loaded_weight, weight_name,
shard_id, expert_id, return_success)

# 3ER rank EREEB, return_success AR F TR BN S K
expert_id = self._map_global_expert_id_to_local_expert_id(expert_id)
if expert_id == -1:

return False if return_success else None

expert_data = param.datalexpert_id|]
weight_dtype = getattr(self.quant_method, "weight_dtype", ")
quant_method_name = self.quant_method.__class__ . _name__

if weight_name.endswith("_bias"):
self._load_expert_bias(expert_data, loaded_weight, shard_id)

elif weight_dtype in ("gpt_oss_mxfp4", "mxfp4") or quant_method_name in (
"CompressedTensorsW4A4Nvip4MoEMethod",
"Nvfp40OnlineMoEMethod",

):

# EUREEITRAR REK) o

self._load_packed_expert(expert_data, loaded_weight, weight_name, shard_id)
else:

self._load_unquantized_expert(expert_data, loaded_weight, shard_id)
return True if return_success else None



vlim/model_executor/model_loader/reload/meta.py

#Z layerwise reload k£ B BNELEMB E: restore_layer on_meta MAESEFEEN /G RIE
ERBAEMBIE, AR MXFP4 375 FIRE checkpoint 2%k KeyError, ®"FTA
layerwise reload + E1b/5 4B RIFER,

# meta.py: 1B £ restore_layer_on_meta FREE KT ME MY 5] #
def restore_layer_on_meta(layer, info):
"""Restore a layer to model format with tensors on the meta device.
if layer.__class__.__name__ in SKIP_MODULES:
return

non_persistent = set(layer. non_persistent_buffers_set)
restore_params, restore_buffers = info.restore_metadata
# EEZREEEEAIE (0 MXFP4) 4 RREGKIEME M,
# TN EFEM checkpoint ZE A "attribute already exists"
tensor_names = (
get_layer_tensors(layer).keys() | restore_params.keys() | restore_buffers.keys()

)

for name in tensor_names:
if name not in SKIP_TENSORS and hasattr(layer, name):
delattr(layer, name)

for name, param in restore_params.items():
if name not in SKIP_TENSORS:
param = restore_layer_refs(param, layer)
layer.register_parameter(name, param)

for name, buffer in restore_buffers.items():
if name not in SKIP_TENSORS:
buffer = restore_layer_refs(buffer, layer)
layer.register_buffer(name, buffer, persistent=name not in non_persistent)

Eatlel 2

B AR EEE: aoshen02 B8] "Will it support other mxfp4 and quack?", HEEE "
Isn't this model is mxfp4? Does the other two load function have the same problem?",
Ve RAEZER X3 BF16 (RL %A unsloth BF16 fR) , WEBNRSINTEMEER, FH4H "
FREFREIK + #IE token —E " HISIELE R,

LoRA B E#kZEM (Codex P1) : $8H LoRA BHAR mip.experts #E#A
FusedMoEWithLoRA, F&FE _map_global_expert_id_to_local_expert_id, £3k&HEN
experts.base_layer.routed_experts.*, EIERASH AttributeError; &R E "followed
existing convention where we add the name to the parameter so lora is dispatched
correctly", & get streamed_expert_info 3% base layer. BIZR,

meta.py IR A : wyettzeng B "native MXFP4 post-processing replaces registered
expert parameters with unregistered Triton tensor attributes. During layerwise reload,
the old code only removed registered parameters buffers, so restoring



checkpoint-format parameters failed with KeyError: attribute already exists",

ARG SEEUKER : aoshen02 W& narrow for _rank HMEKR
_map_global_expert_id_to_local_expert_id WEEIAA; IsotrOpy XK FEL

_GPT_OSS_STREAMED_EXPERT_SUFFIXES & &%k. #HEARREMN hf _to_viim BrgHH R,
FIMRFE B tests/model_executor/model_loader BE, ¥BEREINEK,

« B AR (mxfpd/quark) EERAEZFFRANME (question): mE&XFF BF16 5
mxfp4/nvfp4 ITEME, Quark BREENEBEAXFF, FEHART EMFT 2R T REKRNE
P2 — MR,

« LoRA BEE FTRAMEBIRZMT (Codex P1) (correctness): 1E&Z12INA A E KL HiEER|
S EUEE LoRA %, 1 _get streamed_expert_info B 3% base_layer. B,

- restore_layer_on_meta EHIEGIEA KB KFMEME (correctness): B AMIKR THRTK
B U WRETEHIE] HEHI hasattr FR3P, FEAH F3E EVINR,
_map_global_expert_id_to_local_expert_id EEAA (style): fEEZEE "good catch,

removed the outer one", BIRINERHA,
_narrow_for_rank Y1 RES 31 (style): 1EE B A L RIA _narrow_for_rank EESA &
H o —E MR,
- FERLEME hf_to_vim BETREERRE (design): 1EEFELE ERHTLR hf_to_viim Br4T
("reverted") .

« MR XBALE (testing): /EEIZEN#ED ("done") o

R 5 B

« RS HEWREKRZEVINEE: restore layer on_meta ZFiA layerwise reload & #9A
HEEZ, BRSEEMNEMKEY KB TYRIKE U RETEHE HE, BEAE hasattr /&I
, BMERPREHG A RER A R e IR RER, FEE gpt-oss RE EVIRIE,
LoRA #AEMRKMAE : RAMBIT LoRA BEE NI " 282 " WAL E,
% FusedMoEWithLoRA 259 fk, get streamed_expert_info B base_layer. 3N =] &
KK, BEWEBEAMR: Quark BRERARXFIFRAME, _load_packed_expert BRiZFH—1T
BHRE, IEEMRNET BAK. MR FBIR: _narrow_for_rank {&#& TP #54%
%k, RIFEE max(available, 0) &lr, RIRAART T REH I N RF LA, RIESE
B: FN CI TERZETMR, £F TP/EP + LoRA B e2e EVIKH verl & RL TR
=g Loana

« M Xt verl & RLINAI/EREES2: actor-rollout E#H FALE all-gather [EARE
FAEA LR, X GPT-0SS BB MBRFZREFETE &, LR MEM MoE HE; meta.py
BHMEE R MAT A ER layerwise reload + EEAIRAARR; 138 152 [TRTUMREST
TP ¥14. bias V3B, ENAREXRELOX, BRIVLZF e2e, BEARYMEAERR + £F
TR/ N,

« RFEFRID: REERFBETE |, LoRA ZEMRKBLE , ENEEAR , ERLERRZ , £
+ e2e FRIE

KRR EE



« PR #43375 [RL] P2P RDT weight sync: E8 RL XE R EBRHE: 1% PR AREFIE
fit sharded_rdt fuBRNE3R, & PR AEBEHEZETNE MRS, HELZA, RKETIER
EERRT RN,



