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PATHRE

« —A)iE: H#E FlashInfer TensorRT-LLM #§ MXFP8 &t AR NG 3mikiF &

- WENME: BEEREIR. Z PR B T ITE —/ N &M imisiF 8 L 2eg g GPU N
#%: @3¢ _POSSIBLE_MXFP8_KERNELS 6 H&F & IES RS X IBFIBRIAEFE. ERE
MmEEM— xR B ERmIESRAIRES AE, A custom op + fake SZILE BF X #F
eager 5§ CUDA Graph/torch.compile FiZ&#4{2, XEZF & Flashlnfer 2 Quantization
NAB L2V, process_weights_after_loading 5 apply_weights BYERZ )4 UK.
review X F REHFR case WRELHER/SE,

THHES BAL

Flashinfer E& B4 B £ MXFP8 GEMM # TensorRT-LLM &%, 182 vLLM &
flashinfer_trtlim linear selector BRIR &% NVFP4 (UL PR body JRiE) . & PR B B#=ZE
EIZBRAUFT AR NBEAIAEEZE, ik SM100 A% GPU LE1LE] MXFP8 B#UEN
BF16 W#ERI T LI —linear-backend flashinfer_trtllm BB A, 1E& AR
“Model-level accuracy and same-version performance results are not yet available, so
this PR makes no accuracy or performance claim”, EMXE—/NEITREFRRIZ. BR
BV EThEE.

SRR
SRR T

1. AL HIENEFRE . & viim/model_executor/kernels/linear/mxfp8/flashinfer.py
13 FlashInferTrtllmMxfp8LinearKernel, is_supported EBER CUDA 5 SM100 &
Ak, BRET Flashlnfer; can_implement B3R B R & #F;
process_weights_after loading SBRRRXEWAIE, apply weights SBRRIEIERIE, REEE
vlim/model_executor/kernels/linear/__init__.py ®£#EMA flashinfer_trtlim &
_LINEAR_BACKEND_KERNEL_MAP, _POSSIBLE_MXFP8_KERNELS %|&KX B UK &
SEMEIAZL T K

2. RESE scale B TRTLLM FHAIE: 7 process_weights_after_loading F— KM%
e ER K BEME 256 P M layer.weight_scale ZERET N 4T. &1 K // 32 5/EA scale
;BN 1| 128 XMFFHITMIE padding; &JEA shuffle_matrix_a 5§ shuffle_matrix_sf _a
A X TensorRT-LLM HAZM4ERE /scale HEF, FFA layer._mxfp8_trtlim_output_size &%
FEMERE, # apply_weights EERARIKEES N,



3. B0EEMES GEMM A apply weights K= 3AA BF16, ¥¥CE reshape A 2D 5
A custom op vlim::flashinfer_ mxfp8_ quantize 8x4 i 8x4 scale B EAL, HIAHA
mm_mxfp8 (F use 8x4 sf layout ZHEE Flashlnfer) , EIRIEEN trtlim; HdH
EWMIEE padding MEFE output_size FARIE contiguous, F/EHM bias HFHFEJR shape,

4. custom op 5 fake LIEE: & vlim/utils/flashinfer.py ¥r3g
flashinfer_mxfp8_quantize_8x4 & flashinfer_mxfp8_quantize_8x4 fake, fake SZELi%
8x4 EITHE scale X/N, FRiE torch.compile / CUDA Graph E&428 shape S A ;
F B 28B5H mm_mxfp8 custom op AN use_8x4_sf_layout 8K fake £,

5. MR5 XA : F3E tests/kernels/quantization/test_flashinfer_mxfp8_trtlim.py, BEZ=
AFEFIR (& N=130 8 padding ¥1 /) . torch.library.opcheck &% custom op. X
% CUDA Graph ##3R5ZEK—5%M; HRIE review EIMMRT R 252 4789 mocked
CPU MREM, RBRE—MNaimsFik, docs/features/quantization/modelopt.md 3
MR, R SM100 A% MXFP8 + BF16 AR w[{# A --linear-backend
flashinfer_trtlim,

R

« vllm/model_executor/kernels/linear/mxfp8/flashinfer.py (iR LM AR ; 25| source;
KA core-logic; &5 FlashInferTrtlimMxfp8LinearKernel, is_supported,
can_implement, process_weights_after_loading) : #3¢
FlashInferTrtlimMxfp8LinearKernel ByAZ/ &SI X4, EENETEIE, BUEEL.
TRTLLM GEMM AR S#E TR, 24 PR B BZ,

. tests/kernels/quantization/test_flashinfer_mxfp8_trtlim.py (3R RAZONR; 25 test;
KA test-coverage; &5 _make_layer, test_flashinfer_trtlim_mxfp8_linear_numerics,
test_flashinfer_trtllm_mxfp8_custom_ops, test_flashinfer_trtllm_mxfp8_linear_cuda_gr
aph) : #EEL GPU MR, BEHEEHE (& N=130 padding 1 /) . custom op By
opcheck & %&4n CUDA Graph 3k / ER—KM, ZRZT AN EERE,

« vlim/utils/flashinfer.py ({3 &/t TH; 37| source; E£H core-logic; &5
flashinfer_mxfp8_quantize_8x4, flashinfer_mxfp8_quantize_8x4_fake, mm_mxfp8,
mm_mxfp8_fake) : F¥ vlim::flashinfer_mxfp8_quantize_8x4 custom op & fake 5
I, H% mm_mxfp8 AN use_8x4_sf layout 58, ZWNHZ=# torch.compile / CUDA
Graph £ A EE 2,

« vlim/model_executor/kernels/linear/__init__.py (#3k RAZOEM; 25| source; LR
data-contract; 5 FlashInferTrtlimMxfp8LinearKernel,
_LINEAR_BACKEND_KERNEL_MAP, POSSIBLE_MXFP8 KERNELS) : ZRNZEME
HAFFRE: FAFAZ. M flashinfer_trtlim E3BRET, A MXFP8 (&35 &k KB H &
AT AZL, FRIEBRIALLE R R IR,

« docs/features/quantization/modelopt.md (#3k XX#Y; 285 docs; 2£# documentation)
: XASUEEE SM100 &% MXFP8 + BF16 #ER 4033 —linear-backend
flashinfer_trtlim {£ A # /3w, ETHF XIIZEAN,

KBS FlashInferTrtlimMxfp8LinearKernel, FlashInferTrtlimMxfp8LinearKernel.is_sup
ported, FlashInferTrtlimMxfp8LinearKernel.can_implement,
FlashInferTrtlimMxfp8LinearKernel.process_weights_after_loading,



FlashInferTrtlimMxfp8LinearKernel.apply_weights,
flashinfer_mxfp8_quantize_8x4,flashinfer_mxfp8_quantize_8x4_fake,
mm_mxfp8,test_flashinfer_trtllm_mxfp8_linear_numerics,
test_flashinfer_trtlim_mxfp8_custom_ops,test_flashinfer_trtlim_mxfp8_linear_cuda_graph

R F B

tests/kernels/quantization/test_flashinfer_mxfp8_trtlim.py

P E S GPU MR, BEHMEIEHAME (& N=130 padding #15) . custom op B opcheck
BEAn CUDA Graph $#3k / ER—%M, RERABRTHMENEERE,

# X SM100 A% B %A Flashinfer 89 CUDA RRTAT, HMIfk BBk
if not (

current_platform.is_cuda()

and current_platform.is_device_capability_family(100)

and has_flashinfer()

pytest.skip(
reason="FlashInfer TRTLLM MXFP8 requires an SM100-family GPU",
allow_module_level=True,

def _make_layer(weight: torch.Tensor) -> torch.nn.Module:
from flashinfer import SfLayout, mxfp&8_quantize

# A Flashinfer 8 linear i G EMARE, B ESZ MXFP8 checkpoint A&
weight_mxfp8, weight_scale = mxfp8_quantize(
weight,
sf_swizzle_layout=SfLayout.layout_linear,
)
layer = torch.nn.Module()
layer.weight = torch.nn.Parameter(weight_mxfp8, requires_grad=False)
layer.weight_scale = torch.nn.Parameter(
weight_scale.view(weight.shape[0], weight.shape[1] // 32),
requires_grad=False,
)

return layer

@pytest.mark.parametrize("shape", [(1, 130, 256), (7, 256, 512), (128, 130, 768)])
@torch.inference_model()
def test_flashinfer_trtllm_mxfp8_linear_numerics(
shape: tuplelint, int, int],
) -> None:
torch.manual_seed(0)
m, n, k = shape
x = torch.randn((m, k), dtype=torch.bfloat16, device="cuda")



weight = torch.randn((n, k), dtype=torch.bfloat16, device="cuda")
layer = _make_layer(weight)

kernel = FlashInferTrtlimMxfp8LinearKernel(Mxfp8LinearLayerConfig())
kernel.process_weights_after_loading(layer)

output = kernel.apply_weights(layer, x)
reference = torch.mm(x, weight.t())
# ARZAEMVEMEELMRLE, RKREHRE shape 53ELM
similarity = F.cosine_similarity(
output.float().flatten(), reference.float().flatten(), dim=0

assert output.shape == (m, n)
assert output.is_contiguous()
assert similarity.item() > 0.98

vlim/utils/flashinfer.py

3 viim::flashinfer_mxfp8_quantize_8x4 custom op & H fake 52, H % mm_mxfp8 3

i use 8x4_sf layout £3k, EMNMZT# torch.compile / CUDA Graph {# MK E 3%,

@torch.library.custom_op(
"vlim::flashinfer_mxfp8_quantize_8x4",
mutates_args=[],
device_types="cuda",
)
def flashinfer_mxfp8_quantize_8x4(
a: torch.Tensor,
) -> tuple[torch.Tensor, torch.Tensor]:
# F 8x4 scale iR Ef BF16 #UE, ELE TensorRT-LLM JE3#{E H
from flashinfer import SfLayout
from flashinfer import mxfp8_quantize as mxfp&_quantize_

return mxfp8_quantize_(
a,
backend="cuda",
sf_swizzle_layout=SfLayout.layout_8x4,

@torch.library.register_fake("vlim::flashinfer_mxfp8_quantize_8x4")
def flashinfer_mxfp8_quantize_8x4_fake(

a: torch.Tensor,
) -> tuple[torch.Tensor, torch.Tensor]:

# Fake SZELA T torch.compile / CUDA Graph By shape #%,

# scale K/\% 8x4 | EEREITHE

m, k = a.shape

scale_size = cdiv(im, 8) * 8 * cdiv(k // 32, 4) * 4

return (

torch.empty(m, k, dtype=torch.float8_e4m3fn, device=a.device),



torch.empty(scale_size, dtype=torch.uint8, device=a.device),

)

i A4
review FERAZOHITIOE S BRIAEF R Fa MR BRI
» mgoin ¥t vlim/model_executor/kernels/linear/__init__.py £$H: Maybe you could add

it to the bottom of _POSSIBLE_MXFP8 KERNELS if you don't want this chosen by
default? I'd prefer to not have a special case, YEEMEHMREKRIIIRZE, ®KNIER

KIRIE MXFP8 &% % KB, EE Done. The kernel is now the last CUDA MXFP8
candidate, and the special-case selection logic is removed.

« mgoin Xt apply weights FEHIHE I FIRE LR Are we missing padding the input to
match the weight?, 1EE#ER No input padding is needed. Only N is padded, so the
operands remain A[M, K] and B[K, padded_N]; the result is sliced back to N. The
8x4 quantizer handles M-side scale-layout padding internally.

« mgoin XtJ& mocked MREHFMN [ think a lot of these mocked tests are overkill, 1E&

BARRIZ X3 E & Reduced the mocked CPU suite from 252 lines to one
backend-selection test. Numerics, padding, custom-op checks, and CUDA Graph

coverdge remain in the real GPU tests.

« HRA/IN nit: 18 BF16 dtype #&& M ValueError B8 A assert,
current_platform.is_device_capability family(100) f&ift is_supported, WUKAEIE XA4$E

#F X “models quantized to MXFP8 with BF16 activations’s

o BRIAEIRREE: BRIIR vs MARI|I KRR (design): 1EEHEZZ I, B special-case,
EAZILE| _POSSIBLE_MXFP8_KERNELS By CUDA ZII%(KE, BEARNBRMILAEELE.

 MAMETEE padding UILEARE (question): AT EBMAM padding, 5 EZ
2 N B x40 R AL ESENIR A N=130 AR+,

+ Mocked CPU MIRZEHNE (testing): MIFRAZR mocked MR, (XERE —ANG SmIEFMIR,
B GPU MR RE TEEE,

o XHYIEEE: MXFP8 checkpoint vs MXFP8 A (documentation): X A42X 4 “models
quantized to MXFP8 with BF16 activations”, BB ER R 5 HUE dtype BIEX 2

« BF16 &£ 55 A AIRTEMRA XAE (style): B nit T review H&#E, HANRBER
assert 5 is_device_capability_family(100),

R 5 B

o NS
1. AR TEEERRERMER . process_weights_after_loading 23k K % 256 == 0, tbi#@
W 32 XMFE T, e MXFP8 AR RE T A 1Z/53, BIRELKEEREMMEN
2
2. BRINERRRENE: BRABREKE POSSIBLE_ MXFP8_KERNELS XE, BEYUYFrAE
RIS EZMEER, can_implement 188 True BOIZRAZA T BEMR BRI ; B R
FH SM100 5 BF16 BUE, EEABUEN FP16 &7~ £TTH WIS KK,



3. BEE MR LDRIE: PR BRBZARBMBEES ARAMRELER, MR {RAMINRE
A1 cosine_similarity > 0.98 BMEMRIKM(ERIE, BES GPU MiRKEE1AH FlashInfer
WA (0.6.16.post3) , BHERIERSEIT AT TEE,

4. padding/ Y1 K BEMEVIRE: N | 128 MFHMIE padding SHIHIA EFHE
apply_weights §1, EREMBIK mxfp8_trtlim_output_size B95 NEHLE E AR BRI
, FATRES B TE SR, BRMXE—/ N=130 B E =,

5. # custom op By fake shape XF&: flashinfer_mxfp8_quantize_8x4_fake FILIiESHFH
scale K/N&E5 Flashinfer SZFrfBA—3, &7 torch.compile / CUDA Graph B2
=4 E B shape iR, - BW: AP : SM100 A% GPU LR MXFP8 + BF16 &
IR % 7 —& B NABEFRZ, FRMBRIAMTA,;, XHERFPEN, TRINERLT,
XA FIEH custom op 5§ mm_mxfp8 I RBARE Flashlnfer (REIN K, A3l
NFTOMERIKK, BT K vLLM CUDA N EIF ', XHEFA: X& Flashinfer
TRTLLM 8124 vLLM F K NVFP4 ¥ & E| MXFP8 BB —RHTE, ELE T4 tactic
hints. MoE #Z#n 128x4 & M #UE scale B&12; 1FEHE PR body it BAX LR
AR PRSEEN, - RFMEARIZ: SM100 5 Flashinfer 2R , K A 256 8If&%k ,
BRARLE BRI KRBT RER LT |, TAERBEE S MEEIIE , (K& FlashInfer JiRA
pin

KERBKL

« PR #39129 NVFP4 TRTLLM linear backend: 4~ PR 8 flashinfer_trtlim &F BN AI R B
% NVFP4, % PR B2'E&7E MXFP8 A4y EEA, PR body FBAHIRE|MRILEANLH,

« PR #46393 MXFP8 CuTeDSL linear backend: R A MXFP8 &M N4%, faAR PR £E
mxfp8/flashinfer.py 5 _POSSIBLE_MXFP8_KERNELS #%3%54&, EMhARIIKXRTPHNEA
&35,

« PR #52016 Independent B12X CuTeDSL package for SM120/SM121: PR body $2%|i%

FFik PR A%&%& Flashlnfer 8§ TensorRT-LLM MXFP8 runner, 54 & PR & SM ELHEZ
1 MXFP8 WAZAEFE £ B *h,



