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PATHRE

« —4J3&: CPU AMX Lt GDN state %#F FP16/BF16 # X1k, prefix caching & +35%

- WESHME: ESFEIE, AEHE=XEE: 1) fist CPU/Mamba/GDN JE3# 6 T2 )@
——_cpu_mamba_backend BB AN % (resolve_model_cls +
get_mamba_state_dtype_from_config) BRREERmII AL R, BAREKRE ERAMERNIRITR
F: 2) ABFF & E——state_t MRS LK + store_state_vec2 8§ & FP32. HAXKEE]
BN, UREREAME state_tmp BAZHNFHEE,; 3) XF hybrid prefix caching B4
A——state dtype A% — block size 5EHIFE R, FILNEINE S XTAL:
—ZRKEE state B chunk SRS ANIEXZEE BAMER )4 / BT —3K, =
REBRKETXORLENEE, BANAREIERERA gsm8k &I 100 HAK,

THRES B

PR body BAH#a$s Hah#l: BF16/FP16 GDN state reduces the aligned block size used by
hybrid prefix caching and therefore reduce the prefix-caching glassjaw on CPU AMX
backends., CPU £ hybrid #% (GE&E A KV + {&IF state) SFfERA%— block size,

state LRI, X5F/E block #AK, prefix @R EMA; AT viim/platforms/cpu.py RE
KM EF| AVX-512BF16 B3 mamba_ssm_cache dtype THRHEE R float32, AFPERIEX
8 bf16/fp16 EEBEEF. MFELHNNESEIET, GDN block M auto B 1152 tokens [&
3| 640, fp8 KV TM 2176 &R 1152, XNEHJUIFHEA 35.18% / 37.51%,

SCEL AR

1. ANA: FERERAZMHMARE (viim/platforms/cpu.py,
CpuPlatform.check_and_update_config) . BRZBHEEZE N3F] AVX-512BF16 BiEXK
dtype 3E float32 — BHIEKE A float32 HE%) ; IMALEAIHEN
_cpu_mamba_backend(vlim_config) FIRER 2 & EBRAEMNZE GDN Eigt, XHEXK
dtype BT ("float16", "bfloat16") BEsm%& A gdn BHARBEBEFIT info BXE, TN
®IFRA float32 EBRFELEEET LEmE, ETEMNEW MERMATEE,

2. JF3iRA: BEBEKABAEL, MR _cpu_mamba_backend A "qwen3_ 5" in
model_type or "gwen3_next" in model_type or "olmo_hybrid" in ... BRI ELZE (
review HARFE AR A ELE) |, RAKAKA : 3L model_config.hf_text_config.layer_type
s B2 EFLE linear_attention, FH3#3X model_config.registry.resolve_model_cls() ¥
FERIZE A get_ mamba_state dtype_from config(vlim_config), 1ERETTAHNE =



NTEE (SSM state dtype) SHFIEKRE cache dtype tbxt, —3%A3KRE "gdn's =&
try/except Exception 53R E{HIE R AR I PRIEEAT— 2 2 CERR = 7|
model_type/architecture J&4£H# fallback &, EX EEMT IRIASTREE] .

3. WEZBML: #T3E state_t #RAREEK (csrc/cpu/sgl-kernels/fla.cpp) o
chunk_gated_delta_rule_fwd_inter_kernel_impl.
fused_sigmoid_gating_delta_rule_update_kernel_impl.
fused_sigmoid_gating_delta_rule_update_spec_kernel_impl 8 state/state_ptr S%k3£H
B float* A state_t*; FIEEARBIF store_state vec2<state t> Z—4CHE [FP32 mE
— ERRERE] WEE, chunk [E#EERNZTUIINEIE state_tmp (D*D A float, Z&F2FA
A) ATRERFEIEE state, chunk &RBEM FP32 M ENE BEA; MAHEAZKKNEE
LERFZ PR store_state_vec2, WEERZEN static_cast<float> L.
static_cast<state t> 5 ; ZHIRLANZE src/dst 385 R =210,

4 FEIEX : EFP32. H#RKEE. FIAEGEMM (brgemm/blas_gemm) . exp(g_last)4Eik.
RinERAE FP32 &4 L 34T, RA state HMAMIELE £ state_t, FEAN chunk EEEIA
E—REAN—3XE GPU MIRA dtype B XAF—K, WEMRSZLINEZEMUNENL
&

5. MRE RIEELE, F3E tests/platforms/test_cpu.py (+152 47) F _FakeModel /
_FakeRegistry / _cpu_config #3&&/\ VIimConfig, %kt 8 NABIEZ gwen3 5 (
bf16/fp16/auto ¥R E) 5 nemotron_h (mamba B, —#ZE:R float32) , ¥
monkeypatch torch.cpu._is_avx512_bf16_supported;
tests/kernels/mamba/cpu/test_cpu_gdn_ops.py 3 DECODE_DTYPE_CASES /
PREFILL_DTYPE_CASES (fp32 £%EfF + bf16/fp16 REAHF) , £ESIN
ref gated_delta_rule ¥ & state dtype & state_write_interval BUEBIFZ chunk & A\,
two_call_split WS =/ state dtype, BiE%— .float() BEELE (atol 1e-2) ,
Y& B issue WIWFATE gsm8k AT 100 AR ERIE: auto(fp32)/bf16/fp16 =ik
E1% 0.9,

R

« csrc/cpu/sgl-kernels/fla.cpp (3R JRSAHZ; FEF source; ER core-logic; FE
store_state_vec?2, chunk_gated_delta_rule_fwd_inter_kernel_impl,
fused_sigmoid_gating_delta_rule_update_kernel_impl,
fused_sigmoid_gating_delta_rule_update_spec_kernel_impl) : oW ZEKsN: =4
GDN W%z state_t 2B, T store_state vec? MEMBIF, chunk (A3 RAZS| A
state_tmp FP32 BAZHFIHK chunk BEMEFEE state, BAREM / FEARETHIE 20

« vlim/platforms/cpu.py (#3k FEEE; 25| source; XM core-logic; &F&
_cpu_mamba_backend, CpuPlatform.check_and_update_config) : FREEA D : ¥
_cpu_mamba_backend MARER! state dtype BAHIE GDN i, HIEERXLEZHEE
mamba_ssm_cache_dtype=float32 BRALMHGRE bf16/fp16; EHL RS IRSEHERL
2N

. tests/platforms/test_cpu.py (B3R FE&MIR; K5 test; KR! test-coverage; 5
_FakeModel, get_mamba_state_dtype_from_config, _FakeRegistry, resolve_model_cls)
CFE TS EBREN: A _FakeModel/_FakeRegistry Fa& registry (&%, &3t 8 ANAHI



ISE [RALBREKKEE / £ GDN EER float32) X—HREL,

. tests/kernels/mamba/cpu/test_cpu_gdn_ops.py (#3k AAZONR; 2£5] test; LR
test-coverage; 45 ref_gated_delta_rule, test _fused_sigmoid_gating_delta_rule_upda
te_cpu, test_chunk_gated_delta_rule_cpu, test_chunk_gated_delta_rule_cpu_two_call_
split) : RAEK(EIIE: #¥% DECODE/PREFILL dtype 28MLAHl, SE MY E
state_dtype 5 state_write_interval BUEMIZ chunk & A, &% decode/prefill/ FXHA
RS EE,

XS _cpu_mamba_backend, CpuPlatform.check_and_update_config,
store_state_vec?2, chunk_gated_delta_rule_fwd_inter_kernel_impl,
fused_sigmoid_gating_delta_rule_update_kernel_impl,
fused_sigmoid_gating_delta_rule_update_spec_kernel_impl,
get_mamba_state_dtype_from_config, ref_gated_delta_rule,
test_cpu_accelerated_gdn_dtype_policy

RERED F B

vlim/platforms/cpu.py

REEAD: #¥E _cpu_mamba_backend BAER state dtype RA¥|ZE GDN a3k, HILRkX
T4 EE mamba_ssm_cache_dtype=float32 SR A EMHRE bf16/fpl16; 2B LB KEK
J& B AT

def _cpu_mamba_backend(vlim_config: VIImConfig) -> str:
"R EHEREREREN CPU RSEHRE. "
model_config = vllm_config.model_config
if model_config is None:
return "none"

hf_config = getattr(model_config, "hf_text_config", None)

model_type = str(getattr(hf_config, "model_type", "")).lower()

architecture = str(getattr(model_config, "architecture", "")).lower()

layer_types = getattr(hf_config, "layer_types", None)

# RESHMEIRARE, 9% GDN BANAEIRE

has_linear_attention = isinstance(layer_types, (list, tuple)) and (
"linear_attention" in layer_types

try:

has_inner_state = bool(model_config.has_inner_state)
except (AttributeError, RuntimeError):

has_inner_state = False

# BLTC inner state WRLMER AR MERRMEREM SSM &3k
if not (has_inner_state or has_linear_attention):
return "none"

fallback_backend = model_type or architecture or "unknown"



if not has_linear_attention:
return fallback_backend

# BHIR A WA ZRED qwen3_5 / gwen3_next / olmo_hybrid B4 #,
# review JEB N MER K REX persisted state dtype A
try:
model_cls, _ = model_config.registry.resolve_model_cls(
model_config.architecture,
model_config=model_config,
)
except Exception:
return fallback_backend

try:

state_dtypes = model_cls.get_mamba_state_dtype_from_config(vlim_config)
except Exception:

return fallback_backend

if not isinstance(state_dtypes, tuple) or len(state_dtypes) != 2:
return fallback_backend

if vllm_config.cache_config.mamba_ssm_cache_dtype == "float16":
cache_dtype = torch.float16

elif vllm_config.cache_config.mamba_ssm_cache_dtype == "bfloat16":
cache_dtype = torch.bfloat16

else:
return fallback_backend

# AFPERNREESHEAFERALN SSM state dtype (GTHFE =IM) — KA,
# A gdn &3, MABITEEEIFAL
if state_dtypes[1] == cache_dtype:

return "gdn"

return fallback_backend

class CpuPlatform(Platform):
@classmethod
def check_and_update_config(cls, vlim_config: VlimConfig) -> None:
# ... block_size / MLA fE%X3ZBEE ...

# Accelerated GDN uses AMX tiles or AVX-512BF16 VDPBF16PS.
if (

torch.cpu._is_avx512_bf16_supported()

and cache_config.mamba_ssm_cache_dtype != "float32"

mamba_backend = _cpu_mamba_backend(vlim_config)
if (
cache_config.mamba_ssm_cache_dtype in ("float16", "bfloat16")



and mamba_backend == "gdn"

# WALE: B AP IERE bf16/fp16, 4/N hybrid prefix caching
# B9%E— block size
logger.info(
"Using %s SSM state storage for the CPU accelerated GDN backend.",
cache_config.mamba_ssm_cache_dtype,
)
else:
# 3E GDN BRI ZLARILE: 5FRRE float32 =R,
#EEBT LEWE, BETEAREMEEAMAESE
cache_config.mamba_ssm_cache_dtype = "float32"
logger.warning(
"Reset SSM cache type to float32 for accelerated GDN mamba "
"backend '%s".",
mamba_backend,

)

tests/platforms/test_cpu.py

e T SRR : A _FakeModel/_FakeRegistry Fa& registry {&K¥i, Z%kit 8 NAFIRIE
[RANERERKEE / £ GDN EER float32] X—# K,

class _FakeModel:
"R BRAER S BR persisted state dtype 24, RBEEL registry &K, """

@classmethod
def get_mamba_state_dtype_from_config(
cls, vlim_config: VlimConfig
) -> tuple[torch.dtype, torch.dtype]:
# AE: REMEFZ - FE SSM state BFAAL dtype
state_dtype = {
"float16": torch.float16,
"bfloat16": torch.bfloat16,
}.get(vlim_config.cache_config.mamba_ssm_cache_dtype, torch.float32)
return torch.float32, state_dtype

class _FakeRegistry:

" & model_config.registry, #RIMRENESFAER LI, "

@staticmethod
def resolve_model_cls(architecture, model_config):
return _FakeModel, architecture

@pytest.mark.parametrize(
"model_type,requested_dtype,resolved_dtype,layer_types,expected_dtype",
[
# linear_attention + RARE: REAF- BERFERWEEE



pytest.param(
"gwen3_5", "bfloat16", "bfloat16", ("linear_attention",), "bfloat16",
id="gdn-explicit-bf16",
),
pytest.param(
"gwen3_5", "float16", "float16", ("linear_attention",), "float16",
id="gdn-explicit-fp16",
),
# X mamba B (3£ GDN) : T EBRZEE auto, —ZE:R float32
pytest.param(
"nemotron_h", "bfloat16", "bfloat16", ("mamba",), "float32",
id="unsupported-explicit-bf16",
),
pytest.param(
"nemotron_h", "float16", "float16", ("mamba",), "float32",

id="unsupported-explicit-fp16",

)
def test_cpu_accelerated_gdn_dtype_policy(
monkeypatch: pytest.MonkeyPatch,
model_type: str,
requested_dtype: str,
resolved_dtype: str,
layer_types: tuplel[str, ...],
expected_dtype: str,
) -> None:
# BBHIE AVX-512BF16 %k, (EARAEE ReE A K
monkeypatch.setattr("torch.cpu._is_avx512_bf16_supported", lambda: True)
cache_config = CacheConfig{mamba_ssm_cache_dtype=requested_dtype)
config = _cpu_config(
cache_config,
model_type=model_type,
resolved_dtype=resolved_dtype,
layer_types=layer_types,

CpuPlatform.check_and_update_config(config)
assert cache_config.mamba_ssm_cache_dtype == expected_dtype

b A

=% reviewer BN (bigPYJ1151) #EEEKRZT T LI

1. RiItEEREN—L5A _cpu_mamba_backend B9 8 4 B 523 ——Maintain a white list
is not a long-term solution. Maybe we should consider a better way to check the
GDN usage, 18X T commit 24cab2d7 Tcpu: detect GDN from model state dtype

contract] , BPILIERY resolve_model_cls + get_mamba_state_dtype from_config 24
HlE, XWIEFTAgER R 25335 0 B0 o] B sh RS R E Ik,



2. EMEEENEREEMN D*D # state ##H/EIX (Maybe this loop can be vectorized.
D*D is not a small number. / Same here) , &E— commit e41b09f8 lcpu:
vectorize GDN state conversions] 3| A store_state_vec2 5 load_float_vec2, {X{Rx&
wEREBE,

3. ¥EZ®E: Did you test the accuracy when use BF16 state?, fE&LL gsm8k &l 100
A (auto/bf16/fp16 23R 0.9) EI, RS review ¥4 APPROVED, Z#4h
claudelbot] B PR kB fork R BaIFE, &AH bigPYJ1151 ATHESIH,

+ GDN E3mH|ER KGR RIL B L £ (design): RARANHE
model_config.registry.resolve_model_cls % F|A& R % =7 A
get_mamba_state_dtype_from_config, F3REH) SSM state dtype 5 F1EXE cache
dtype tbXf, —ECA3RE "gdn"; kIK—EERE| model_type/architecture JRAE B
fallback &, XK commit 24cab2d7, #ih7E 8 NF&BIME EZITN.

- A state BB EEME (performance): &E—A commit e41b09f8 Tcpu:
vectorize GDN state conversions] 3| A\ store_state_vec2<state_t> 5 load_float_vec?2
, MAEEBEKRARMBMEIF + ImBRE, #4—7T decode REMFEERAZ,

« BF16 state BRI BNEE 2T TTHZ (testing): /EHE PR LAY gsm8k &l 100 #£A
28 auto (fp32), bf16 and fp16 all get 0.9, FEJE review %4, APPROVED #& 3,
HAMERR, ROKETXEZ® prefix ERAZRNRER)T,

RS B
o NS

1. CPU BRIAMTAZE : AT AVX-512BF16 #L88 £ mamba_ssm_cache_dtype 2 EE
A float32, IAE GDN BB L{RE bf16/fpl6, BTHERFZHNINVALTE,; YmSEER
T CPU AMX + BB T state dtype 248 GDN =&, 3£ GDN B mamba #E (40
nemotron_h) 13E:R float32, EYIHE 7%,

2. MEIR: state BRFNBEELRME, KFF]. £K prefix EAKE R chunk 5ES
BERENRE; WAIUERERE gsm8k AT 100 A (REMER/DN) 5WAZEN atol 1e-2
BxtEh, BAOKETX &HL. L5 prefix EATHRER)T,

3. REH#IRER: cpu_mamba_backend Xt resolve_model_cls.
get_mamba_state_dtype_from_config ¥4 FA#& except Exception B R ERER S X5
HE, ZFHEAEZALIAEZE bug, XRILE MEETE mIERSE, HEREARS; R
PARRIRE TTAE —INEP SSM state dtype, AP A EZMSEBRERK,

4. FIYBALEABIVER . check_and_update_config £35S aa LM &8 F
resolve_model_cls, SfLZERERMEN / SN, BTFEEREEIMEHNENKE, &
BRESARESEKED,;, ¥ ARESEEAERNA L,

5. RAZBUMNTHH: BABERZESE chunk £— X D*D BRFFE5—REE (state_tmp &FEFL
H FP32 £) , brgemm_supported()==false IR EKRIZ T pack_vnni2 SEtH4EK
state_tmp, IEFAMERE OB, BHEK] BT, FREENRA, BiZH68BE (
3E AVX-512 & + BFEE state) BDEHITMEMR, - ®r: AP/ : & Intel AMX (
SPR/EMR/GNR) _EZEZ Qwen3.5/Qwen3.6. Qwen3-Next. OLMo-Hybrid % GDN &
ERBBAF, FB prefix caching ERHRFA 35%-38% Wy &rLigA, [EEIR



state B / NG ARBE, hybrid prefix caching BYE K block size M 1152/2176 [&
3| 640/1152 tokens, R HREEM, A%: CPU FEH SSM state dtype JREM

(REARE IR A MERBWAIRE)) , _cpu_mamba_backend A CPU ja4:
Mamba/GDN Ja3ntF M F L L9 B A WNZM state_t ZRL AR R EAEITE
state (o FP8) BH TR E, HFN: FEBERERZEZMM, TN
get_mamba_state_dtype_from_config # =B layer_types & linear_attention, X=Z
— X EZEHBERBFEANCHRMERY; MRMFE T tests/platforms/test_cpu.py X
—FERBEAMNAD, T GPU IR, RHF KX APl/schema BE, - RFArid: CPUR
IMTAZE , BEERSEEES , REHARER , 0K ETXRERIE , 3
AVX-512 HERRBERE

RTINS

« PR #54934 [CI][CPU] Add speculative-decoding coverage to CPU CI: 7K PR [ BFEI%AL
FRED ERIZ YN AZ fused_sigmoid_gating_delta_rule_update_spec_kernel_impl ;243
state_t, Mmiz/A% PR IER A CPU FE4 LIZHLARFD E2E/Smoke B &, FEILXRMKR
CPU GDN RAARAD BERE B9 SCEL 5 B0

« PR #56773 [Bugfix][CPU] Fix DeepSeek-R1 (FP8 MLA + MoE) correctness on CPU
backend: E & CPU E3miIRE / REREMMEEE L (scaled_mm/cpu.py.
experts/cpu_moe.py) , 54 PR ¥ FP8/ AFE R X CPU AAZIE X HiEE AR 7 )
—3R, FARBHEINES EERERE,

« PR #50894 [Bugfix] Scale KV page size for hidden states extraction with TP: EAEE %
hybrid & (CEEA KV + 183F / BERS) BITLR/NE T FZBEMSK
vlim/v1/core/kv_cache_utils.py, 54 PR st [GDN state 5ERZE hybrid prefix
caching X% block sizel ZR—2 @A AR RN E,

« PR #56791 [Bugfix] Trim stale consequence claims from unannotated-eagle warning:
KN EAESELE viim/vl/core/kv_cache_utils.py 89 hybrid/mamba JRESLEEXE L, HBEFE
& B Xt hybrid state dtype By3RZBEEITHA BIFERIEAX, KR PR By float32 EREREEHE
TERTR—EHA M,



