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# attention.py: AttentionFuser.sinks A&

# 3@ AST TR ILAY s_aux REANRIKE sink 3K

# AR RARAEMRE None, T NIARHHIIERA

def sinks(self, module: nn.Module) -> nn.Parameter | None:
"""The per-head sink tensor “module” passes to the interface, or "None™."""
if self.s_aux_expr is None:
return None



s_aux = _resolve(self.s_aux_expr, module)
# IIEARNTLE R 2 Parameter 2, None, E NI H 5%
if not isinstance(s_aux, (nn.Parameter, type(None))):
expression = ast.unparse(self.s_aux_expr)
raise ValueError(
f"Cannot resolve attention s_aux expression {expression!r} in "
f"{type(module).__name__}."
)

return s_aux

# attention.py: AttentionFuser.fuse A A8 sink #3124
# Y sink FEN, SIZRALQHFREMIKELN nn.Parameter
# B REIERN BB S £, FARIRENIRIEH
def fuse(self, module: nn.Module, prefix: str, vllm_config: "VIimConfig") -> nn.Module:
if (sinks := self.sinks(module)) is not None:
size = sinks.numel() // vllm_config.parallel_config.tensor_parallel_size
device = vlim_config.device_config.device
data = torch.empty(size, dtype=sinks.dtype, device=device)
sinks_param = nn.Parameter(data, requires_grad=False)
# RENREMBRBEUIFTFKREFTHOR
set_weight_attrs(sinks_param, {"weight_loader": sharded_weight_loader(0)})
# REBEIERW RSB BMESL, RIFE Transformers R D —3K
setattr(module, self.s_aux_expr.attr, sinks_param)
return module

vliim/model_executor/models/transformers/base.py
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# base.py: _create_attention_instances AEH ] sink 43T iR
# I MLASTE AL X B, M fuser 3RER sink £33 mE| kwargs
# IXFALR Attention M3ERFXAEREURE| sink KE
for i in range(start, end):
# ... HfbRag ..
if atth_cls is MLAAttention:
# MLA & 3EZH (RF K sink)
pass
else:
kwargs.update(
head_size=head_size,
num_kv_heads=self.model_config.get_num_kv_heads(
self.parallel_config, arch_config
),
logits_soft_cap=logits_soft_cap,
)
# IR E DIERA
if layer_types and layer_typesli] == "sliding_attention":
kwargs["per_layer_sliding_window"] = text_config.sliding_window
# Fr3. 3T EA sink



# M fuser FREX sink 5%k, WRHFAENRINE] kwargs
if (sinks := attn_fuser.sinks(attn_module)) is not None:
kwargs["sinks"] = sinks
attn_instance = attn_cls(**kwargs)
#OER A LA MBI, BRARE B AIR & 50 EF
setattr(attn_module, VLLM_ATTN_ATTR, attn_instance)

vliim/model_executor/models/transformers/__init__.py
WA check_sinks FAEIMARE, FEEE AR MIEREITIIE sink 2T IEMEHEL Attention B,

# __init__.py: check_sinks E%k
# MR E: WREEAENAT sink 1B Attention B REEIKE| NI HbH £ 1%
# FF1E sink WEFEBR AR S HKEAN softmax FEEFEIEH
def check_sinks(
module: "torch.nn.Module",
self_attn: "Attention | MLAAttention",
s_aux: "torch.Tensor | None",

"""Fail loudly if the model applies a sink the attention layer will not.

Only the attention impl can fold a sink into the softmax denominator, so a sink

that never reached “Attention” is dropped and every softmax is subtly wrong.

# WRZA sink = Attention EBEA sink, NIEFRE

if s_aux is None or getattr(self_attn, "has_sink", False):
return

# TN AR, ZRRERD

raise ValueError(
f"{type(module).__name__} applies attention sinks, but they were not passed "
f"to {type(self_attn).__name__}, so the output would be wrong. Either the "
"Transformers modeling backend could not find the parameter holding them, or "
"VLLM does not support sinks for this kind of attention. Please open an issue "
"at https://github.com/vlim-project/vlim/issues/new"

# __init__.py: vlim_attention_forward " 4iE A
# HEERAREEREARE sink £ 1ER
def vlim_attention_forward(

module: "torch.nn.Module",

query: "torch.Tensor",

key: "torch.Tensor",

value: "torch.Tensor",

attention_mask: "torch.Tensor",

**kwargs,

self_attn = getattr(module, VLLM_ATTN_ATTR)
# B KBE sink BT EMEE
check_sinks(module, self_attn, kwargs.get("s_aux"))

# .. &R
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