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PR body $§ 1 tests/kernels/attention/test_rocm_aiter_mla_decode_metadata.py::test_per
sistent_decode_metadata_matches_fp8 golden ¥ main L%k M&k: AttributeError: '
types.SimpleNamespace' object has no attribute 'q_lora_rank's JREZE #51255 %
MLACommonMetadataBuilder. init  B&AM static_forward_context BIEXT£ILE MLA
WERE, HET kv lora_rank + gk_rope_head_dim fdE model_config.get_head_size()
2B chunked-prefill workspace; ZMIREE stub REE prefill_backend, builder ZEiZE
F—ANEERRMEE, #51255 BT LEMIRE MLA backend MR, "ARIREE T A,

SRR

1. ZARE: MLACommonMetadataBuilder. _init__ & #51255 ZE E M
static_forward_context[layer_name] BEX % LiEE g_lora_rank. kv_lora_rank.
gk_nope_head_dim. gk_rope_head_dim. v_head_dim ENEE, HIEHDE
chunked-prefill workspace; MIRFH stub RA prefill_backend, B 4= EEM
AttributeError,

2. 8% stub: ¥ tests/kernels/attention/test_rocm_aiter_mla_decode_metadata.py 89
_build_decode_metadata #, {#H get_mla_dims(vlim_config.model_config) 3REX
DeepSeek-R1 8] MLA 4, HEENEE LEREAN SimpleNamespace; [FEBTHIE from
vlim.model_executor.layers.attention.mla_attention import get_mla_dims § A, £&ZE B
BESEREMIEFERD, BRS5NRESN DeepSeek-R1 B EER,

3. BiE5HE: EEAE gfx950 L[E IS decode metadata 5 causal verify mask AR,
, AN, HEROERARAXFMNERERAERNE stub RN, BRAEHMITRS. M
RERAERE (persistent decode TTHIRE fp8 golden —3K) HRIFAE, BETLEERAZK,

R



. tests/kernels/attention/test_rocm_aiter_mla_decode_metadata.py (FE3k 3E&E MR ;
25| test; LA test-coverage; &5 build_decode_metadata, get_mla_dims) : #E—Z
B, A _build_decode_metadata #89E stub ¥ E g_lora_rank. kv_lora_rank.
gk_nope_head_dim. gk_rope_head_dim. v_head_dim B MLA 4, 55 #51255 5|
AH AttributeError, % %£ ROCm CI L# AITER MLA decode metadata MR,

XS  build_decode_metadata

KERAY B EX
tests/kernels/attention/test_rocm_aiter_mla_decode_metadata.py

E— B XM, A _build_decode_metadata FHIE stub #E g_lora_rank. kv_lora_rank.
gk_nope_head_dim. gk_rope_head_dim. v_head_dim A MLA £, £ #51255 3|\
B AttributeError, && ROCm CI E#) AITER MLA decode metadata iRk

def build_decode_metadata():
""}493& AITER MLA decode Jo#k#E, 3RME (metadata, captured),

captured 1BX builder £% get_mla_metadata_v1 BIfr B 53k5 X B FSEKL,
UERAT2MERNMAEZE golden 1E,
from tests.v1.attention.utils import (

BatchSpec,

create_common_attn_metadata,

create_vlim_config,
)
from vlim.config.vlim import set_current_vlim_config
from vlim.model_executor.layers.attention.mla_attention import get_mla_dims
from vlim.v1.attention.backends.registry import AttentionBackendEnum
from vlim.v1.kv_cache_interface import MLAAttentionSpec
from vlim.v1.worker.workspace import init_workspace_manager

device = torch.device("cuda:0")

# MIAE L DeepSeek-R1 BLEME, cache dtype EIEAN fp8,
vllm_config = create_vlim_config(
model_name="deepseek-ai/DeepSeek-R1",
max_model_len=CONTEXT_LEN,
# B token —ANFIETL (page_size=1) , HFE null block B9EH,
num_gpu_blocks=BATCH_SIZE * CONTEXT_LEN + 200,
block_size=PAGE_SIZE,
max_num_seqs=BATCH_SIZE,
max_num_batched_tokens=8192,
hf_config_override={"num_attention_heads": NUM_QUERY_HEADS},
)

vlim_config.cache_config.cache_dtype = "fp8"

spec = MLAAttentionSpec(
block_size=PAGE_SIZE,



num_kv_heads=1,
head_size=vlim_config.model_config.get_head_size(),
dtype=vllm_config.model_config.dtype,
cache_dtype_str="fp8",

builder_cls = AttentionBackendEnum.ROCM_AITER_MLA.get_class().get_builder_cls()

# builder €M static_forward_context BJEX £ _EiZE prefill_backend #o

# MLA BE£E, Elt stub EBRHEFXAERE M.

# EE(EXHE get_mla_dims(model_config), 5 DeepSeek-R1 E5ZEE—3K,

# B stub 5EEAEEZER,

mla_dims = get_mla_dims(vlim_config.model_config)

layer_name = "placeholder"

vlim_config.compilation_config.static_forward_context[layer_name] = (

types.SimpleNamespace(

prefill_backend=torch.empty((1,)),
d_lora_rank=mla_dims.q_lora_rank,
kv_lora_rank=mla_dims.kv_lora_rank,
gk_nope_head_dim=mla_dims.gk_nope_head_dim,
gk_rope_head_dim=mla_dims.gk_rope_head_dim,
v_head_dim=mla_dims.v_head_dim,

)

init_workspace_manager(device)
# JE8M3E batch_spec, BIZE builder, 3/ spy &%
# aiter.get_mla_metadata_v1 RIEIRLZFRE A S K.
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dedicated AITER MLA job 5 sharded kernels/attention job FAINEBAES, MR
main EREE; XHERZERARR/N=)TEE,
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« PR #51255 [Model] Add native Dots3 NOTE multimodal support: 4~ PR &8 H 3| A=
)3: #51255 ¥ MLACommonMetadataBuilder 2R A M static_forward_context ByEITZ
B MLA 4, FHEIHT LEMIRS MLA backend MIRAY stub, FIRIK T AMIR X A4F,
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