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« —A]iE: 8 E Triton REMNREETL X, #F XPU B

- EMNE: EFFEIR, AN PR Z VLM MR EMZEEFEMHNERZSEAR, A=LEAER
3 —RBRELFMRNGE—IHEER (WfIERE CUDA &AW 4 848 R B
XPU #4T) ; =& CUDA £ A API 3| torch.accelerator B API BT ERRIZ2 (
is_current_stream_capturing B MKE XitieF X T serving 5MRIFE £ FHER)
; ZRHEE fixture RIERBAGIRA AR (GBI SN EIE £ L workspace_init Z2EPiitE
MoE MR B AT$2 Mo IEF 2 zh) o

THHES BAL

RFC #48480 BA#tEH : vLLM KE Triton RAZMIAMK pinned B| CUDA, BIMERZAS w5
¥ (XPU/ROCm RERiFIniT) , e REBERE device="cuda". @A CUDA-only host API (
40 torch.cuda.get_device_capability. torch.cuda.is_current_stream_capturing) iRk
WEE skip, FBEXEAZEIE NVIDIA EimTeLREMAESE. PR body #ik 8 NEH
A device="cuda" 2| JIZFE torch.cuda.is_available() / is_cuda() /
has_device_capability() £, REHH Triton REE XPU L BREMEIELT,

TR

1AM A —NRELKERN: SR XHTERZE X DEVICE =
current_platform.device_type, &R pytestmark T3 is_cuda_alike() &5 AR
is_cuda_alike() or is_xpu(); has_device_capability() KHE AT 1E R is_cuda_alike()
HERKEE, #Bef XPU LiEf&, ZERNE test_merge_attn_states.py.
test_batched_moe.py. test_triton_moe_no_act_mul.py.
test_fused_recurrent_packed_decode.py #—33%3#, F1H. &Z£5 CUDA T AHRK

a1
Xoo

2. ¥ commit BNEMGBEE: commit 1 Bk3E tests/kernels/test_fused_recurrent_packed_d
ecode.py (gated delta rule packed decode, Z## torch.cuda.is_available() $&1HgE,
device BXFH DEVICE) ; commit 2 Bk3& tests/kernels/attention/test_merge_attn_states.
py (11 & device B#t, merge_attn_states_cuda E4£ A merge_attn_states_native,
markdown £#%|& EH k&) ; commit 3 &3 MoE =4FE test_batched_moe.py.
test_count_expert_num_tokens.py. test_triton_moe_no_act_mul.py R*EZETE
tests/kernels/moe/utils.py. quant_utils.py (3%Z commit & #43407 84 rebase) ;



commit 4 &2 test silu_mul_per_token_group_quant_fp&8 colmajor.py 5
quantization/test_per_token_group_quant.py; commit 5 &:3&
mamba/test_replayssm_prefill_decode_equivalence_mambaZ2.py,

3. A RAEEKE: viim/model_executor/layers/fused_moe/experts/fused_batched_mo
e.py B9 _is_capturing_or_compiling() A current_platform.is_cuda_alike() and
torch.cuda.is_current_stream_capturing() 2XA
torch.accelerator.current_stream().is_capturing(). JREZ XPU & torch % CUDA
AR APL, RE&N XPU graph capture #A18]&7 host 3m$5i%IRE expert_num_tokens,
ZEREh 3T CUDA AT AEMEY (review F H guangyey #IA accelerator API B9ZEMIE)

4. *ZF fixture BIEMBE : tests/conftest.py B9 workspace_init fixture 3ILARSH
torch.cuda.is_available() ¥k TIRASH torch.accelerator.is_available(), 2%
torch.device(0); X& test_batched_moe.py & XPU fESi89RIIR (BN 288 failed /

104 passed, &%f& WorkspaceManager not initialized Brg) »

5. BIF5EE: PR body &1 XPU (Intel Arc Pro B70, torch 2.13.0+xpu) 5 CUDA (
L40S sm_89) B A/B SZ&, FrAEMM skip/fail AN, CUDA RIEHFREL—K
; RBEAT moe/test_moe.py::test_fused_moe fEAEZE fixture BIMEAKE, T CI BE.
schema BERE K5,

R

- vllm/model_executor/layers/fused_moe/experts/fused_batched_moe.py (it £XA%
: 27| source; 2R core-logic; &5 _is_capturing_or_compiling) : "E—89 4 =R A%k
5. _is_capturing_or_compiling() A CUDA & H API 3% 3%| torch.accelerator & A
API, &% XPU Lt CUDA graph capture #i18] host 3m$E iR 2B expert_num_tokens #9g]
B, B review iTHHIAE S,

. tests/conftest.py (B3R MREE; K5 test; ER infrastructure; F5 workspace_init)
. £ F fixture workspace_init 2R IR accelerator ¥&, & test_batched_moe.py &
XPU M 288 failed EHBENRIESHRM, TR KBIZ fixture BIMIR,

. tests/kernels/attention/test_merge_attn_states.py (1R SEEAEH; HH| test; LA
test-coverage; 5 merge_attn_states_torch, test_merge_attn_states,
test_merge_attn_states_both_empty, generate_markdown_table) : Bi&EEHZANEMS
. 2592 skip + 6 fail A 2598 passed; merge_attn_states_cuda EZ A
merge_attn_states_native, ZiR&ELAMER N TZERE.

. tests/kernels/moe/test_batched_moe.py ({3t #t8 MoE; 27| test; HER
test-coverage; 5 BatchedMMTensors.make_tensors, test_batched_mm,
test_fused_moe_batched_experts) : MoE £ HEM, 96 failed + 672 skipped ZE X
392 passed + 384 skipped; float8 FABIBIE A TTERFZMHLENX CUDA-alike F &,

. tests/kernels/moe/test_triton_moe_no_act_mul.py (#i3k MoE #5&; 25| test; LR
test-coverage; {45 make_test_tensors, test_triton_experts_no_mul_activation,
test_workspace_shapes_no_mul_vs_gated, test_adjust_n_for_activation) : [ JIRZ
HBANREK: =NZEAMF has_device_capability(80) Eih R -&H NIEIRE pytestmark BAX
T CUDA-alike E#&%, 85 skipped Z A 87 passed + 11 skipped.



. tests/kernels/test_fused_recurrent_packed_decode.py (#E3k i3 B4R K5 test;
KA test-coverage; 5 test fused_recurrent_packed_decode_matches_reference,
test_packed_decode_supports_large_batch_head_grid) : A commit, £
torch.cuda.is_available() |18, gated delta rule packed decode W#%5 5 B8 52 FK/F
XPU &% (6 skipped X 6 passed) .

- tests/kernels/moe/utils.py (3R MR T E; K5 test; £ test-coverage; &
batched_moe, make_quantized_test_activations, make_test_weights,
naive_batched_moe) : MoE ZEMHZET H, device ZEERIAMEAMN "cuda" Bk DEVICE
, =% 3/ commit WECE R,

XBE/F5: _is_capturing_or_compiling, workspace_init,
BatchedMMTensors.make_tensors, test_batched_mm, merge_attn_states_torch,
test_merge_attn_states_both_empty, make_test_tensors,
test_fused_recurrent_packed_decode_matches_reference, batched_moe

RERED F B

vlim/model_executor/layers/fused_moe/experts/fused_batched_moe.py

" —a 4 = ARASERED, is_capturing_or_compiling() M CUDA & API iT#3|
torch.accelerator A API, 188 XPU £ CUDA graph capture #818] host 3517 1%ZE
expert_num_tokens BYE]7H, B Z review iTEHIE &,

def _is_capturing_or_compiling() -> bool:
# |HSZI R £ CUDA-alike F& LA torch.cuda.is_current_stream_capturing(),
# XPU B torch 2& 1% API, B XPU graph capture {2 tiZ4 % K3iZA False,
# S EK capture #A1E7E host 3R E#IREX expert_num_tokens, fTAHE R
# torch.accelerator.current_stream() &4 % 2| S BIEIER accelerator &3,
# EUWE CUDA. ROCm, XPU L#REEIE#R B stream capture K7
return (
torch.compiler.is_compiling()
or torch.accelerator.current_stream().is_capturing()

)
tests/conftest.py

HZ fixture workspace_init BREATIRA accelerator #8#&, £ test batched_moe.py T
XPU M 288 failed ZAEIRIE LM, BPAFTAMKBIZ fixture BUMIR,

@pytest.fixture
def workspace_init():
"""Initialize the workspace manager for tests that need it.
B Y RIFEE accelerator &ML workspace manager, JMiRZE R 5 £ AL,
B EE vLLM engine BMRAR R AE R B fixture,
EA engine & BAT#1% 1t workspace manager,
from vllm.v1.worker.workspace import (
init_workspace_manager,
reset_workspace_manager,



# torch.cuda.is_available() 2 HRSEA, B RIAIR CUDA;

# torch.accelerator.is_available() ZH XA E B TTRSEMN B %,

# 7 XPU / ROCm LRI#IER, XZ test_batched_moe.py # XPU

# M 288 failed R\ BRI E KM

if torch.accelerator.is_available():
init_workspace_manager(torch.device(0))

yield

reset_workspace_manager()

tests/kernels/attention/test_merge_attn_states.py

BEBERANEM: 2592 skip + 6 fail R 2598 passed; merge_attn_states cuda E& A
merge_attn_states_native, BIR&ETLEMERN TETRE,

import pytest
import torch

from vllm._custom_ops import (
merge_attn_states as merge_attn_states_native,

)

from vlim.platforms import current_platform

from vllm.v1.attention.ops.triton_merge_attn_states import (
merge_attn_states as merge_attn_states_triton,

# REM current_platform f&#r, mARRER "cuda";
# XHEE— MR T LAE CUDA. ROCm. XPU L3&4T,
DEVICE = current_platform.device_type

# THEM is_cuda_alike() ZXFEA “CUDA-alike = XPU”,
# EA native § Triton SZIERZE4E Triton, #E XPU LE®[3E1T,
pytestmark = [
pytest.mark.skip_global_cleanup,
pytest.mark.skipif(
not (current_platform.is_cuda_alike() or current_platform.is_xpu()),
reason="merge_attn_states kernels require CUDA, ROCm or XPU.",

@pytest.mark.parametrize(
"merge_fn", [merge_attn_states_native, merge_attn_states_triton]
)
@pytest.mark.parametrize("output_dtype", [torch.float32, torch.half, torch.bfloat16])
def test_merge_attn_states_both_empty(merge_fn, output_dtype) -> None:
# BEMNM LSE #RA -inf B2 token 78&, #AfR 0/0 softmax
# MR REESFHFERPTE NaN,

num_tokens, num_heads, head_size = 6, 8, 128



prefix_output = torch.zeros(
num_tokens, num_heads, head_size, device=DEVICE, dtype=output_dtype
)

prefix_|se = torch.randn(num_heads, num_tokens, device=DEVICE)
suffix_output = torch.zeros(

num_tokens, num_heads, head_size, device=DEVICE, dtype=output_dtype
)

suffix_lse = torch.randn(num_heads, num_tokens, device=DEVICE)

# Tokens 2 and 3 are empty on both sides.
empty = slice(2, 4)

prefix_Ise[:, empty] = float("-inf")
suffix_lse[:, empty] = float("-inf")

output = torch.empty_like(prefix_output)
merge_fn(output, prefix_output, prefix_lse, suffix_output, suffix_lse)

assert not output.isnan().any()

TSR A

fused_batched_moe.py BIEREIZITILE B, jikunshang IIGZKH 2T 7 LA F4F PR
#50526 & #h; pmanczak #EF: #HIEH torch.cuda.is_current_stream capturing() 7
serving #® 4T (model runner ZE 7 5|4%) , 1B XPU kernel MR 5% AR ER &
, SHBEHRR., guangyey BEEAHREAEME . torch.accelerator.current_stream().is_ca
pturing(), jikunshang cc guangyey ¥§ZBE/14h#t accelerator API B, tests/conftest.py
£t guangyey #ZIXH torch.accelerator.is_available() + torch.device(0), pmanczak #%,
test_silu_mul X&# jikunshang F8 B &% — DEVICE % &, pmanczak ¥ 5%F.

« fused_batched_moe B graph capture SFEREE/F #50526 HAEH accelerator API
(design): X torch.compiler.is_compiling() or
torch.accelerator.current_stream().is_capturing() 5%, CUDA fTAARZE, ARSI
XPU ¥t graph capture B4 IE#aRA&,

. workspace_init BOREMEHTE 3% (design): XA torch.accelerator.is_available() +
torch.device(0) WTIRSE 7%, &= CUDA. ROCm. XPU,

. test_silu_mul_per_token_group_quant_fp8_colmajor #k/> DEVICE & & (style): X%
—A DEVICE FE#&R, 5HEEHRFT K.

R 5 B

o NS
1. &= FIERIR APL 38 _is_capturing_or_compiling() 1z F CUDA graph capture %
2§12, torch.accelerator.current_stream().is_capturing() ¥ 8y torch API, #
AP ERIBAR torch (accelerator API 5| NRl) 865 3K AttributeError; &ZHIA
VLLM 1K torch R ARE &, CUDA LBEXEMMEBEEEFEHIA, BEENE CI PE8E

% torch FRA%,



2. #£Z fixture 2B : tests/conftest.py B4 workspace_init BT A K BINIR ;
torch.accelerator.is_available() 5 torch.cuda.is_available() 4 CPU B R % 5%
HEREBEXEZFRABEERNNMNIRER, torch.device(0) ¥EMEY accelerator &5 G4
kernel & A &RIF—Ko

3. XPU BEFZE: test_batched_moe.py & XPU & 392 passed / 384 skipped, i
CUDA A 388 / 388, skip %% H sm_89 tensor-descriptor [ ]#%;
test_moe.py::test_fused_moe & XPU 13& 56 NABIEK (FNERA
FUSED_MOE_MNK_FACTORS H4RE bf16 RinfFAEH atol=2e-2) , PR BATRFE
wRH, E8EEHEXNFTIE,

4. 7% 8 CUDA ®B4mtY: 40 test_triton_moe_no_act_mul.py 89
test_supported_apply_moe_activation_executes 348 device="cuda" fn is_cudal()
13, RRAEGRNARSANRZ2ERELX, THEEEFEER, - Fm: X
XPU AP 5 %%&: 8 A Triton RAAEMM skip/fail EALZFREIT, BEZE4%/N XPU 5
CUDA BOMR B % £88, MoE. attention 3. Mamba2 ER., EHFHIZE Intel
GPU LR ERBEEIIMRIT, BT RFC #48480 HE /N EHMIR, XA LKBITH:
CUDA/ROCm Et A/B MiRFFEL—3K, £~MREXE graph capture SF LA API i
%, fTASN, LiEaessheeE)I, MR B T o 8§ f9% & T X MRER (
DEVICE = current_platform.device_type + is_cuda_alike() or is_xpu() 1 + &AL
BAKRE) , FE#R PR TEEEHR, BRESFEEMRAEF 2XEER, - RRRirE: &
PP RERIR APL 3£/ |, HE fixture 2B £, XPU A2 AFIBE S EERE |, K
HEH torch accelerator API

PRI

« PR #43407 [XPU][Tests] Enable MoE kernel tests on XPU (rebased from here): PR
body BAFAMELEA commit 3 & #43407 By rebase (JB1YEZE Agata Dobrzyniewicz, B3 7])
, ANPR BEEEE%; MEAEXTARNIER, FREIAERE LT XFRE,

« PR #50526 Related to torch.cuda.is_current_stream_capturing on XPU: review 1€

jikunshang 2iXAZ PR &R fused_batched_moe.py BIEE; 1EE AL XPU kernel
MR AR R TAT, &AL torch.accelerator APl, AREUAE T iTE B R,



