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« —A)iE: A NVFP4 BRI B A Flashinfer fnsk RMSNorm BRE WAL, B RAL R BIREK
FRAMERE,

- EEME: XE—/REMERNShaeERE, EEXTE, CBR T WAEMRBAAZ (
Flashinfer) @3RN LR AEFHE, TEERI viim BREFZFMMARKEF, FTFXE
NVFP4 EfERMEEMRI, Xt torch.compile Bi& pass WITH R RSB T, &
A& viim/compilation/passes/fusion/rms_quant_fusion.py FH#
FusedAddRMSNormNvfp4QuantPattern 35 & HiF 248, WK fix_functionalization.py
WA B9 Th RE AL AL E

TN EES BAL

3E PR 3k, shHLRAIA Flashinfer P2 M aERCH B E WK A ML, BANRAER
SN —H Inductor £ K] Triton AZRITIRZE E#HFr RMSNorm, H—1
cvt_fp16_to_fp4 CUDA WAZITE SRR EFH K+ a4t 54 FP4, BT FP4 i ZRERAN
BZEXEF, Inductor TT3EKEHEHF|RTEE Triton WAEF, & PR BFXFENRALTF|Z A
BN FlashInfer N#Z,

TR

1. BEXEFIMEEHE: & viim/compilation/passes/fusion/rms_quant_fusion.py &, #r
Y HANERE _flashinfer_fused_add_rms_norm_nvfp4_quant #n
_flashinfer_fused_add_rms_norm_nvfp4_quant_fake, HBAT# 3% Flashlnfer 8
add_rmsnorm_fp4quant ®%k, FHEHEEIMA vim BB EXEF
torch.ops.vlim.flashinfer_fused_add_rms_norm_nvfp4 _quant, X—35 B EXEHN, EAR
JRYEE) FlashIinfer B3R 2 PyTorch op, T)AE W Inductor = ILELEIRF],

2. BREXEFM: #E FusedAddRMSNormNvfp4QuantPattern 2, X T
fused_add_rms_norm + scaled_fp4_quant It =R, (pattern) FoE#k (replacement) .
R EEERRANEFREANELSN op, FRAFNNEE op BB, ZEHE
RMSNormQuantFusionPass.__init__ P SEZFILIEM, KM4ZHFE Flashinfer op B
X #FitEaAH 100 (Blackwell GPU) .

3. ThEEfLAEIE: 7 viim/compilation/passes/utility/fix_functionalization.py &, #7387 &t
flashinfer_fused_add_rms_norm_nvfp4_quant op BIXLIEZEE e EHT RS (
mutated_args) , MBIEFLIEEEXE-FHhEE (functionalization) ¥AE,



4. MiXE = & tests/compile/passes/test_fusion.py H, T
AddRMSNormNvfp4Model MERER 0 test_fusion_add_rmsnorm_nvfp4_quant MR A E].
TOMRIE T A ERYE GEXEREMEREERNEE) ELEH (AR op HE
#, BEE/ET auto_functionalized i &) . MRS T 2k3EEL A, epsilon. token %Kk
2P E KN,

R

« vlim/compilation/passes/fusion/rms_quant_fusion.py ({3t %Fmea; 23| source; %
A dependency-wiring; %5 _flashinfer_fused_add_rms_norm_nvfp4_quant,
_flashinfer_fused_add_rms_norm_nvfp4_quant_fake,
FusedAddRMSNormNvfp4QuantPattern, init) : ZOEEXH, LI TREENEX. B
EXEFHEATMZE,

« tests/compile/passes/test_fusion.py (3R BEMR; 25 test; KR test-coverage;
5 AddRMSNormNvfp4Model, init, forward, test_fusion_add_rmsnorm_nvfp4_quant)
D REEMNRA X, BIET RS R ER A E S,

« vlilm/compilation/passes/utility/fix_functionalization.py (3% sheEtb4b3E; 25| source
; KA core-logic) : REWNEEMK, HAITEEXETERERRFRKET EIEMLED)
gEfb.

(P55 _flashinfer_fused_add_rms_norm_nvfp4_quant,
_flashinfer_fused_add_rms_norm_nvfp4_quant_fake,
FusedAddRMSNormNvfp4QuantPattern, FusedAddRMSNormNvfp4QuantPattern.register,
FusedAddRMSNormNvfp4QuantPattern.pattern,
FusedAddRMSNormNvfp4QuantPattern.replacement,
test_fusion_add_rmsnorm_nvfp4_qguant

RPERAD B

tests/compile/passes/test_fusion.py
KEMIR A, IIET RbE B EFMEfE M,

# X —AMELEMPIRAER, 4 add-RMSNorm + NVFP4 E46E9HE R,
class AddRMSNormNvfp4Model(torch.nn.Module):
def __init_ (self, hidden_size: int, eps: float):
super().__init_ ()
self.norm = RMSNorm(hidden_size, eps)
self.activation_scale = torch.rand((1, 1), dtype=torch.float32)
# MEMRE, E NVFP4 BRA =,
weight = torch.rand((hidden_size, hidden_size))
self.weight, self.weight_scale, weight_global_scale = quant_nvfp4_tensor(weight)
self.alpha = (1 / (weight_global_scale * self.activation_scale)).reshape(1)

def forward(self, x: torch.Tensor) -> tuple[torch.Tensor, torch.Tensor]:
x = residual = torch.relu(x)
X, residual = self.norm(x, residual) # XIHLWRLE

x, block_scale = scaled_fp4_quant(x, self.activation_scale) # XEoth S RE&



x = cutlass_scaled_fp4_mm( # E/ER%EMEST, BTN RBBREE
x, self.weight, block_scale, self.weight_scale, self.alpha,
out_dtype=torch.get_default_dtype(),

)

return x, residual

# MR HHRESFMENER, HREESEM,

def test_fusion_add_rmsnorm_nvfp4_quant(...):
# ... ML EREAARR
# 25 AR A f AR A B a3 IR A PAT,.
result_fused = torch.compile(model, backend=fused_backend)(x)
result_unfused = torch.compile(model, backend=unfused_backend)(x)
# BELR, BERBRT FP4 BB ERE,
torch.testing.assert_close(result_fused, result_unfused, atol=2e-1, rtol=2e-1)
assert fusion_pass.matched_count == 1 # BIAE M I EL—K
fused_backend.check_before_ops([torch.ops._C.scaled_fp4_quant.out]) # AR op BF&E
fused_backend.check_after_ops([fused_op_default]) # #ARLE op FAE
# HIARLE/E R~BA auto_functionalized &Y &,
assert find_auto_fn_maybe(...) is None

Wb A

1. BEARERIT: BOEREETRZRTNZAHN NVFP4 &5 AR B EARE (
fuse_add_rms_norm_nvfp4) , X2 E AMA K fuse_norm_quant #r&. 1E& soodoshll
BMHTHRIER, AAFRBRIEZREXNE TEARMAR, Fb&FEZEMT BERIA
X HBIARE. 18 reviewer ZJY0516 AATUE AHBRIABH. A, FERXATENR, £
A fuse_norm_quant #5&.

2. BEXHEFIMBENM: reviewer ZJY0516 XHEE register_custom_op F&kim], EA
HAvm & NAZRRA R A N, EEMRE, Flashinfer 89 add_rmsnorm_fp4quant B RIZE
38 KM IAE torch op, EWFEEILIE, EMTF allreduce_rms_fusion.py F Y%A,

3. UUID & reviewer 8, uuid A /A IRMEES T RBF S, NIREEENL, FF
Bf& & e &,

4. MEREMERFE AR : AT WEIDER PALBGER MIETFIERJT R T, FEAARBT
ALEREREIE, EREDEIE—K.

« BEIIANILWEESRE fuse_add_rms_norm_nvfp4 (design): X4 reviewer ZiX, MR
8 fuse_add_rms_norm_nvfp4 #r&, £ H fuse_norm_quant,

« EEEEN Flashinfer RFCEM B E X torch op (design): FINIMEXRER, HEF
reviewer I HAY B AL (uuid HE B ESRFFFT) HITBE,

- MREMIRIBIRIESE (performance): TEEANRIRM T P ERER IR, L REE 5T HE—K

(hEELZ 0.71% - 0.96%) o

R 5 B
o S



1. FaE@aRE: BeREXIFITEREA 100 (Blackwell GPU) BRET EAFERA
(& flashinfer#4494 2k#t) FlashInfer 8§ CUDA ¥& LaA, EXHERGNTE
L, DB ARTA, BRI AR,

2. DhEEtbAL3E: XNHTE E X EFRThE AR B, ENERREIEP TSRS
i, fix_functionalization.py $PHMEIRKE X, WRBRHEREETHFSHK, TaEEK
AT AR R B4 R fR 1R

3. BUEKE: MRPEANEE (atol=2e-1, rtol=2e-1) HITH, KRBT FP4 EAY
SIANBRRERK, XFERENR, ERAFERSEATREATENTIBREEZR,

4. BRMTAZE: BREERAER (FEXFRB) , EBEREA fuse_norm_quant #r&
, BRERE YA R fuse_norm_quant B, RSN ERBHE (EXFNELGL)
X E REXT A TAE T 3™ ARV M RE AR E RS,

A

1. VERER R FEXIFAEEH (Blackwell GPU) Lk, X-FEHA NVFP4 EAER (o
Qwen3-30B-A3B-NVFP4) , FF /B EEE " LURD AZBEIREK, HRA 0.7% - 1.1%
BZER &R, FSEEAR, IERA THRERDfEMHHEES,

2. AFP®r: AP &EERANEE (pass_config.fuse_norm_quant: True) ER/EH tbhfb,
BERRIAXE, ERAERRIAA TER. X TEA NVFP4 EBAF, X2/
B PE BB IR A3

3. A% / EM%m: b PR #—3IRE T viim 8 torch.compile ZiFRAKLF RS pass
EEM, BRRTIMMENEX ERfE EXEFiE, BE=ZFENRILAZRERE %
—HRIFRET, XARKRERE S EMRIERE T B,

4. AR A%mFRRRfnEEIREE T AEIERE torch op HIFTER, "RER AR
KELE pass B9RIT. - RRARIE: FEBEHRE (X Blackwell GPU) , shegfbAL3EF
BELEBXBHNEERS

KERIK L

« PR #36413 #& FlashInfer add-RMSNorm NVFP4 Bt-&#EH#A PR: 4 PR FAHAi%EA 2
#36413 a4, AAT BIZ PR 2R AR FlashInfer RAZBIERERKEE,

« PR #55031 [Bugfix] speedup nvfp4 kv for FMHA: /& NVFP4 E{LE % BMREMSAL, 5
& FlashInfer &3 (vlim/v1/attention/backends/flashinfer.py)

« PR #55643 [Bugfix] Fix NVFP4 fused SiLU+mul scale allocation and global scale
direction: & NVFP4 E/LAZH bug BE, W EREEEE (
vlim/model_executor/layers/fusion/fused_act_quant.py) , 574 PR mL-& 7 [A4E %,



