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vlim-project/vlim
[feat] add torchcodec as audio loader and implement selective audio backend
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JRSCEERE: http://prhub.com.cn/vlim-project/vlim/pull/51826

PATHE
« —A)E: RATHKIERM TorchCodec /&3, SZILVECE 0% & imsdF L&,
cHEME: Z PR RERS, 2—MESEZAFMEIIA. BORIHRFER: AXERS
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BoOEBEIIESEM (viim/multimodal/media/audio.py):

« EEBRTIPELHF A torchcodec.decoders.AudioDecoder, F# 438 ImportError fo
RuntimeError (A% ffmpeg SRER) FAFLKIER, Z%—¥% AudioDecoder &4
None HiIEFXKEARE,

« #3713 load_audio_torchcodec &%k, SZMET TorchCodec BYESMinEk. ARADFnE XAE,
ZEREA AT AudioDecoder B RuntimeError (10 Could not load libtorchcodec) fik
TERALIE, KHEA ImportError U X IFAEEIRE,

« 7 load_audio REFHE backend £ (BRIAA "auto") , FHET
AUDIO_BACKENDS AT, BER—Mo&F#H AUDIO_LOADERS /534K
BRETE| X B9 E R 2k (load_audio_torchcodec, load_audio_soundfile,
load_audio_pyav) o

« Xt load_audio_pyav R FFAIESHITT EM, KR ZE except (ValueError,
ImportError) 1 except Exception WKF N % B1KHY except av.error.FFmpegError, {£
miRfs B E A,

2. AudioMedialO &% (vlim/multimodal/media/audio.py):



« £ AudioMedialO.__init__ #1340 audio_backend 5%k, A VFEMESIFINIEESME

%, FBEREHERELREN load_bytes 7 load_baseb4d 7%,
3. MR B = (tests/multimodal/media/test_audio.py):

o IS HANIR test_load_audio_backend_matches_default, 3 soundfile, pyav,
torchcodec ENEREIRARE HWAFEERSE auto R —3K (A torchcodec E%wAD 28
R | EASKNVERPHEARAER) .

« MR test_load_audio_unknown_backend_rejected, HfREREIEIHEST| &
ValueError,

« FIE =/ fallback MiR: test_load_audio_auto_falls_back_without_torchcodec ( #&$L
torchcodec R &\ ), test_load_audio_auto_falls_back_without_ffmpeg ( 1
ffmpeg Rk ), test_load_audio_auto_falls_back_when_libtorchcodec_unloadable (
il RuntimeError % ), 2@RIF auto MRXERRKEZ R T HEERITA,

« ¥ test_audio_media_io_audio_backend_kwarg, FiE AudioMedialO B
audio_backend Z$ 4 2K,

« F3E test_torchcodec_max_duration_rejected #n
test_torchcodec_max_decode bytes_rejected, Hafk torchcodec Ja3nth 5% 5| it fu i
T IR BRI

4. ARBE R B HT:

« £ docs/features/multimodal_inputs.md FF4m 7 “Audio Decoding Backend &%, i#
MILER T BN, EmEAE. MHEEEE (GIL Bik) fEE&3#EEM (CUDA/CPU/XPU
ZRIAES torchcodec, HMMFEEFHELE) .

« BT tests/entrypoints/speech_to_text/transcription/test_transcription_validation_
whisper.py FHIRTE XA, ALEHBIEEIRIE & Invalid or corrupted audio data’s

R

« vllm/multimodal/media/audio.py (3R ZESAIE; K5 source; EH
dependency-wiring; %5 load_audio_torchcodec, load_audio, AUDIO_BACKENDS,
_AUDIO_LOADERS) : #ZOZEXXMH, 23T #HH TorchCodec mEkzE. EimiEFELN %%
B/, FNIAEH PYAV MBRFHTT RELEMM, BENDRENER,

. tests/multimodal/media/test_audio.py (13t MREMH; £5] test; EA test-coverage;
45 test_load_audio_backend_matches_default,
test_load_audio_unknown_backend_rejected, test_load_audio_auto_falls_back_without
_torchcodec, test_load_audio_auto_falls_back_without_ffmpeg) : XEMRX L, g
T i EsmistE,. ERRMG|foZ MR e 'R AR, #fkT FThaery EREf @,

« tests/entrypoints/speech_to_text/transcription/test_transcription_validation_whisper.p
y (B3 #FIIE; 25| test; LA test-coverage) : EF 7 I A BRIENRK =, WU
AT RE L, BAR T MR ETN R ESHARE Ko

« docs/features/multimodal_inputs.md (£ X&4; 37| docs; A documentation) :
BT R XA, FEHHULEA T NS E TN, BEE A AR, BEURERANE
ZHRRERD

X5 load_audio_torchcodec, load_audio, AudioMedialO.init, load_audio_pyav
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1. BERAANE: TPHEE IsotrOpy BINERFH RO A ZTHMEBREK, 1E& JaredforReal
REHRXATHAE (Bl _AUDIO_LOADERS F#) , #HENRMEEFW. &,

"I think we can use a dict to dispatch the audio io function." - IsotrOpy

2. 2 EAESERE: IsotrOpy F8H load_audio_torchcodec T8y try/except BRI, K
R RBRSTMALAXNRE, (FEENXKRFRZESH load_audio_pyav ByFE &L3E,

"Seems the try's range is too wide, can we narrow to audio decoding?" - IsotrOpy

3. EXMERTERKES: [sotrOpy BE—NEXREME: BER TorchCodec B2 C++
PRIBTEXME, BEENZILECRATATAERME, AMiLAFPSEZE vilim[audio] (
soundfile/pyav #&K&i) . fist—>18H PyAV B RIMXA TAEBMMPSM, BEAX
libsndfile To3k4L3E MP4, Bi#E TorchCodec B ABATM 10 KR, RRITUZES EFH
Hibvasm, BEEELERAPFRELEAE ffmpeg BIEN,

"Should we resample audio with torchcodec as well? So that users don't need to
run pip install vliim[audio] for audio support.” - IsotrOpy "Actually, PyAV is only
used for audio from video's IO because libsndfile can't handle mp4's audio. Since
we're introducing common audio io with TorchCodec, we can deprecate other
backends gradually." - IsotrOpy

4. MEREME: coderabbitai ZINFE test_load_audio_backend_matches_default & xtA##S
ERBAKEHITEZRNEE, EoRREEH (soundfile/pyav K5 auto %,
torchcodec R AFET) .

"Assert the decoded sample count... should require equal lengths for soundfile and
pyav, and allow only the documented trailing-sample difference for torchcodec." -
coderabbitai

- SO KALERIT (design): RNT FHALTE (LAUDIO_LOADERS) , HEARAD,
« TorchCodec HIE RHERTTS G IREAEEAR (design): B FIR, XBRRTFRERAESH T
[, [EYAT PR REH, FELEAFIKTL ffmpeg BIER.

- BEAIETEE S M (correctness): EEREHIKE T HERIKSEE, H¥% torchcodec
SN / FEE RS — A ImportError,

o« MRZIEM: HEARKERE (testing): REEXRM, ENREFBRBILA T A1 torchcodec
R YRt B 23R = 4 BRI £ F AR H,
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1. Fallback ZiHE@HM: auto MR IEMAM S ERB T load_audio_torchcodec &
SHEIERTHRREEMMME ImportError, FIEANREE T RRE". “ffmpeg Rk (
SR/ F3ER) Mg R, (BEE S 2T R (W0 FFmpeg ABL AHR%) THEE
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2. BEA—M: RRMLE (TorchCodec vs soundfile/PyAV) Xt#madEEzEiR / 3E 7 M &b
BEEER, THSEMEHABEVEERAEMNER MRAFERT atol=1e-4 WEZE
SRR, BT R RS AN E B A BURE R AT,

3. MEEM: 7 auto R T, #& TorchCodec WA, Y ABRIALESE, HMERYE (X
GIL FR#l) EmH#ALATHE, EEARFLAIFERATESTHEREBFRIE, X
load_audio_pyav F%E IR EM (MFLZ Exception B| B4R FFmpegError) 3ip LR
KPR, BEEERHERRZAEREMEZERNFELRR,

4, FEHEM: TorchCodec EEZ A% FFmpeg R#, XA EUAAE CUDA/CPU/XPU
WEFLRARS, EEHMFTE (0 ROCm. TPU) EERF FaLE, XaEEINA
FHEESERE,
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1. AP®ma: AMER vLLM SHTEMAEA R, (B Voxtral #2A) R4 T HEVE
B (—-media-io-kwargs) , AVFMARIEIRB IR F M AL F REF R EE NS HE
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FRetRH, "R EEFERAHLITIIEREIERRAEMLR,

2. ARG HWRT VLM ZESEARAEAN RIEMMEYT B, 5B mEIFEM
ARKEREMARLE (WESRNBEEXELI) BET RIFEM, R, XHELEHN
AR AN, ’A T FHNERERAZ 8958 E MEFn =] WM

3. EIRA® R : AL ERASERIARBE T —/NVEMW. T ROTERER, TFRXT
TorchCodec AR AEM 10 %, HESAAEMERINTIS, EHTZFRAGREK
TRERVE S A M, MmN ENRAGNAESAEXFLEHTZE2W. - NRirD:
Fallback ZHEmELEME , MIABZTEN , FTERHER

RERIREE

« PR #55288 [Bugfix] Fix double BOS in LLM.chat() for multimodal models: &A% #E4&s
(multi-modality) ZhaE&EEE / Bk, B RARAIEZE, fA PR 2EmEARMEE
B3 =,
« PR #54935 [Security] Cap GLMGA video sampling to prevent request-driven resource
exhaustion: R XFZ HALIE P HRZELE5 FRMRE], 4 PR 3 max_duration_s #a
max_decode_bytes SEEZIN T XS IMARRD 89 KRG



