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PATHRE

« —4)3E: ROCm £ DeepSeek-V4 CSAEBANFIAZRES, THEE +4.6%

« WENE: BEEFFIEL, EEF vllm/models/deepseek_v4/amd/rocm.py &
_enable_csa_multi_stream. _run_sequential_pipeline 5 _prepare_and_attn =& kX
B3R + BB)IEEREHM, WK execute_in_parallel £ self.In_events[0] /
In_events[1:3] / aux_streams[:2] X EHSRNERAAE., Rit LREMAIENE: A
EE T capture / metadata & dict REMENR BEHFAE eager break’, L HRMIE
FMEIAE cudagraph BIEESE L, X2 —MURIFREMBGEITRRES TEHNRE, |
BELEORMET, BINERARTRE: N capture 53 capture R iR/
o[ E B APNER B nightly e2e, HRE—A (a2 AEL) SRR XX HIP event
%,

Th RES EAL

PR body BA# B #r2Z “Enable kernel-level multi-stream overlap for DeepSeek-V4 CSA
(Compressed Sparse Attention, compress_ratio=4) attention layers on ROCm”, shiflZ
CSA ERIME X compressor 5 indexer compressor B wkv_gate GEMM #7EBRIAR B &6
ITHREERRZ L, MXAEEEM hidden_states Bk, BEIRIFF (body RX: “each stream
runs a self-contained chain straight from hidden_states, so no fine-grained
cross-stream dependencies are required”) , EMWRAESIFREMA. trace XL ER
CSA B#BI T 12.99%, BARKMBEZEIREKIR; thET ROCm E# R e
DeepseekV4Model BB EZE A T 43R aux stream, A PR EREIXI;AOENEFHEE R,

TR

1. 3TF ROCm 89%iBIR (viim/models/deepseek_v4/amd/model.py) : #F& None if
current_platform.is_rocm() else [torch.cuda.Stream() for _in range(3)] 8§ ROCm ZH
X, BAFFAREE%—bIE 3 £ torch.cuda.Stream(), FEBHFEFR Disable them on
ROCm because of hang issues B’ #F; BT EIEFRAKEEIRABIRE AR,

2. KB ZRIF* (vlim/models/deepseek_v4/amd/rocm.py) :
DeepseekV4ROCMAiterMLAAttention. _init_ #, self.indexer is None BE1E
aux_stream_list & None (BEIR1it CSA EES) , CSA EM4E indexer.aux_stream &

None ZH indexer NEHEES, I enable_csa_multi_stream() YEAE—HIE:
aux_stream_list is not None and (torch.cuda.is_current_stream_capturing() or not



isinstance(attn_metadata, dict)), B -THEFR piecewise cudagraph B eager break X (
%4k fork MIFARBZATE HIP event %, & ROCm LW A E) o

3. =HE CSA i (rocm.py B forward / _run_sequential _pipeline) : forward Z6i%
FlashMLA 357/ 8) head BIAE o_padded; @ HFFXEA4 None r§RiE A
_prepare_and_attn, 3B fork/join I&AEIZ] capture RN ; FépENE
_run_sequential_pipeline, BIGKIE aux_stream_list B/ E AR —5AASE, Rk
eager KIRNE KR ZREFEM (_prepare_and_attn B aux_streams is None 8940 X B
#ME super()._prepare_and_attn, FERZIRE)T)

4. =%%5% fork/join (rocm.py B prepare_and_attn) : default_chain ZEERIARIE fused
wqga+wkv GEMM — split_gkv_and_norm — _wqg_b_proj —
_fused_gnorm_rope_kv_insert (SWA KV B ) ; main_compressor_chain 5
indexer_compressor_chain 487 aux stream 0/1 ¥ torch.mm(hidden_states,
fused_wkv_wgate.weight.T, out_dtype=torch.float32) #n& B compressor B\ ; i#Eid
execute_in_parallel(default_chain, [...], self.In_events[0], self.In_events[1:3],
aux_streams|[:2], enable=True) JL&. join ZJ& B4THAT indexer.weights_proj.
indexer(..., skip_compressor=True) 5§ _sparse_indexer_and_attn,

5. BAS5BEKEN: vlim/models/deepseek_v4/attention.py B
DeepseekV4Indexer.forward 3 compressed_kv_score BXA torch.Tensor | None ##t
# skip_compressor: bool = False, 7 dict metadata 8958 L F 34 % fo
maybe_execute_in_parallel 2% 48| LL if not skip_compressor 51, MR EHEEES
#UT; vlim/models/deepseek_v4/cpu/cpu_sparse.py B
DeepseekV4CPUIndexer.forward R &L URFERLE, MREEAZTH: KRR
B SASBAEFTNA XM, B RIRBUEEF TEE (SA InferenceX 8k1k) & gsm8k
K5 MR

KA

« vllm/models/deepseek_v4/amd/rocm.py (#3k FEAHE; E5| source; ER core-logic
. &5 _enable_csa_multi_stream, _run_sequential_pipeline, forward,
_prepare_and_attn) : AR EEREIME & FHE _enable_csa_multi_stream /
_run_sequential_pipeline / forward / _prepare_and_attn, 3E#S compressor §5#7 3|
aux stream 0/1 #H execute_in_parallel &£— join, ERE _init B%RERERTREH

%Mo
« vlim/models/deepseek_v4/attention.py (3 K518 ; FEF source; A data-contract

s a

;. &5 DeepseekV4lndexer.forward, compressed_kv_score, skip_compressor) : #
ROCM BRIZRIMBAZTE: DeepseekVilndexer.forward Fi# skip_compressor FF%.
compressed_kv_score Z A Optional, E/MNETREEELESR; REMERT ROCm £
aux_stream_list 7 None B3 BERE,

« vlim/models/deepseek_v4/amd/model.py (#3k R M4E1L; 2£5] source; FER
configuration; 5 DeepseekV4Model.init, aux_stream_list) : BXJH ROCm EZH
aux stream B&R/o X, RAFAFE4—BIZE 3 % torch.cuda.Stream(), Z%Z Rt
BEARMIRIIR, BEEFEARBIRABREEHUTRRE,



« vlim/models/deepseek_v4/cpu/cpu_sparse.py (#3k CPU &3|2E; 5| source; %A
data-contract; %5 DeepseekV4CPUIndexer.forward, skip_compressor) : CPU &5
8 DeepseekV4CPUIndexer.forward E& R £ LEEL4L (Optional By
compressed_kv_score 5#38H skip_compressor) , EMFHXEELRBEOLR—K; BF
AR KIE TR skip_compressor, BTELXFR K,

XS _enable_csa_multi_stream, _run_sequential_pipeline,
DeepseekV4ROCMAIiterMLAAttention.forward,
DeepseekV4ROCMAiterMLAAttention._prepare_and_attn, default_chain,
main_compressor_chain, indexer_compressor_chain, DeepseekV4Indexer.forward,
DeepseekV4CPUIndexer.forward, DeepseekV4Model.init

RERED F B

vlim/models/deepseek_v4/attention.py

# ROCm BRI EAZE . DeepseekVilndexer.forward F# skip_compressor FF%.
compressed_kv_score %A Optional, E/MNETIZEEELES; REMERT ROCm £
aux_stream_list 7 None B3t BERE,

def forward(
self,
hidden_states: torch.Tensor,
gr: torch.Tensor,
# EHEQEER AT ROCm ZRBATEHEEZEHINE aux stream AT,
# XBRM g MR
compressed_kv_score: torch.Tensor | None,
indexer_weights: torch.Tensor,
positions: torch.Tensor,
rotary_emb: nn.Module,
gr_scale: torch.Tensor | None = None,
# ¥¥E: True &R~ compressor BFERILL (aux stream 1) s, BktE,
skip_compressor: bool = False,
) -> tuplef[torch.Tensor | None, torch.Tensor | None, torch.Tensor | None]:
compressor = self.compressor

attn_metadata = get _forward_context().attn_metadata
if isinstance(attn_metadata, dict):
indexer_metadata = cast(Any, attn_metadata[self.k_cache.prefix])
if (
indexer_metadata.max_seq_len // self.compress_ratio <= self.topk_tokens
and not torch.cuda.is_current_stream_capturing()

# EEFD T topk: @I P, 1B K cache HEME,
# 33&E ROCm ZRBIZRESHIAEIE dict metadata (T eager break) T,
# AXBREARSGY, FEARERZAGERRAR T E,
if not skip_compressor:
compressor(compressed_kv_score, positions, rotary_emb)
assert self.topk_indices_buffer is not None



# Brg: EA4 E T X topk indices #3% num_tokens fit& Triton kernel
return None, None, None

def wg_b_and_g_quant():
q = self._wqg_b_proj(gr, gr_scale)
q = g.view(-1, self.n_head, self.head_dim)
return fused_indexer_qg_rope_quant(
positions, g, rotary_emb.cos_sin_cache, indexer_weights,
self.softmax_scale, self.n_head**-0.5, use_fpd=self.use_fp4_kv,

if not skip_compressor:

# compressor 3R[E None ##E K B X indexer KV cache; join fRiEX>K

# 5 NHEE indexer_op Z B[ (skip_k_cache_insert=True) ,

(g_quant, weights), _ = maybe_execute_in_parallel(
wg_b_and_g_quant,
lambda: compressor(compressed_kv_score, positions, rotary_emb),
self.In_events[0],
self.In_events[1],
self.aux_stream,

)

else:
# B8 B aux stream 1 LBE%E, XEBEEHEE g MIEE5 RoPE/ E1t,
g_quant, weights = wg_b_and_g_quant()

if isinstance(g_quant, tuple):
d, g_scale = g_quant
else:
d, g_scale = g_quant, None
return g, g_scale, weights

i B

WHEEFEFLL: —& mawong-amd R R EALEE AN eager ZRIFRREIE, FHEER

% PR %M rocm-7.x 5 rocm-10.0. rocm-7.x £ eager Z# 1% hang, BREKE

rocm-10.0 LE1F eager 12, Bt enable csa_multi_stream B capture/metadata ¥|3E

hRE; —& titanaa 1KIE issue #17067 ERERF

envs.VLLM_ROCM_DSV4_CSA_MULTI_STREAM 8932ER, 1E&H &R ZMAM BT RIBIAF B,

FIREE R RMEFRE, HE commit c850e5f1d5b1 FH#lfR, AR LE review B8 AMD

ME (Fangzhou-Ai. tjtanaa) YA LGTM #Eid, R IDNRE £ 568 T B 0 EER K ek

‘HEXR,

+ ROCm 10 nightly L 2EFFREE eager #3112 (correctness): fRE¥ capture region o
B 14E (capture $ 3 metadata JE dict ZRAZR) ; rocm-10.0 #9 eager ZFANE
RISIE K 3Ko

BT EBERETELE / ZETHRE1E (design): IBET B TIREARBIR, ZRMIABRIA
Fr 2, _enable_csa_multi_stream RAEZXEIZE envs, WL EZRF,



c BIFORSMHRBEE (testing): UEFEATRIE + @A Cl RTNEIHIKIE, RITLEHX
%% /capture ¥ RH) B sHLMR,

R 5 B

- R

1. GPU hang / IE®M (H&ENXFE) : Z7REY fork/join IR HIP event E#, &
piecewise cudagraph By eager break X ¥ gE3{F 848 BiEEL;
_enable_csa_multi_stream() A not isinstance(attn_metadata, dict) /fEX“JE eager X
"BIfeNRE, —E cudagraph THEIEHETRA N, MRVI/MRV2 8 capture Y142 &

(_prepare_and_attn_fn ¥ MRV1 T&¥%| _prepare_and_attn_eager, W, #51430)
EET, INHIERRFTAEERBR AR, rocm-10.0 LB eager L Rt RWIEEZRIE,

2. BAOEBRFFK: BRAELER envs.VLLM_ROCM_DSV4_CSA_MULTI_STREAM [T B
WM (commit fb2e6824, c850e5f1) , MMALERIAFF B, & LEEHIM hang BREER
R BEERAR A,

3. B ERAZTE: compressed_kv_score B A Optional. skip_compressor #3& A
28, 1B cpu_sparse.py B CPU BE R T &4, AIFMLELHRA
compressor(compressed_kv_score, ...); #%&3Xk CPU ML skip_compressor=True +
None AR, SE#HHE,

4. MRZBER)IESEE: LEMN /E2E BE, BIEEEXMR 8k1k fizksg gsm8k (
1,319 fil, 0.9439) ,

5. MEEE: conc=16 B Mean TTFT ki1 +0.50%, ItEAZNSN stream fork/join 5 event
EXFERZETH, EF5H batch HRUKEATREA T

6. TEIP M _run_sequential_pipeline B IR E self.aux_stream_list BH2
_prepare_and_attn_fn EABE &, % aux_streams is None &ib#)3, RESTE + f&
NBFEERHAKLT. - FM: A ROCm (gfxd50 &%) LIRE
DeepSeek-V4 BB P H¥iRz, BFHAE conc=1/4/16/64 55|
+4.59%/+3.82%/+2.30%/+1.33%, TPOT @& T 1.3%~4.0%, TTFT =RikE (
conc=1 &% -16.39%) , HELER,; EXLRZIAURANFBHNARNER, AFRTEE
NIFETEXT, A% EENEIME CUDA/HIP graph capture B3E4&E £,
DeepSeek-V4 #£ ROCm LA S CUDA FRMRIEmEEEZ (ROCm £ H
_prepare_and_attn BE) , EL L5 DeepseekVaAttention £ 35 HT M 89 =M ER A
R B 3 BUEX 4 ROCm 0%, *HIBA: ROCm 5 NVIDIA EFRAREINL X, BAK
RO BRI, KEAFEAE capture/eager AFMHATR THEVIE S, - NSRS
: GPU hang A& , BRDMERE ZE , &K# cudagraph TTEFEHS , RIAF B LER I %

, BEAEDEE | FRNE)IERGHIR

KRR EE

« PR #51700 [2/2][Model Runner V2] FULL CUDA graph capture for microbatched
steps (DBO): &% & overlap 5 cudagraph capture AE&HIEHZ%; 4~ PR B9
_enable_csa_multi_stream H is_current_stream_capturing() 5§ metadata &R H| k7
capture 5%, 5 DBO # fig capture / KR TR —FHANKL, WA X capture 34



FHRARE S T AR

+ PR #56741 [Refactor] Normalize DeepSeek V4.1 model package naming: [EJ&
vlim/models/deepseek_v4 BRIEMSEME%, BRARERZ / GLTELEESFHA PR K
MU XHLE, EREXTHNEHINTS rebase RFEKIR.

« PR #56773 [Bugfix][CPU] Fix DeepSeek-R1 (FP8 MLA + MoE) correctness on CPU
backend: EA DeepSeek MLA AF|E L i FIERME /| RAMBIE, X PREKET
vlim/models/deepseek_v4/cpu/cpu_sparse.py By indexer BIM&4, 5 CPU il MLA B&
REFFEEERE,

« PR #54965 [ROCm][Perf] W4A16: keep skinny GEMM zero-points packed 4-bit: [EJ&
ROCm F &ttt B4k N (E1L kernel + 4~ PR BORKH4T) . KB ROCm MIIEAE
AGEANTHEIEMERE, K PR BiZA AT EARAE @R E(#,



