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_cache_generation 1E& Bk,

# vlim/v1/kv_offload/cpu/manager.py

@dataclass(slots=True)
class _RequestCacheAccess:

"""Cache keys observed by one request, grouped in prefix order.

owner: object # J3)B# manager, #HZ A manager 3£ ReqContext B & ik
cache_generation: int # reset_cache() R FrS, RFRZACEIA 1BIKAEE

key_groups: dictlint, list[OffloadKey]] = field(default_factory=dict)

seen_keys: set[OffloadKey] = field(default_factory=set) # £&: F— key HiHEXKRE—XK
inserted_keys: set[OffloadKey] = field(default_factory=set) # &RiFEKXKE AH key
reused_keys: set[OffloadKey] = field(default_factory=set) # AEFREIEERAH ready key
store_miss_keys: set[OffloadKey] = field(default_factory=set)

finished: bool = False

def _record_request_cache_access(
self,
keys: Iterable[OffloadKey],
reg_context: ReqContext,
inserted_keys: Iterable[OffloadKey] = (),
reused_keys: Iterable[OffloadKey] = (),
) -> None:
state = self._get_request_cache_access(req_context)
for key in keys:
if key in state.seen_keys: # FA—1ERKNEE KM FEEITHK
continue
assert not state.finished, "New cache keys observed after request finalization"
group_idx = get_offload_group_idx(key)
state.key_groups.setdefault(group_idx, []).append(key)
state.seen_keys.add(key)
state.inserted_keys.update(inserted_keys)
# AERREAXBIREH key BT AIME (A0 tiering REX) , AEFE REF
state.reused_keys.update(
key for key in reused_keys if key not in state.inserted_keys

@override
def on_request_finished(self, req_context: ReqContext) -> None:
"ERGE R ORMERRIAFERNEBESRNT, ZERBEZH key, "™
state = req_context.get_state(_RequestCacheAccess)
if (
state is None
or state.owner is not self
or state.cache_generation != self._cache_generation
or state.finished



return
state.finished = True
key_groups = []
for group_idx in sorted(state.key_groups):
keys = state.key_groups[group_idx]
positions = {
key: position
for key in keys
if (position := req_context.get_offload_key_position(key)) is not None
}
if len(positions) == len(keys):
keys = sorted(keys, key=positions.__getitem_ ) # #%:3R token (LB E head—tail
key_groups.append(tuple(keys))
self._policy.on_request_finished(
tuple(key_groups),
state.inserted_keys - state.reused_keys, # insertion-only: B AR#AX frequency hit
state.reused_keys, # EIEMHE B ready chunk Zit—R%1E]
reqg_context,

)
vliim/v1/kv_offload/cpu/policies/Iru.py

FiZ 1 rank + W& &/ N OrderedDict YKk, I on_request_finished &5
i ERER R FHE evicto

# vllm/v1/kv_offload/cpu/policies/Iru.py

def _assign_new_rank(self, key: OffloadKey) -> bool:
"key {54 pin FHBEEE B recency, 5 HEMEARINE HEAEE,
if key not in self.chunks:
return False
self._next_rank += 1
self._rankslkey] = self._next_rank

return key in self._evictable # RA TAKH key 4 FELHT rank S

def push_evictable(self, key: OffloadKey) -> None:
heapg.heappush(self._heap, (self._ranks[key], key))

def _is_current(self, entry: tuple[int, OffloadKey]) -> bool:
"R RR: B EAEFREIE rank 9K E, rank F—REEERF. "
rank, key = entry
return key in self._evictable and self._ranks.get(key) == rank

def _maybe_compact_heap(self) -> None:
"HEKEAN max(64, 2 x TIEAE) REARER, RIERFR LR, "

if len(self._heap) < max(64, 2 * len(self._evictable)):



return
self._heap = [(self._ranks[key], key) for key in self._evictable]
heapqg.heapify(self._heap)

def _update_recency(self, keys: Iterable[OffloadKey]) -> None:
updated_evictable = [key for key in keys if self._assign_new_rank(key)]
# KABEAEZERAMTHYE, ARETTEAN heappush; /NMNEETENERRZ
if len(updated_evictable) >= max(64, len(self._evictable) // 4):
self._heap = [(self._ranks[key], key) for key in self._evictable]
heapg.heapify(self._heap)
else:
for key in updated_evictable:
self._push_evictable(key)
self._maybe_compact_heap()

@override
def on_request_finished(
self,
key_groups: Sequence[Sequence[OffloadKey]],
insertion_only_keys: set[OffloadKey],
reused_keys: set[OffloadKey],
req_context: ReqContext,
) -> None:
del insertion_only_keys, reused_keys # LRU REX o fEANS ERH, RENIFF
# M tail B| head 1R rank: head &ERIE — rank &K — RBREAIK
self._update_recency(reversed(order_request_keys(key _groups, req_context)))

vliim/v1/kv_offload/cpu/policies/arc.py

W ghost P HENFHF KL on_store_miss, FE on_request_finished F X4
insertion-only 5§ reuse, fRIEFIERE L IT—K frequency.

# vllm/v1/kv_offload/cpu/policies/base.py
# B hybrid KV group & %—8 head—tail I, #ERBELERER
def order_request_keys(
key_groups: Sequence[Sequence[OffloadKey]], req_context: ReqContext
) -> list[OffloadKey]:
"""Return one head-to-tail order across all KV cache groups."""
keys = [key for group in key_groups for key in group]
positions = {
key: position
for key in keys
if (position := req_context.get_offload_key position(key)) is not None
}
if len(positions) == len(keys):
keys.sort(key=positions.__getitem_ ) # L B B R MRIFRIAF (BERFER)
return keys



# vlim/v1/kv_offload/cpu/policies/arc.py
@override
def on_store_miss(self, keys: Iterable[OffloadKey], req_context: ReqContext) -> None:
""¥E insert() k¥ ghost entry ZBl, BiEK&EZ BEN—X target_t1_size, "
for key in reversed(list(keys)):
self._adapt_to_ghost_hit(key)

@override
def on_request_finished(
self,
key_groups: Sequence[Sequence[OffloadKeyl]],
insertion_only_keys: set[OffloadKey],
reused_keys: set[OffloadKey],
reqg_context: ReqContext,
) -> None:
for key in reversed(order_request_keys(key_groups, req_context)):
if key in insertion_only_keys:
# store EAKRERE frequency hit: $RE T1/T2 KA K, RIKE tail—head B recency
if key in self.t1:
self.t1.move_to_end(key)
elif key in self.t2:
self.t2.move_to_end(key)
continue

# RAKNBEREES AN ready chunk FE—&RE: T1 — T2 TH, T2 #%3| MRU
if key in reused_keys and key in self.t1:

chunk = self.t1.pop(key)

self.t2[key] = chunk
elif key in reused_keys and key in self.t2:

self.t2.move_to_end(key)

ISR

« iZitER (orozery, issue i) : The OffloadingManager should use the
reg_context in prepare_store and in on_request_finished to maintain the order of
blocks heads to tail. This will also solve the current issue with frequency based
evictions (such as ARC) which currently are inaccurate due to the fact that keys are
re-touched while the request is decoding.
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{ER1ERT keys_to_store, F*h test_store_threshold_does_not_hide_ready reuse [EY3
MR

« AP MEN (orozery, 1A Claude B93F%®) : Four separate
_record_request_cache_access call sites in this method (empty store, eviction
impossible, eviction failed, success), each with slightly different args. Missing one
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38 store 8428 touch E &4 A on_store_miss (design): db68d38d58 #rig ks

CachePolicy.on_store_miss() ¥5F&%k ARC 8y ghost Bi&R, touch fREBLLEHE S EIE
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BT, BTEEBRRATE; HHRRAERNABFAETAEEREIEX, BRTEFMW,

- MEBE: decode FAXNEERMBHNES touch KR, BIORKBREETE, RNHESAD
HERERNZ —KHEF + KEEHE (O(nlogn) &) , L& LRU EN#HEZ B EIE,

- ERAUIME: 5 #49413 BAE4HIR / BFRIIEEE RegContext B9 key-position BRET,
A G4k offload FHERAER IR, JMREFRBAEFE T EZRIFITHTFIEX

« RFQARIE: BOAKBEAREE | SMEREBAE XML | IMFeRABEIRER , BUERGF S
AT, MR EREIT AT B

KERIK L

« PR #56709 [Bugfix][KV Offload] Restore MTP-retained sliding-window history: BXsh[E
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« PR #55055 [BugFix][Model Runner V2][Spec Decode] Fix decode instance's
multi-layer MTP kv caches during P/D: RJ& KV cache IE#MEEE (kv-connector /
speculative-decoding) , 54 PR —#ALE TR EMTEREG IFRRSAR—EKR] 0=,
[ — KB F SR G RIARE o



« PR #54014 [Bugfix] [KV Offload] Check cgroup memory before SHM allocation: [& A
KV Offload £BERHEF MEMEE (F & viim/v1/kv_offload/cpu/ &5 SHM HB) , HLBAIZ
FARAGAALTEEMELR, KN PR BETHTPHNEFIEN K,



