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ik, ERAFHRRE AREEZERRN (fp8_ds_mla: 656, nvfp4_ds_mla: 352) RALIEH
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nvfp4_ds_mla_cache.hs W% concat_and_cache_nvfp4_ds_mla_kernel SZE¥ BF16 B
NoPE #n RoPE ¥#EEMNIHITRA 352 FHHMERFKE (256B e2m1 NoPE + 64B
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cache_kernel SZIFETLM BB AN EE R EWNFFAE AELERN BF16 TEFX, &
csrc/libtorch_stable/cache_kernels.cu %7 csrc/libtorch_stable/torch_bindings.cpp F%
T XAFAZBRE LR E,
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BY R ¥ _quantize_dequantize_nvfp4_ds_mla BT 4 BIMIREIE,
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EM core-logic; & supports_combination,
QUANTIZED_DS_MLA_CACHE_FORMATS) : I T BT EERANNZOIZTF, B
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« csrc/libtorch_stable/nvfp4_ds_mla_cache_kernels.cu (13 CUDA R#%; 25 other;
A dependency-wiring; {45 concat_and_cache_nvfp4_ds_mla_kernel,
cp_gather_and_upconvert_nvfp4_kv_cache_kernel) : 5237 X888 CUDA W#, T1m
TR ANNELNS AR EMIRER, EERERZS,

« vlim/_custom_ops.py (#£3k B & X#EAME; KB source; EH core-logic; &5
cp_gather_and_upconvert_nvfp4_kv_cache) : 7 # CUDA WA Python 0, 2
3% PyTorch Bfo&RE AR,

. tests/kernels/attention/test_cache.py (#3k ZEMR; L7 test; LA test-coverage;
5 test_concat_and_cache_nvfp4_ds_mla, _unpack_e2m1, _ref nvfp4_sf bytes) :

#HT B AR concat_and_cache_mla & nvfp4_ds_mla &3 T 89 % 82 # 700R,,

XEFS: supports_combination, cp_gather_and_upconvert_nvfp4_kv_cache,
concat_and_cache_nvfp4_ds_mla_kernel, cp_gather_and_upconvert_nvfp4_kv_cache_ker
nel, test_concat_and_cache_nvfp4_ds_mla
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vlim/v1/attention/backends/mla/flashmla_sparse.py



LT BN AR AN E, BERAFA. BAREMZES X, BRREXEBA

o

# % flashmla_sparse.py ¥, EXT PR BFBARS N ERZ RS ENL DS-MLA ZHFHER,
# FlashMLA A B token FNHCREMEFIFANRERN, BT EEBELMER,
QUANTIZED_DS_MLA_CACHE_FORMATS: frozenset[str] = frozenset(

{"fp8_ds_mla", "nvfp4_ds_mla"}

oo

class FlashMLASparseBackend(AttentionBackend):
# X FFH kv_cache_dtype ZIR BB EHFEN,
supported_kv_cache_dtypes: ClassVar[list[CacheDType]] = [
"auto",
"bfloat16",
"fp8_ds_mla",
"fp8", # alias for fp8_ds_mla
"nvfp4_ds_mla", # NVFP4 NoPE + FP8 RoPE (SM100 only)

# AR RIS EREAGRTZ X
# nvfp4_ds_mla AP AEFRFIZE SM100 (Blackwell) 2244,
@classmethod
def supports_combination(
cls,
head_size: int,
dtype: torch.dtype,
kv_cache_dtype: "CacheDType | None",
block_size: int | None,
use_mla: bool,
has_sink: bool,
use_sparse: bool,
use_mm_prefix: bool,
device_capability: DeviceCapability,
) -> str | None:
if kv_cache_dtype == "nvfp4_ds_mla" and device_capability.major = 10:
return (
f"FLASHMLA_SPARSE only supports the {kv_cache_dtype} kv-cache "
"dtype on SM100 (Blackwell)"
)

return None

csrc/libtorch_stable/nvfp4_ds_mla_cache_kernels.cu
I T XEEH) CUDA WK, ARIEERANELS AR ENM LR, 2N,

/ BB NAA: —A CUDA block (64 threads) &t32—AN tokens
__global__ void concat_and_cache_nvfp4_ds_mla_kernel(
const __nv_bfloat16* _ restrict_ kv_c, // [num_tokens, 512] NoPE
const __nv_bfloat16* _ restrict__ k_pe, // [num_tokens, 64] RoPE
uint8_t* _ restrict__ kv_cache, // [num_blocks, block_size, 352]



const intb4_t* _ restrict__ slot_mapping,

const int block_stride, const int entry_stride,

const int kv_c_stride, const int k_pe_stride,

const int block_size) {

const int64_t token_idx = blockldx.x;

const intb4_t slot_idx = slot_mapping[token_idx];

if (slot_idx < 0) return; // 3% token

/] T ELZ BEZG PR

uint8_t* token_ptr = kv_cache + (slot_idx / block_size) * block_stride
+ (slot_idx % block_size) * entry_stride;

if (threadldx.x < 32) {

// Warp 0: & 512 /> e2m1 NoPE {2 (3THNA 256 FH) .

/] BANEFEAIE 16 NMELTER,

const int tile = threadldx.x;

/... 3k BF16 %4k, HEEXREF, HH PTX #4 cvt.rn.satfinite.e2m1x2.f32 T8 ...

*reinterpret_cast<uinté4_t*>(token_ptr + tile * 8) = nvfp4_pack16_e2m1_rn(vals, inv_sf);
} else {

// Warp 1: & 64 /> e4m3 RoPE 12 (LEKEF, & 64 F%) ,

const int lane = threadldx.x - 32;

// ... 1n# BF16 RoPE, E4LA e4m3 ...

Il REMIEZERAZ: — warp LB —/ token, ATFHER.
/] R BREN B TR B 4R N3 489 BF16 [total_tokens, 576] T/EK,
__global__ void cp_gather_and_upconvert_nvfp4_kv_cache_kernel(
const uint8_t* _ restrict__ src_cache, // [NUM_BLOCKS, BLOCK_SIZE, 352]
__nv_bfloat16* __restrict__ dst, // [total_tokens, 576]
const int32_t* _ restrict__ block_table,
const int32_t* _ restrict__ workspace_starts,
/* . HMEEC. M) A
/... Z BT LE warp BTEHAEXK ...
/] ... WWEIRE G thk fo B ARt ...
/] #B8 e2m1 NoPE, NMAHEKEAFREIMA BF16
/] #RH, e4m3 RoPE, E¥EHHA BF16
/I BERB N dst IKE
}

tests/kernels/attention/test_cache.py

BT B NA concat_and_cache_mla £ nvfp4_ds_mla #&3X T B9 X% 5 8 700K,

def test_concat_and_cache_nvfp4_ds_mla(
kv_lora_rank: int, gk_rope_head_dim: int, num_tokens: int,
block_size: int, num_blocks: int, seed: int, device: str,
) -> None:
"R nvfp4_ds_mla & NEEFEE NEE, "
if kv_lora_rank !=512:
pytest.skip("The NVFP4 DS-MLA layout requires kv_lora_rank == 512")



# .. e R .
# AR A AZ

ops.concat_and_cache_mla(kv_c, k_pe, kv_cache, slot_mapping, kv_cache_dtype, scale)

# RIS ANNEERTHETHAARMENIRETEE
for i in range(num_tokens):
entry = kv_cache[block_idx, block_offset]
# 1. IIE NoPE ikEF (SF) F%
nope_sf_bytes = _nvfp4_sf_element_order(entry[nope_sf off:...])
ref_nope_sf_bytes = ref nvfp4_sf bytes(kv_c_ref, 6.0)
# U 1-ulp edm3 2%
assert ((nope_sf_bytes.to(torch.int16) - ref_nope_sf_bytes.to(torch.int16)).abs() <= 1).all()

# 2. REM NoPE HBIEKEE (RZE <= 1.5 * sf)

nope_sf = nope_sf_bytes.view(torch.float8_e4m3fn).to(torch.float32)

nope_vals = _unpack_e2m1(entry[:nope_bytes]) * nope_sf.repeat_interleave(16)
assert ((nope_vals - kv_c_ref).abs() <= 1.5 * nope_sf_per_elem).all()

# 3. B8 RoPE ( T4EX e4m3)

rope_vals = entry[nope_bytes:nope_sf_off].view(torch.float8_e4m3fn).to(torch.float32)
rope_tol = k_pe_ref.abs() * 2.0**-3 + 2.0**-9

assert ((rope_vals - k_pe_ref).abs() <= rope_tol).all()
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« PR #18 https://github.com/vlim-project/FlashMLA/pull/18: BEFEFE&R# I EHF PR, &
FlashMLA EFSILT nvfpd_ds_mla X EHBRARD AL X3, A PR B9 vLLM SR M
EL &b FlashMLA RRAZ BE TAE,

« PR #50175 [1/N][warmup] [DSv4] Migrate generic MLA metadata and indexing
kernels: 3T#A PR, W& MLA JEFBEAEmAMRNBRNEMSEHR (WH=E JIT warmup) . &
PR Y& B B WEIKEH I MLA FAZ EARMITAFNE, FEEBENZEO T,



