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« —A])iE: ROCm AITER MLA X ¥ DCP THEERZ% token ZALIIE

< EESE: BEEREE SEXF=ERITREK: —2 metadata builder 1E4 decode B& e
—Fr A ERER, AiterMLADCPVerifyMetadata SR EEIR B LR, #% builder 5§
impl X E—&ZGHEFRTELX; —Z DCP TEHRE OWHES—" §4MT drop 89
token FEEAREH rank £, FEARUOKERRE ", XEHHBEIAELEHNMSG, BE
AR IEET AR =& segmented MLA 89 split-K R4 Fakofa] L
natural-log LSE #1343 A DCP B rank &3F, BN S #53598 (RIZREA CoW £5)
—AeiE, AR DCP & KV ZEEEENZEY M@,

TN EES BAL

£ DCP ZR#ET, BHARLINZ token BIEMERE ZE R E/NEIE token F3EEFRI EFE
BEHE O, @ DCP ¥ KV # round-robin Y148 £ A rank, rank-local KETABEERALR
FREE., PR body BA#ULEA BArZ: "Each verification token gets its correct per-rank
causal KV window, and rank-local partial outputs are merged through the existing DCP
attention merge", review F GirasoleY 338 H EHASZI "omits the current verification
block, resulting in incorrect attention output", EFIEZLATRETE T L2UELE|
rocm_aiter_mla.py %,

LI RE

1. #13¢ segmented DCP BIE o IB S BB ¥|E: & vlim/vi/attention/backends/mla/rocm
_aiter_mla.py ##3E AiterMLADCPVerifyMetadata dataclass (row_lens. block_table.
qo_indptr. page_size. max_kv_seq_len) , FHIBEIE
AiterMLADecodeMetadata.dcp_verifyk, EBEEAREGMEREBEREK, mpHBEEHES,
FTE _segmented_dcp_verify_supported() IZE: dcp_world_size > 1 B cp_interleave
== 1 B AITER &H segmented MLA decode,

2. ¥3EETHEREE OB rank-local FLE:  build _dcp verify row_view() X&ENIIEAT t 1t
E2RBEREER [0, seq_len - glen +t] (&B& token) , Hi% round-robin XiZ&E O &
AN rank EBYARH KV K., MR test dep verify row view is_causal_per row #m
test_dcp_verify rows_sum_to_the_global window across_ranks 48| 5F3 24T H R4 fo
Brank REO0EZE, [HHN " R4 committed prefix" ITESHEM LK (2,671/147,456
TERBEE, BAZE 0.1311) , RANEESARIERHA,



3. MERIFUNRITSRSERR: _segmented_mla_page_size() BRMIERITZ K 2 HF
AF. LR 128, 1A segmented kernel 8§ TILE_SIZE; fill_dcp_verify _page_table()
BenIE Ik E R IFF N F TR block table, FULL graph capture #A18){E B E & A
DCP-local KV bound. &oEfaE#Mutag dep verify buffers, replay BHREZFRTKE B itk
inactive segments,

4. RERI A FEIH A BF16 + natural-log LSE: F3E viim/v1/attention/ops/rocm_aiter_mla
_merge.py, F Triton kernel _merge_mla_segments_kernel £%| AITER 8 split-K E&#L,
2 (% tiles_per_segment = cdiv(seq_len, NUM_SEGMENTS * TILE_SIZE) X4 , ¥
FE max/expsum/output &K BF16 i fn float32 B RN %K LSE, ¥ rank DCP &
FAEFH; B token DCP decode Bk A EHAA AITER FHREK#ERX LSE (
test_single_token_dcp_decode_returns_unpadded_lse 5F4F) o

5. BmFE 5 EENAE: Gluon HR/INKIEIEEME, DCP % token Z8IEFE Gluon ¥ H B
£ Gluon flatten, TN EER segmented MLA; 3 DCP B2 MRIFRA Gluon/ASM #E3F (
use_gluon_verify 340 dcp_world_size £%%k) . vlim/platforms/rocm.py 8
check_and_update_config() #F "DCP &%l PIECEWISE" B9F&%%, X8 PCP &Y
PIECEWISE FR#l, 1# ROCm DCP = E& FULL CUDA graphs,

6. MERBLE: tests/vl/attention/test _rocm_aiter mla_mtp_split.py 3% DCP fTHLE. #F
ASEZE. FP8 segmented ¥ZE. P& token KRIEZXE LSE. AT EESHEAM;
test_rocm_aiter_mla_fp8_decode_routing.py #3% DCP % token LUK AE Gluon/ Xt
Gluon TARF BRI S ; test_rocm_aiter_mla_causal_verify _mask.py 5
test_rocm_aiter_mla_head_padding.py 3B T builder B ARG BMNR L EKE,

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla.py (#3k MLA E3%; 23| source; 2
A core-logic; 5 _segmented_mla_page_size, _segmented_dcp_verify_supported,
AiterMLADCPVerifyMetadata, _build_dcp_verify_row_view) : #oSZBLX M4 #iig
segmented DCP IHEc#IES BB €. STERE OMEME. FIUEREFF. FULL
graphs RS REF, BEIVEHMEZ BRI,

« vlim/v1/attention/ops/rocm_aiter_mla_merge.py (#3k &3 W4#%; 25| source; HEAR
core-logic; 5 _merge_mla_segments_kernel, merge_mla_segments_triton) : #F3EC
. A Triton BBE3F W, B AITER segmented MLA 8 split-K goFn (base-2
max/expsum) &3£R BF16 #dfo natural-log LSE, 2 rank DCP &89 a1 & &4,

« vlim/platforms/rocm.py (#&3& FEBEE; FKF source; EH configuration; &5
check_and_update_config) : T AZE: B "DCP 5 FULL CUDA graphs 3 k% " B9
38 % PIECEWISE F£%%, {XfR¥& PCP [R#l, &4 PR #EHI# FULL graph capture ByX g
it B 25,

. tests/v1/attention/test_rocm_aiter_mla_mtp_split.py (#3k BEIEMIR; 25| test; LR
test-coverage; 5 _lse_combine_natural, test_dcp_verify_row_view_is_causal_per_r
ow, test_dcp_verify_rows_sum_to_the_global_window_across_ranks,
test_dcp_verify_row_view_uses_static_graph_bound) : ZEZHNAXME: BZE DCP
ITOERERME., B rank BE O, BSER. FP8 segmented #&E. H# token KEZR
LSE 5&HMEREEH, TR AMTEIEN,



. tests/v1/attention/test_rocm_aiter_mla_fp8_decode_routing.py (#3k BEeMR; 5|
test; M test-coverage; fF5 test_dcp_multitoken_verify never _uses_gluon,
test_segmented_dcp_verify_does_not_depend_on_gluon) : P3P B EHME: DCP %
token BIERK AN Gluon, segmented BSHARIKH Gluon, E round-robin interleave
e 1 MEFELE, FHIEMNREA ESE AN ER EIRES E T,

- tests/kernels/attention/test_rocm_aiter_mla_causal_verify_mask.py (#3k B&iEHRD; 3£
5 test; A test-coverage) : IEED builder B : BRERFEME build() /&, gfx950 4
AR T ZE build § forward AR BRARITIE, HEZERE metadata L8
use_gluon_verify #r&.

. tests/kernels/attention/test_rocm_aiter_mla_head_padding.py ({3 3L3E%,; 2K F| test
; KA test-coverage) : /NRBEMERE: A impl stub ¥ E decp_world_size 5
gk_rope_head_dim FE, 1% 12-head ASM decode XEMIREF impl BAT A,

XS _segmented_mla_page_size, segmented_dcp_verify_supported,
_build_dcp_verify_row_view, _fill_dcp_verify_page_table, merge_mla_segments_triton,
_merge_mla_segments_kernel, use_gluon_verify, forward_mqga,
check_and_update_config

R F B

vlim/v1/attention/backends/mla/rocm_aiter_mla.py

B SZI M. HT3E segmented DCP BWiET#HES B hHE. STERE O MEMREZE, FIU
WEEF. FULL graphs B8R AEH, ZEIPERMEZEARIK,

# vlim/v1/attention/backends/mla/rocm_aiter_mla.py (BI85 89AZ OS2I A BY)

def _segmented_mla_page_size(block_size: int) -> int:

"ERMZE KV block B9FRAK 2 ERETFENFIAMN, LR 128,

FMA/NERA segmented WAZE TILE_SIZE: AR R EEREMEA
(-1, page_size, 1, head_dim), WAZHA tl.arange(0, TILE_SIZE) 3&/JA tile,
H b b MR MR R BN 2 0%, 128 = tiling REXIFH"""&K"""tile,
BARNERBRSWIFR L NFUMAZME tile,

assert block_size > 0
return min(128, largest_power_of_2_divisor(block_size))

def _segmented_dcp_verify_supported(dcp_world_size: int, cp_interleave: int) -> bool:
"EE B A EIZAERET A segmented DCP BiE,

RHABE: A batch BEEENYIANZBEHABURT query KE,
round-robin interleave 3E 1 #HFR, EAZM A THZFTERE O AR,

return (
dcp_world_size > 1
and cp_interleave ==



and _segmented_mla_decode_supported()

@dataclass
class AiterMLADCPVerifyMetadata:
"EEANISIE token —4T paged-KV, ft segmented DCP 3&iE{E A,

XEREE L —RTE. BLRATE, FICUEA—NEMRMELSE:
CHILE decode metadata EX—F S ARFFRE T builder BIBSBHRE,
impl FBEFHES,

# AR THAM KV KE, ELEARUARY,

row_lens: torch.Tensor

# B4TIZEEYF T ID, FAR [num_rows, max_local_pages],
block_table: torch.Tensor

# BATIEF—A query, HEILIXE R arange,

go_indptr: torch.Tensor

# block table FERABTFIA/N, H=E segmented WAL TILE_SIZE;

# B builder BRIEW, BE impl NEEHREFHS = 4 F—,
page_size: int

# AT LA KV ER, BHA FULL graphs BE3EEA batch #F 2 EE &AM,
# 1%iE page table FE %K replay [E{RFE—F IR,

max_kv_seq_len: int

def _build_dcp_verify_row_view(self, glen, block_table, dcp_tot_seq_lens):
" RN token F3E—LKE R rank-local ITHE,

Tt 2B ISEEE [0, seq_len - glen + t], B&H%H token,
BEEMEROAMKEREEARREZEN: E—4TEFH token FEE
glen - 1 -t NRE® rank £, fRBSEESMEA rank &fo—A token,
RARSRBAEEHEK round-robin 3kt ZBEMRKE,
assert self.dcp_world_size > 1
num_reqgs = dcp_tot_seq_lens.numel()
# BRI THEREC LR (&) , XX [0, seq_len - glen + tlo
global_window_ends = (

dep_tot_seq_lens.unsqueeze(1) - (glen - 1) + torch.arange(1, glen + 1)
)
# AHEKE = ZELBEBETUONRNA rank (round-robin interleave=1) #8894 E %K,
#MEOKE w5 rank r: @B ER floor(w-1-1)/¢) +1 (¥FEHR) .
local_lens = ... # & get_dcp_local_seq_lens &L E# rank it&
return _fill_dcp_verify_page_table(local_lens, block_table, glen)

viim/v1/attention/ops/rocm_aiter_mla_merge.py

P SCHE: 1R Triton BR&FH KW, 3 AITER segmented MLA # split-K 2o fn (base-2
max/expsum) &K BF16 Ao natural-log LSE, Z¥ rank DCP &3 8981 B &4,



# vlim/v1/attention/ops/rocm_aiter_mla_merge.py (Fr3g>CfF, EIB5 09400 52H,)

def merge_mla_segments_triton(
segm_output: torch.Tensor, # [num_tokens, num_heads, num_segments, kv_lora_rank]
segm_max: torch.Tensor, # [num_tokens, num_heads, num_segments] & &R &K AE
segm_expsum: torch.Tensor, # &E& exp2 #n
seq_lens: torch.Tensor, # S/THESZKE, ATIHHE active segments
tile_size: int, # 5§ segmented W% —3kfy TILE_SIZE
out_dtype: torch.dtype,
) -> tuple[torch.Tensor, torch.Tensor]:
""#& AITER base-2 B&#f o0& B4 natural-log LSE.

X rank-local B9 split-K 134y, 5FfRIEEBETX; REH B RN LSE
IEZE rank DCP &HF BHEFNRITE. 2 XA ANSME AITER BH B
tiles_per_segment = cdiv(seq_len, NUM_SEGMENTS * TILE_SIZE) {##—3k,
num_tokens, num_heads, num_segments, kv_lora_rank = segm_output.shape
output = torch.empty((num_tokens, num_heads, kv_lora_rank), dtype=out_dtype)
Ise = torch.empty((hum_tokens, num_heads), dtype=torch.float32)
_merge_mla_segments_kernel[(num_tokens, num_heads)](
output, Ise, segm_output, segm_max, segm_expsum, seq_lens,
num_query_heads=num_heads,
out_strideO=output.stride(0), out_stride1=output.stride(1),
Ise_strideO=lse.stride(0),
TILE_SIZE=tile_size, KV_LORA RANK=kv_lora_rank,
NUM_SEGMENTS_PER_SEQ=num_segments, LOGE2=LOGE?2,
)

return output, Ise

vlim/platforms/rocm.py

ITAZE: #K% "DCP 5 FULL CUDA graphs AF#%& " 9384 PIECEWISE &%, {X{2E
PCP FR#|, 24 PR #EH3® FULL graph capture By<HEECE K50,

# vllm/platforms/rocm.py B check_and_update_config() F B (BIHEfE)

@classmethod
def check_and_update_config(cls, vlim_config: "VIImConfig") -> None:
from vlim.config.compilation import CUDAGraphMode

compilation_config = vlim_config.compilation_config
parallel_config = vlim_config.parallel_config

# PCP (prefill context parallel) 135 FULL graphs 3%, REFRHIER,
if (

compilation_config.cudagraph_mode.has_full_cudagraphs()

and parallel_config.prefill_context_parallel_size > 1

logger.warning_once(
"Prefill context parallel (PCP) is enabled, which is "



"incompatible with full CUDA graphs. "
"Overriding cudagraph_mode to PIECEWISE."

)
compilation_config.cudagraph_mode = CUDAGraphMode.PIECEWISE

# DCP RE&%| PIECEWISE: & PR M9IIE TEIELE capture M E&{E A
# BLE & A DCP-local KV L&, replay B3RS FRATKEF R,
# Eik ROCm DCP B& =L E##E A FULL CUDA graphs.

if parallel_config.worker_cls == "auto":
parallel_config.worker_cls = "vlim.v1.worker.gpu_worker.Worker"

i B4
review FERAMMEN LR

GirasoleY (ZINLIERMESRD) : "It looks like the ROCm K3 DCP verification path
omits the current verification block... _build_dcp_verify_row_view() excludes the
entire current verification block and relies on
forward_maga_with_dcp_verify_window() to add it back. The ROCm K3 target uses
amd/linear.py and the generic MLAAttention.forward_impl(), which calls only
forward_maqa(), so k_window is always None and the current keys are omitted from
target attention."

VEEEE . K2R ANLSLE] rocm_aiter_mla.py, B " SANRIEFTHEMM committed
prefix B|B & token BIERAMIKE " 897 Nk segmented WA E ELERY A tokens,
Pk 5h NVIDIA R ERIZ,

jamesETsmith (Q4REX) : &3 draft § target B KV cache group &1t
non_causal_multi_token_decode=True SEEA group #HEHl. %% DCP t£%; EEH
A draft/target HiZ flag RE MM 2H, B draft Wk DCP 4 F,

okorzh-amd (B&EEVIRFE) : use_gluon_verify K5 E| 96 head &13IE DCP #
16-head TP8 MTP M asm IiEEXE| Gluon; fEE BN BEIXL dep_world_size > 1 &
2%, 3E DCP R#FRA,

billishyahao (T2 %) : RXTHA regex/inspect M AITER % 3#F45EFE ("Please dont
use regex here for detecting aiter gluon support matrix from source code") , &
& regex, AR R 96-head DCP &4 + Triton JRAKEE; RNERKE Gluon HEE
B2, fEERALL "Gluon Bk, segmented MLA HJ& " UkSK,

GirasoleY (DCP+FULL graphs) : & VLLM_ALLOW_DCP_FULL CUDAGRAPH flag
AEM, EEREMMRTUAR flag BIEKRIF; X _DCPA2ABufferPool X4 H RCCL &
cudagraph THHR/NEI, EERTEENMBR T &AM,

« DCP RiEBZBUR L AIIRIEIR (correctness): 1EEHFEIRZF EULSKE| rocm_aiter_mla.py,
Tt ER2/ER [0, seg_len - glen + t] B rank-local round-robin &, segmented
NEEENEFIXE L AT tokens,



. Draft/target &% KV A5 3k DCP 43K (design): {E&#IA draft 5§ target B flag FR{%
FXSL KV 4, draft MLA R#E# DCP 4K

« BX5E Gluon verify 2| 96 head & "MIE DCP (correctness): TR HIXIA
dcp_world_size > 1 £2%, 3E DCP #§ 16-head MTP {&#F ASM E&12,

« kv_cache_utils & draft-only bucket 18 A—3%X (correctness): fE&EIKHF
drafter-invariant primary_sizes #42, group_size WE NXFiA bucket B min/max,
PD QAR EMEEFE LI,

« ZF A regex/ JRELIEN AITER X 3F4E[%E (design): /EEH#IR regex 5 inspect, WA TR
96-head DCP #E7740 Triton AR,

« % E Gluon E4 DCP verify BE3%8812 (design): &% Gluon A DCP % token IiF &L (
K3 JR4 96-head flatten) , segmented MLA #E4 Gluon R BB 4K,

« DCP8+DSpark+prefix caching fitk CoW Wi & #87% (correctness): /EE#IABELA CoW
BRFaEITRERE, ZiX cherry-pick #53598 88, AT A g B3R
DCP8+DSpark+prefix-cache ENIM IR BRI,

R -5 B
o

1. BRWEBAKRIZRZEE: rocm_aiter_mla.py Bk5h 612 4T, decode/verify BEEM impl #
3| builder, B use_gluon_verify &%3&h0 dcp_world_size, {EfI35RIRE A =& = RELL
DCP verify AR RAZ; MR BEZKEERE, BN BantiRzsE DCP8 BArk
MR (RFA L GSMBK 2R ET)

2. CUDA graph 4T A% : vlim/platforms/rocm.py 3 DCP # FULL graphs,
capture MrEXEYEEZS max_kv_seq_len bound 5 replay BRI FrTKE B RGZEHIER
EIEFME; Kimi-K3 1M context HEBERERIF, FARRBILEK context BJREAS
interleave, &EHRIL,

3. BIRH AITER BRA: segmented MLA decode (aiter.ops.triton.attention.mla.mla_d
ecode_fwd) 1&K#i ROCm/aiter#4412 #) 96-head M4 #E; andyluo7 BRI EA
stock Dockerfile fEF AITER v0.1.19. REE%ZKEEA, TR #52826 A LKE|
v0.1.20 ZBEFFFERR A

4. DCP 5RIBEHFHE: jamesETsmith 4 DCP8+DSpark+prefix caching T
_apply_cow W= AR (single_type_kv_cache_manager.py:416-420) , & PR By
DCP X#FHETBA CoW HRFE, 1EEZEIX cherry-pick #53598 168.; ZAEFE Cl F
PRz 3mEsmEY3,

5. F&RmEMNR: A PR RE ROCm AITER /53, 1B AiterMLADCPVerifyMetadata fi
FA#E MLA B, BEEH#ZEWAMFEERA, TaEIIAEXE/RBEE, - ¥m: AF
/. ROCm (gfx942/gfxq50) LA MLA 2249 + DCP B93% AR A~ (Kimi-K3
DSpark. DeepSeek MTP &) B RIRBIEFIIZ token EFIIE, DCP8 + FP8 KV +
FULL graphs A& " H; GSM8K 5-shot exact_match 0.9613 (target-only) 5
0.9628 (stacked Triton draft) ¥&ARELRMN, RAHM: AR EEZFIE
segmented MLA + Triton merge FI&#FTHATERIZ, DCP 5 FULL cudagraph BI4HE&M
"RREHEIMER TR " A", X ROCm #HIBAZHNAGTMEE BARKEEEAR BER W,



RIRARSH: X2 AMD 5 ERMER KRB ESHE3R PR, 2/ 7 6 # commit, 49 %
review iFibAn Al #BIE R (andyluo7 %% rebase/ £K) , JUET "builder A B
RE " BREDAMELRUETH " FTLANBITRN, BAFL Triton MLA 3
E 2 draft (#54546) 5.
« RFEARIE: WERABEZEE , CUDA graph T AR , BIKH AITER WA, FERE
ROCm, 333k E)IE ERE

KERPKZ

« PR #53598 [ROCm] [DSpark] [DCP] Serve prefix cache hits under DCP for Kimi-K3: &
J& DCP+DSpark shiksk: 8& DCP TRBE KV AEHF/LAL—HK. & PR issue i P1E
it jamesETsmith BE#E cherry-pick iZ PR MUK E BB EF P I B CoW K 4 .

« PR #54546 [Stacked] Enable Triton MLA for the non-causal draft group: PR body ER#
PBAZ PR /43BN PR head £, RIEREFE draft group BA Triton MLA; FEBX
&Hai# DCP8 GSMBK, &m/a AR —EMHNm+,

« PR #52188 [Merged] DFlash DCP slot geometry: andyluo7 Ef& £ B T #AIA current
main BB EIF #52188 12t DFlash DCP slot geometry (% cp_local_slot %#Bh&i%k)
, RPR ABEELIZNS, BTR DCP Euhgia LA L TIF,

« PR #52826 [Dependency] Pin AITER v0.1.20: segmented MLA (96-head MEoAR) 1K
B ROCm/aiter#4412, ENEEZBEAEME v0.1.19.post1; #52826 ¥ AITER EE
3| v0.1.20, 24 PR % stock $& EF 4= A BRI B IR



