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# vlim/platforms/cuda.py —— attention backend N FFE 4R (EHEEH head FRA)

@classmethod

def get_valid_backends(cls, device_capability, attn_selector_config, num_heads=None):
valid_backends_priorities = ]
invalid_reasons = {}

# BREBRENEN backend, kWKRIDFRE. RPRIEIR
backend_priorities = _get_backend_priorities(
attn_selector_config.use_mla,
device_capability,
num_heads,
attn_selector_config.kv_cache_dtype,
attn_selector_config.use_non_causal,
)
for priority, backend in enumerate(backend_priorities):
try:
backend_class = _get_attn_backend_class(backend)



invalid_reasons_i = backend_class.validate_configuration(
device_capability=device_capability,
**attn_selector_config._asdict(),
)
except (ImportError, OSError) as e:
# R IRER R . ImportError FoRIRFiER%, OSError B2
# RiXZHFEF (PermissionError BEHFX) 55 / sISEMBRRKERLKE;
# RuntimeError, AttributeError &2t i277m E(53E, BMHIEE bug.
logger.debug(
"Attention backend %s is unavailable", backend.name, exc_info=True
)
invalid_reasons_i = [f"{type(e).__name__}: {e}"]
if invalid_reasons_i:
invalid_reasons[backend] = (priority, invalid_reasons_i)
else:
valid_backends_priorities.append(
_BackendCandidate(backend_class, backend, priority)

return valid_backends_priorities, invalid_reasons

# AP ENIEE backend BIER/Z: FFER. BERE, BN frome®
# REME (_cause_ ) , AEHZE dlopen. ZHENRRFEIRE-,
if selected_backend is not None:
try:
backend_class = _get_attn_backend_class(selected_backend)
invalid_reasons = backend_class.validate_configuration(
device_capability=device_capability,
**attn_selector_config._asdict(),
)
except (ImportError, OSError) as e:
raise ValueError(
f'Selected backend {selected_backend} is not valid for "
f"this configuration. Reason: [{type(e).__name__}: {e}]"
) from e
if invalid_reasons:
raise ValueError(
f'Selected backend {selected_backend} is not valid for "
f"this configuration. Reason: {invalid_reasons}"
)
else:
logger.info("Using %s backend.", selected_backend)
return _backend_cls_path(backend_class)
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#IOEREIR (BRRH. SFATiE. sI8ENEEK) REILIARTRRA,
# MARIL engine ¥a1L E B

@pytest.mark.parametrize(

ImportError("flashinfer is not installed"),
PermissionError(13, "Permission denied", "/root/.cache/flashinfer"),
OSError("libcuda.so.1: cannot open shared object file"),

)

def test_get valid_backends_records_environment_failure(exc):
with patch("vlim.platforms.cuda._get_attn_backend_class", side_effect=exc):
valid, invalid_reasons = CudaPlatform.get_valid_backends(
device_capability=SM90,
attn_selector_config=SELECTOR_CONFIG,
num_heads=32,

)
assert valid == []
# ITFHE RN "ExceptionType: message", EHIEMITELHKEREE
for _priority, reasons in invalid_reasons.values():

assert reasons == [f"{type(exc).__name__}: {exc}"]

# RWAZFEIR 5 KeyboardInterrupt R MARLAERE, FEEWEFBA G
@pytest.mark.parametrize(

exc,

[

RuntimeError("CUDA error: no kernel image is available"),
AttributeError("module has no attribute 'get_builder_cls'"),
KeyboardInterrupt(),

)

def test_get valid_backends_propagates_unexpected_errors(exc):
with (
patch("vlim.platforms.cuda._get_attn_backend_class", side_effect=exc),
pytest.raises(type(exc)),

CudaPlatform.get_valid_backends(
device_capability=SMJ0,
attn_selector_config=SELECTOR_CONFIG,
num_heads=32,

)
TR AL
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‘T think it would still be best to be selective about what cases we tolerate here, in
case of side-effects. Perhaps it would make more sense to simply extend this by



catching PermissionErrors as well" —— tlrmchlsmth

EIPEEOTIZIR Exception RFRBESNEIER (PR SRR A 9 PRI 5] &L it A BRI
R) o AFEEEIFLIRUKE:

"I narrowed to except (ImportError, OSError): covers the PermissionError case
from the issue + the rest of the environment failures (unreadable cache,
dlopen/libcuda load errors), while unexpected programming errors propagate again.
Tests updated to assert both directions; 8 pass against the nightly." —
Eoin-Houstoun
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