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MTRE

« —A])1E: MRV2 DBO f#lt# BN FULL CUDA B3R5 EIK

- WEME: EERIR, AEERE=ZXRITRRE: (a) _maybe_ubatch_twin A5 DP #£F %4148
B B9 BB R R A R, B TRE G TR BITHE, XBBRE rank FXRRPUTEIR
2. (b) run() #FAK begin_capturable_run() / finish(), IBLFZLIZE. device RES
CUBLAS TR EEZE RS, Rik handoff 5 join #E, X& DBO BEIIRARINEIRIR; (c)
_capture_stream SRH|FH IR G ML LKFE compute stream —2K, ZHAE V1
gpu_ubatch_wrapper.py::_capture_ubatches R REEZREN— &, HiZMNELE S
#50945 —#2F (K PR Wy diff 2B L) , FELXE dp_utils.py F 2 *
min(num_tokens_across_dp) < ubatch_desc.num_tokens X—5F B——¢ BHAIAGE
AR bug, BRI TRIAENEL” DP I REEFRHNZRMRKE FULL it EKR, thohE
ERER coderabbitai £ HEH KA EERIKNZLR ZEESHREFRENELLIE,

THRES B

&HLRKE RFC #50738: DBO & DP+EP SREHREE X all-to-all BELRIXBRFER, B
TR RAEET V1 model runner (gpu_ubatch_wrapper.py / ubatching.py) , Model
Runner V2 24% %A DBO #{%, RFC T BAMFEE get v2_model runner_unsupported_fea
tures() 7 —enable-dbo 5§ V2 A& BRI, = DP+EP IHEBIHE V2 WESZMEE, &
— B #50945 LS IRAE V2 BB eager AT ABEME, 12 PR body ¥ HMIIIE CPU: "at
replay there are no microbatch threads, no threading.Event handoffs and no
per-microbatch Python, so the CPU launch path that dominates eager decode
disappears", & PR EbiBiIKS BT, REREF PIECEWISE + DBO A% #F (5 VI
runner —3) .

SRR

1. PFMEEA R (vlim/v1/worker/gpu/cudagraph_utils.py)
CudaGraphManager.__init__ #3€ ubatch_runner £%&; #73¢
_maybe_ubatch_twin(desc), X&/ FULL 1&3%EIR4E—/ num_ubatches=N B9ZE 4 RaRRF
, &XMER: 21 ubatch_runner. desc.cg_mode == FULL. num_regs &~A None.
num_tokens % num_reqgs == 0 A5 desc.uniform_token_count B’&. num_tokens >=
num_ubatches. F3f3¥ check _ubatch_thresholds(parallel_config, num_tokens,
uniform_decode=True), B uniform-decode %5 mixed 4% &FAHA—>X; PR body



AR mixed 2 X BAEH, EA MLA XERXH uniform batch B/EHAEWERA
FULL_AND_PIECEWISE, H FULL EAXR#Z uniform-decode B, R mixed 2% &
RS BOX AR R — KA AR R A R, XBEXEHRFEIMERENERE: £ rank
¥ all-reduce ZEi ok, EEA rank EKEM S —NE eager, £X all-to-all £
%o

2. ARG ARELESGREL (ubatch_utils.py + cudagraph_utils.py) « UBatchRunner #i
capture_stream, run() ##FHK begin_capturable_run() (BlZ2#&R. R E device
index. ## cuBLAS workspace. 4% ready barrier, £%ERESN) 5iREH finish() =
A (cpu_wait_event.set() A0 join, EEW) , HHFE abort_pending_run() 353K & Ket
B park 89442 ; CudaGraphManager. capture_stream(desc) it
torch.cuda.graph(..., stream=...) #RMHLEEZEN capture_stream, capture() A
ExitStack M abort_pending run ¥J&. prepare() #3% cg mode 5 for_capture 5%k
, FULL T#& padded size #gz2&#t attention metadata, {RiEFEIRE BEAKAIFZ R Ao b
Hht—2, ModelCudaGraphManager.create_forward_fn #3% ubatch_forward_fn 4%
, FFM store_capture_output FB%H FEFHIFR L F,

3. 2%5 DP A% (dp_utils.py + model_runner.py) »
sync_cudagraph_and_dp_padding Bfd#tt X A BRE %S cg_mode=NONE, BXAE
cudagraph_manager is not None B dispatch(hum_regs, ubatch_num_tokens,
synced_uniform_token_count, num_active_loras=..., num_ubatches=...), FHEE
ZHHSF T 2 * int(num_tokens_across_dp.min()) < ubatch_desc.num_tokens; KE/E#%
BRI/ F num_tokens, FULL BYA ubatch_desc.num_reqs BZ num_reqgs (&
assert) , DPSyncState.eager B ubatch_desc.cg_mode == NONE RE,
GPUModelRunner 38 self.ubatch_runner 145 ModelCudaGraphManager, 7
ubatch_runner.prepare(...) A LIEXN cg_mode=batch_desc.cg_mode.
for_capture=dummy_run and batch_desc.cg mode == FULL,

4. BLERIKIF (viim/config/vlim.py) - _get dbo_unsupported_features() 8 “/F{=3E
NONE # cudagraph_mode #R3E4 X RIE4 CUDAGraphMode . PIECEWISE, &5
BA“DBO captures FULL graphs only”; EILEIEEFERIELA) —enable-dbo + FULL A&
I BEE IE 4 o

5. MiXELE (tests/v1/worker/test_gpu_ubatch_slicing.py) o #1#5
test_capturable_run_replays_as_a_cudagraph (E5ZH torch.cuda.graph(graph,
stream=runner.capture_stream) #3X/E graph.replay(), &I E7KEL BRI T B3 A 3\
224) | test_captured_split_survives_a_replay_with_enough_requests (EIZK:1%E
FEIEY request ¥14) . test_microbatched_graphs_are_only_offered_to_uniform_ba
tches. test_microbatched_graph_needs_every rank_to_reach_the_split, #%
_sync_dp 340 cudagraph_manager 3£ 5.

R

« vlim/v1/worker/gpu/cudagraph_utils.py (#£3k EHREIE; K5 source; ER
core-logic; &5 _maybe_ubatch_twin, _capture_stream, store_capture_output,
ubatch_forward_fn) : &R PR A% FO3GALEIE A X _maybe_ubatch_twin, HIRR
#%4% _capture_stream. ubatch_forward_fn 3% %5 store_capture_output FA % H
¥, ik CudaGraphManager / ModelCudaGraphManager UK ubatch_runner,



vlim/v1/worker/gpu/ubatch_utils.py (3R ##ttH4T; K5 source; FEH
dependency-wiring; %5 UBatchRunner.begin_capturable_run, UBatchRunner.run,
abort_pending_run, UBatchRunner.prepare) : 3EEXH run() (XA2LIZE + barrier +
join —{&Mk) FHARE MY begin_capturable_run() SE R finish(), g
capture_stream. cuBLAS #ii#. device index &5 abort_pending_run(), it
prepare() #¥% cg_mode / for_capture,

vlim/v1/worker/gpu/dp_utils.py (#3& 3IEHATRE?; 5| source; ER core-logic; &F
5 sync_cudagraph_and_dp_padding) : DP E# 2K o & 8RE A
sync_cudagraph_and_dp_padding M4 cg_mode=NONE XA cudagraph
manager EXMAL FULL B, HHIBEE _MitFE BIENEHRAGFELR bug 8 2
* min < num_tokens HIKT) ,

tests/v1/worker/test_gpu_ubatch_slicing.py (123 MR ; K5 test; KA
test-coverage; 5 test _capturable_run_replays_as_a_cudagraph,

test_captured_split_survives_a_replay_with_enough_requests,
test_microbatched_graphs_are_only_offered_to_uniform_batches,
test_microbatched_graph_needs_every rank_to_reach_the_split) : #3% 4 N MHERY
GPU JMiRE _make_cudagraph_manager £ 8, BEZEKIZEFAZF. 9 EBK T IRE
B RARE uniform batch, W RAE— rank A R340 St AHEIR eager,
vlim/v1/worker/gpu/model_runner.py (iR BEARIFITE; K5 source; £

data-contract; 5 GPUModelRunner.initialize_kv_cache,
GPUModelRunner.execute_model) : #4&2ksh: 18 self.ubatch_runner £43
ModelCudaGraphManager (EMZEEA K FTH) , F7E prepare() R L%

batch_desc.cg_mode 5 dummy_run f£ A\ cg_mode / for_capture,

viim/config/vlim.py (%3 BEEARE; 35F| source; R configuration; &F5
VIimConfig._get_dbo_unsupported_features) : BEEEARIIKI: DBO M “Z1E{Ff CUDA
BB R&E PIECEWISE, EAVRThEEX A P = WA FF X Z b,

XS _maybe_ubatch_twin, _capture_stream, store_capture_output,
ubatch_forward_fn, UBatchRunner.begin_capturable_run,
UBatchRunner.abort_pending_run, UBatchRunner.prepare,
sync_cudagraph_and_dp_padding, GPUModelRunner.execute_model

KBRAL B EX
vliim/v1/worker/gpu/cudagraph_utils.py

A PR B9 FEPRIZIEABR, _maybe_ubatch_twin. FIRREIE capture_stream.
ubatch_forward fn 3R X5 store capture output FAHHEEN, Fit
CudaGraphManager / ModelCudaGraphManager 3#UX ubatch_runner,

# vlim/v1/worker/gpu/cudagraph_utils.py —— 4 BRI ZE A BESE, FEERHRFR

def _maybe_ubatch_twin(
self, desc: BatchExecutionDescriptor
) -> BatchExecutionDescriptor | None:

"""Return a microbatched capture candidate when eligible.



# RABA DBO B2 FULL B sAtA =T b4 B kit &l

if self.ubatch_runner is None or desc.cg_mode != CUDAGraphMode.FULL:
return None

if desc.num_regs is None:
return None

# REEERULBAEEA batch B9 query KE—3 RA XM RA BEAE BIAKAET

# SR request 4, TR LB batch

uniform_token_count, remainder = divmod(desc.num_tokens, desc.num_reqgs)

if remainder or desc.uniform_token_count not in (None, uniform_token_count):
return None

parallel_config = self.vlim_config.parallel_config
num_ubatches = get_num_ubatches(parallel_config)
if desc.num_tokens < num_ubatches:
return None
# £ DP BFREANE—ERE: REERSHTERE N R,
# ENSEIME rank EIFKE. 5— rank &£ eager, & all-to-all BT
if not check_ubatch_thresholds(
parallel_config, desc.num_tokens, uniform_decode=True

return None

return replace(
desc, num_ubatches=num_ubatches, uniform_token_count=uniform_token_count

def _capture_stream(self, desc: BatchExecutionDescriptor) -> torch.cuda.Stream:
"""Capture on the stream used by the microbatch threads."""

if desc.num_ubatches > 1:
assert self.ubatch_runner is not None
# AR R4E kernel & 3| capture_stream; torch.cuda.graph ERIAS FF
# side stream, RERAETLILEAREBNTEGERSI, ST HLEEHER
return self.ubatch_runner.capture_stream

return current_stream|()

# capture() FHIELM A kKA abort_pending_run B park B2
with graph_capture(device=self.device), ExitStack() as stack:
if self.ubatch_runner is not None:
stack.callback(self.ubatch_runner.abort_pending_run)

with torch.cuda.graph(graph, self.pool, stream=self._capture_stream(desc)):
forward_fn(CUDAGraphMode.NONE)

vlim/v1/worker/gpu/ubatch_utils.py



FEED run() (KRR2BIZE + barrier + join —1&1k) FHFARE SN begin_capturable_run() 5
ERNH finish(), ¥#3E capture_stream. cuBLAS Fi#. device index RES
abort_pending_run(), it prepare() #% cg_mode / for_capture,

# vilm/v1/worker/gpu/ubatch_utils.py —— B4k begin + A finish BIFERIAT

def begin_capturable_run(
self,
model: Any,
model_inputs: dict[str, Any],
ubatch_state: UBatchState,
for_capture: bool = False,
) -> Callable[[], Any]:
"""Start microbatch threads and return a callback to run and join them."""

ubatch_slices = ubatch_state.slices
assert len(ubatch_slices) == self.num_ubatches

# IR KRB AMA torch.cuda.graph BER—FRE

compute_stream = self.capture_stream if for_capture else current_stream()

ubatch_contexts = make_ubatch_contexts(
num_micro_batches=self.num_ubatches,
comm_stream=self.comm_stream,
compute_stream=compute_stream,
forward_contexts=ubatch_state.forward_contexts,
ready_barrier=self.ready_barrier,

@torch.inference_mode()
def run_ubatch(ubatch_context, inputs):
try:
# EARERKAKELREN device index, RMERRE
torch.accelerator.set_device_index(self.device.index)
if for_capture:
# cuBLAS BREXE LR LE A A 4B workspace, fHIETFRLECIEIL,
# FrUUIRATIE compute_stream 5 comm_stream #FH—iE
for stream in (compute_stream, self.comm_stream):
with torch.cuda.stream(stream):
torch.cuda.current_blas_handle()
with ubatch_context:
outputs[ubatch_context.id] = model(**inputs)
except BaseException as e: # noga: BLEOO1
errors[ubatch_context.id] = e

# 425 ready barrier BB, EEA] park 1F/53R ==
self.ready_barrier.wait()

def finish() -> Any:
# BERRASHENS join, RAEMAMEM#E Python AEZE



try:
ubatch_contexts[0].cpu_wait_event.set()
for thread in threads:
thread.join()
finally:
self._pending_finish = None
stack.close()

self._pending_finish = finish
return finish

def abort_pending_run(self) -> None:
"""Release and join parked threads after a failed capture."""
if self._pending_finish is None:
return
try:
self._pending_finish()
except Exception:
logger.exception("Failed to join microbatch threads after an abort")
finally:
self._pending_finish = None

vlim/v1/worker/gpu/dp_utils.py

DP [E# Bt B &% BIRE & sync_cudagraph_and_dp_padding AEEZRAG
cg_mode=NONE &AM cudagraph manager iERKM# FULL B, FF=F it T (
BlE& NEBHIAGEIER R bug B9 2 * min < num_tokens ¥|ir) .

# vlim/v1/worker/gpu/dp_utils.py — #M#ta X WEL L 51

if check_ubatch_thresholds(parallel_config, int(hum_tokens_across_dp.min()),
uniform_decode=uniform_decode_across_dp):
# T F all-to-all KA rank £E2H1403F pad F|4EF token %%,
# ZHEIE dummy batch BAT
ubatch_num_tokens = int(hum_tokens_across_dp.max())
num_ubatches = get_num_ubatches(parallel_config)
ubatch_desc = None
if cudagraph_manager is not None:
# ARFPEB uniform token count &3R4 FULL A,
# dispatch LELARB|BFAERAK NONE #RAF
ubatch_desc = cudagraph_manager.dispatch(
num_reqgs,
ubatch_num_tokens,
synced_uniform_token_count,
num_active_loras=num_active_loras,
num_ubatches=num_ubatches,

)
# EE&/ rank B ZAHRECERHE (2 * min BEFR T EBH padded K/



# M3BE eager, WHA4L padding B EK FULL B

if 2 * int(hum_tokens_across_dp.min()) < ubatch_desc.num_tokens:
ubatch_desc = None

if ubatch_desc is None:

ubatch_desc = BatchExecutionDescriptor(
cg_mode=CUDAGraphMode.NONE,
num_tokens=ubatch_num_tokens,
num_reqgs=num_reqgs,
num_ubatches=num_ubatches,

)

# RI¥r token ¥, 3 CUDA B padding W& 3%

ubatch_num_tokens = ubatch_desc.num_tokens

num_reqgs = int(hum_regs_across_dp.max())

if ubatch_desc.cg_mode == CUDAGraphMode.FULL:
# FULL BFHERBAE B EER, AHAMBIREA num_regs
assert ubatch_desc.num_reqgs is not None
num_reqgs = ubatch_desc.num_reqgs

return ubatch_desc, DPSyncState(
num_tokens_across_dp=torch.full_like(num_tokens_across_dp, ubatch_num_tokens),
uniform_token_count=synced_uniform_token_count,
eager=ubatch_desc.cg_mode == CUDAGraphMode .NONE,
num_reqs=num_regs,

)

W6 B4

1) SEBERMEIULSR: SageMoore TE dp_utils.py E#H £ % suggestion, ERIERBARZEK
4T (0“# Match a FULL microbatched CUDA graph, falling back to an eager
descriptor if no graph matches.”) , njhill BAFE H: I agree with @SageMoore's
comments. In general lets keep comments very concise.”; SageMoore TE
model_runner.py E3A “NIT: Let's just delete this comment.”, njhill B£ “+17, /&R
JE B a54a49b. 882f2cc BN commit %52 Simplify dispatch comments and padding
updates, and keep capture and cleanup constraints concise’s 2) FULL EBIERIBAE
E: SageMoore EiINFEE DX BRMHEKE num_reqs, MEBERNERK num_regs =
int(hum_regs_across_dp.max()) #m if ubatch_desc.cg_mode == FULL: assert
ubatch_desc.num_regs is not None; num_regs = ubatch_desc.num_reqgs, 38 FULL EX¢
BERBEWERERTEALEE, ERRXN. 3) EANEREMNLRERME: Laceprndpm FEHE
DP token #H [64, 128]. HFF 128-token BB}, “the smaller rank's second microbatch
is entirely padding, but 2 * 64 < 128 still permits FULL replay’, #E&7T < — <= 894 T
5®=)3£3k; EEEE ‘I think you're right. This is a bug instead of intentional behavior.
Thank you for pointing out, and please open a PR to fix it.”—iX & B Ri"E— A IARR
BIEMME R, 4) (EERERIEREK R4 F: coderabbitai B nit 8 H mixed X T A EKRH
FIRR T THEA AR uniform_token_count > 1 B9ZEA B (flgm 512 / 256 == 2) , #1 DBO B
FEHIZHARRD, BATHE query KEA 1. is_compatible X ERFFH LA, XLERIERETE
WEK, RREEEHF; ETIITRPRIERSMEE, 5) ZEHMREEKREEFHD:
aoshen02 Fg§H ubatching.py P HEMIHBEIER. UKk _ exit  FBAE



_CURRENT_CONTEXTS|[self.id] JE4EE peer S3K AttributeError: 'NoneType' object has
no attribute 'recv_hook' BIMBX AR, BRI #55586; A PR #EIPNIR docstring i KiZEk
O{EBAH4A out of scope,

OIRAK, ERAEKEE (style): 1EEE a54a49b (Address DBO CUDA graph review
nits) 5§ 882f2cc (Shorten DBO CUDA graph comments) B/ commit F3%52, &
TS HIA“Your suggestions are applied and I made the comments very concise.”

FULL AR RBRAZEE ML (design): BEXRH, FULL LB num_reqs BIE & E KL

AT B RN RY), FHERS R T ERK.

o BE T LA RER (correctness): fEEHIA: ‘I think you're right. This is a bug
instead of intentional behavior. Thank you for pointing out, and please open a PR to
fix it.”, B2 B4 follow-up; XEAKR PR BRIME—HAAIARE B EHMERRRE,

o TR A B KA W EIK (performance): I ATIHRNER, EEGREFR; £&
B EFEFHEIMEM 0.46 A7 0.96 GiB, (EEIFAELIEEMIRIR,

« ubatching.py it K432 5 sporadic Rt (correctness): A& PR BAH out of scope (&

REZH ubatching.py XI#EZEWMIN) , B HF #55586 -3 ; Ve MR, docstring R

BT AZek 0 B EA,

R 5 B

s REE: 1) BEMMTIHE (BFIA bug) : vlim/vl/worker/gpu/dp_utils.py & 2 *
int(num_tokens_across_dp.min()) < ubatch_desc.num_tokens kB ZAZ &, DP f1
BARRIE (40 [64, 128] 3T 128-token E) BHAEASZFFAAESLA padding B9fitA =
A FULL B, BTENZEENIEMMEERD, Tk Laceprndpm BANTHE < B9 <= Ik
E)35$, 2) B rank REEES—KMEZEAELE: _maybe_ubatch_twin %5
UBatchRunner.wants_ubatch. DP #EFiXZEHE—HI¥E (check_ubatch_thresholds
+ get_num_ubatches) , —BEHARK—M, EHBIFE rank @K, B — rank eager’
AT, TR all-to-all R, YRURASBTHEERK. 3) MREBANFELREME
AR GEET: FEIRDIBAEMIMARIZN capture_stream £, B &R E A KR TR
device index &5 cuBLAS workspace Fi#i——PR body PAFLXF A 1L draft “fEEk
REMEFRIARTEWRE; ELEM begin_capturable_run 2254 make_ubatch_contexts
HRS RN EZ B REI, 4) TAMHZ P E RS EAHL: store_capture_output 7
hidden_states / aux_hidden_states / intermediate_tensors A None B A
torch.empty_like B¢, ERAKEIFERAHN warmup BAIRNT; &
create_forward_fn(..., warmup=...) BRBAFAWH AL, HEEEANBRXMRE, 5 B
HE5EEITAT: config/viim.py 7&FF DBO + FULL /&, BRIEER BRI ERRIELLA
EREEARNEA FULL BEZHR—KMME, Qwen3-30B-A3B STUMHIRIFHHM 0.46
GiB #ZE 0.96 GiB, /NEFHBRRITEENRERTZENITE; PIECEWISE MAKIEL
. AP %R PIECEWISE 2B 3 5 UAIFRNREXE, 6) RIEREARR: HEIEEE
GSM8K H#k3mAT (run-to-run Bz 1pp) , DeepSeek-V2-Lite £ 0.3503 5 no-DBO
0.3457 NESZARFESCEN; & B3R “Perf validation is deferred to P4 and needs
cross-node EP”, A PR KRiZtEuE#3E, FULL E#RMNIKE BRIRAEHMILIES &
R SZAE EAR B B LR



B AP 8 VLLM_USE_V2_MODEL_RUNNER=1 #§ DP+EP MoE & (
DeepSeek-V2-Lite, Qwen3-30B-A3B-Thinking-2507-FP8 %) IIE = LAFF 2
—enable-dbo ## FULL CUDA BElIEK, decode ##) CPU & &FTHR/2 5 ML R EFF M
PERIZH %K R X FF uniform batch B MLA B3R mixed batch EAB3%i& it EIER
eager ##tt, EIkEBREIRE ABHSLIEN, EFHASEZHA—AM#ER L
H, EBEFRE, A% BatchExecutionDescriptor B num_ubatches M“{X &$#
R T R (Lis_compatible EXFEHILA) , MRV2 8 dispatch
Y, WRELA (BMEE + BR finish) . UXk DP AFRY (R#EHE dispatch)
FHMWAORK SRR R, BLFrA Y & cudagraph BEREHEREE RIX—%E, XHEPA:
MRV2/DBO E4&i#i#3| P4 AR, DP+EP I# V2 HRE— N BXMHEERBR; tMEL
EIMVEE + HEZHENR (54 commit F 2 NE review FRUIBHER. 2 N2
rebase) 7, FHEAHILAFMEEESET AHRERIEEZ follow-up,

« NFEFRIE: BOHRBRZETE , &HEEREAR bug, £ rank —EMERBAZE , BFH
ALEA, B335 REIE

PEEZS
« PR #50945 [1/2][Model Runner V2] DBO support, eager mode (P0-P2): &< PR B4 E 3

RIE 5 stacked base: A PR EH =z i} FULL B#3K, PR body PAR&“Stacked on top
of #50945",

« PR #55586 ubatching.py itk Ik / #REE (B aoshen02 %) : itibF &
aoshen02 XA PR MR docstring B KB LKA IEGR O R, EEF— DBO R#EZFEWIX
93505 NoneType.recv_hook AAJR.

+ PR #53867 [Feature] [PCP] Support decode-only FULL CUDA graphs: EJ& Model
Runner V2 worker 8] FULL CUDA BT A%, KahRAEERE

vllm/v1/worker/gpu/cudagraph_utils.py. model_runner.py 5 input_batch.py, & PR
R RARE R4 KB EE 2% L Z R —ZF dispatch L,



