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PATHRE

« —A]iE: ROCm FP8 43k GEMM ¥EFEAE NAZ

C WESHE: EE/KEIE, AHEIEESLD ROCm FP8 XM EHK & DSv3 LERIRBH IR
i, BIXERAKFE=ZNMRITAK: (1) At2AMBILAZERMAE _is_bpreshuffled FrEAL

(review R MRFEMWT: ARER + BETWNM) ; 2) At2ARKEMIEFETEME

R (fallback & fault/ HEHEIRE, TREIBAMZ) ; (3) apply_block_scaled_mm
fail-fast B F—3XBIMRRB V4 MBUABBNEZRRE, ERIPGEETERAZTHERE
S HIZTIRBH — R, EIMEIELIZ PR body i2E VLLM_ROCM_USE_AITER_FP8BMM
=0, ITEFEBITEIE mawong-amd IREM V3 TPS ME REETMAGE;, WREELE
FRA, BNEEBARNE LR is_blockscale_bpreshuffle_tuned #iANAKLZR ST, B
L FF B RIE 8 GSM8K/ K E T XUEE., BL MM —4 ROCm MIFER BN (B E tuned/
& tuned. N 2 K JE 128 {234, e8mO0 scale LRXHE=/o%) ,

THRES B

FHHLEE ROCm Lt DeepSeek-V3 2 FP8 block-scaled R BARRL RSN : PR body 84
profiling B78, MLA decode B o-proj £ main 2% £ ck-tile N EE 52us, i
bpreshuffle FRARE 21us, EEJRXHR‘more than 2x slower that of the bpreshuffled
version”, W5 BARE DSv3 1k/1k 3%5 TP8+DPA +4~8% QPS. TP8+EP +0~4% QPS, 3
A GSM8k IiEkEE R+ (0.9477 vs nightly 0.9439) ., [ Bt PR body PAFILEREE
VLLM_ROCM_USE_AITER_FP8BMM=0 FaEFE:E, EB|KXKEX issue #51957 (AITER FP8
BMM #£ data parallel attention T segfault) AR, XHL2 ARSI P i%F
group_fp8_quant(..., transpose_scale=True) NEIZERHA,

SRR

1. Frdh s A3 (viim/model_executor/kernels/linear/scaled_mm/aiter.py) : i
AiterPreshuffledFp8BlockScaledMMKernel, #% & Fp8BlockScaledMMLinearKernel,
is_supported E3#FZHE AiterPreshuffledPerTokenFp8ScaledMMLinearKernel.is_suppor
ted (ROCm + AITER ®[HEFT) ; can_implement 25812 R ERRLE.
activation_quant_key.scale.group_shape == GroupShape(1, 128).
rocm_aiter_ops.is_linear fp8 enabled(). N 5 K ¥8E# 128 . UK
rocm_aiter_ops.is_blockscale_bpreshuffle_tuned(n, k), ¥ 82 fallback &R 7T REft A
fault SERMESEIR, F b7 o ARG R BB,



2. REFRFBE (BX# process_weights_after loading / apply weights) : %&&RARE
R EWAEIE, BIE e8mO0 B9 weight_scale(inv) ER4EN fp32; MEKERER 2D
fp8 B N/K ¥#8 128 B9fZ%#k, H&/EH rocm_aiter ops.shuffle_weight(..., layout=(16,
16)) &#e params.weight, FF&mK torch.nn.Parameter(..., requires_grad=False) (5
ROCm _E DLPack *t Parameter &K —23K) . mIRFME apply_weights F
group_fp8_quant(x_2d, transpose_scale=True) £k A/As, A
gemm_a8w8_blockscale_bpreshuffle, bias FahAEMME reshape EJRF IR,

3. fail-fast 4y (B X apply_block_scaled_mm) : ZASEEEE raise
NotImplementedError, iBARE BRI ILEMRF. FEEHEEA block-scaled AO"X—
faaBAR R, XEX review H _is_bpreshuffled snE A £ ERZIT, HRE T2
WP, BRMNBAEFMNIZ apply_block scaled_mm IRBIERI S B HBEAIEL K IK,

4. EREZIERBGE R (viim/_aiter_ops.py) : _load_gemm_tuned_configs B (gq_dtype_w,
csv_path) B8R (csv_path, filters, key cols), &EF|AIREIZ key cols AEE, #RF|5i%
REEEBIMAEE; check kernel tuned BRABRRE (('q_dtype w', g_dtype w),) £&
BRIEX, ¥EEASH % is_blockscale _bpreshuffle_tuned(n, k), 2B
AITER_CONFIG_GEMM_A8W8 BLOCKSCALE_BPRESHUFFLE_FILE #i& get_gfx() +
get_cu_num() 3&, RBL (N, K) A—BR—REBRERR GPU RE L TR TR
EEER N

5. 3%RFM (viim/model_executor/kernels/linear/init.py) : #3¢ import. A aiter
backend B kernel £4&. #\ & __all_, AN _POSSIBLE_FP8_BLOCK_KERNELS[Plat
formEnum.ROCM] %z &M (HEFE AiterFp8BlockScaledMMKernel,
TritonFp8BlockScaledMMKernel ZR[) ., X—&A B EIFRE L EBRIAER BRTD,

6. MIRGEITEE: ARRAFWIEKEANIRAX M, BIERKH PR body F 8xMI350 Y
bench serve (3% 1-128) . Im_eval gsm8k WL X profiling & ; ZTEHE L EE
VLLM_ROCM_USE_AITER=1. VLLM_ROCM _USE_AITER_LINEAR=1, FFilgiHXxE
VLLM_ROCM USE_AITER FP8BMM=0 3 issue #51957,

R

« vlim/model_executor/kernels/linear/scaled_mm/aiter.py ({3 &R FEF source;
E R core-logic; & AiterPreshuffledFp8BlockScaledMMKernel, is_supported,
can_implement, process_weights_after_loading) : A& PR ByFEAK: Frig
AiterPreshuffledFp8BlockScaledMMKernel, &XRERMAR. AREKIIE. #MA
GEMM AR LK apply_block_scaled_mm 8y fail-fast 84,

« vlim/_aiter_ops.py (&3 AHKEE; 5| source; EH core-logic; F5
_load_gemm_tuned_configs, _check_kernel_tuned, is_blockscale_bpreshuffle_tuned) :
AL RIEZRREERM (filters/key_cols) , g
is_blockscale_bpreshuffle_tuned——"¢ 2T AZRETHE P AU —EKIRIKIE, LREEE
ZRMERTERANAFEAND,

« vlim/model_executor/kernels/linear/__init__.py (13t RAZOEM; 25| source; LR
configuration; &5 POSSIBLE_FP8 BLOCK_KERNELS, all) : ¥t AO: EIFAZMA
aiter backend &4&. __all__, 3##% ROCm block-scaled {&3%%| kB ——X—{TRE
T & EBRIANERAT AN EAL,




XPEGE . AiterPreshuffledFp8BlockScaledMMKernel.is_supported,
AiterPreshuffledFp8BlockScaledMMKernel.can_implement,
AiterPreshuffledFp8BlockScaledMMKernel.process_weights_after_loading,
AiterPreshuffledFp8BlockScaledMMKernel.apply_weights,
AiterPreshuffledFp8BlockScaledMMKernel.apply_block_scaled_mm,
_load_gemm_tuned_configs, _check_kernel_tuned, is_blockscale_bpreshuffle_tuned

KERAY B EX
viim/_aiter_ops.py

LIRRRIZERREERM (filters/key_cols) , FHHE is_blockscale_bpreshuffle_tuned——
TR NZRETHIE T e —HIEKRIE, LREEEZAMKTERNAEAD,

@functools.cache
def _load_gemm_tuned_configs(
csv_path: str,
filters: tuple[tuple[str, object], ...],
key cols: tuple[str, ...] = ("N", "K", "M"),
) -> set[tuplelint, ...]]:
"3 filters IR aiter WML, FIE key_cols AR&ES (RARASHKEHE) . "
try:
df = pd.read_csv(csv_path).drop_duplicates()
for col, val in filters:
if col not in df.columns:
continue # [ CSV B &EERRE, BRI Bk MACERE
if isinstance(val, int):
df = df[df[col].astype(int) == val]
else:
df = df[df[col].astype(str) == str(val)]
return set(zip(*(df[c].astype(int) for c in key_cols)))
except Exception:

return set() # R ELXKEERMA THRAMKEE] , RAA B RERE|IBAZ

# vlim/_aiter_ops.py: class rocm_aiter_ops NEEHES T
@staticmethod
def is_blockscale_bpreshuffle_tuned(n: int, k: int) -> bool:
""(N, K) 2&éa ™+ Ya] gfx / CU 8 blockscale bpreshuffle JAMAEE, "
if not current_platform.is_rocm():
return False
import aiter.ops.gemm_op_a8w8 as aiter_gemm_a8w8_ops

csv_path = (
aiter_gemm_a8w8_ops.AITER_CONFIGS.AITER_CONFIG_GEMM_A8WS8_BLOCKSCALE_
BPRESHUFFLE_FILE

)

gfx = aiter_gemm_a8w8_ops.get_gfx()

cu_num = aiter_gemm_a8w8_ops.get_cu_num()



# 5 per-token BA2FRR: XEBIZ gfx + cu_num HJE, ERE (N, K),
# A E—REMRELRR GPU RELESBFRRALE W
return (n, k) in _load_gemm_tuned_configs(

csv_path, (("gfx", gfx), ("cu_num", cu_num)), key_cols=("N", "K")

)
IR AL

RARERIRER: ERAXRELZE 1 (design, BRIF) : Rohan138 &4 “There's a
_load_gemm_tuned_configs helper, can we use that instead?”; 1E& &#MHa 4% &ML
ST, (B Z&—FEK ‘might become overly complex easily”) , Rohan138 E£
“honestly I slightly prefer the generalization for now ... we'd eventually like to stop
checking them here and have AITER ... just choose the tuned configs or fall back as
needed’, EARMNBAMNAE, FEHNANT EREEZ S MImXEZFE,

« _is_bpreshuffled #3& vs I WK (design, BREFAKZE T ZIES)
BadrBasowid i RiREIZ2E1E AiterFp8BlockScaledMMKernel.apply_weights "z 3|5 1%
REMRE, ZWIHE] can_implement; tjtanaa #&H “better to create a
AiterPreshuffledFp8BlockScaledMMKernel”; BadrBasowid *M% “Creating a separate
class would also be better for logging, since it clearly prints which kernel class has
been selected”, 1EERBMEMEIRILIE, HMEHHE Selected
AiterPreshuffledFp8BlockScaledMMKernel for Fp8LinearMethod 1E 381k,

« V3/V4 EEHME R (correctness, REIFF) : mawong-amd FE issue TFEHFIRE “I'm
seeing garbage output on the former, and it refuses to initialize on the latter (it hits
the not implemented apply_block_scaled_mm)”, #1&7~ main £ #56228 287
sparse-attention indexer & BT 53— IR, fEEER “yes tested on V3 TP8 (note:
vanilla dense v3). Let me also test again”, BAENMEIFEE S LD,

« CodeRabbit/Ruff ISC004 (style, BLZIFF) : CodeRabbit & % 4t tuple W& TR &5
BAMIES, EFE L chore: wrap string literals in parens &£,

« CI 3R#IA (other) : AndreasKaratzas $=EE “I cancelled this build cause like the
other 2 it creates a huge workload for our CI", ZX& PR MMEBF T—1; EEZME
HIAKIKABIE nightly —3
« A _is_bpreshuffled txEMF B IR B Preshuffled RAZE (design): fEE E MR IR N

%25, commit refactor: into AiterPreshuffledFp8BlockScaledMMKernel, & itTi6H
Mt Selected AiterPreshuffledFp8BlockScaledMMKernel for Fp8LinearMethod H &
5 o-proj 37 preshuffled GEMM B9 &L,

BRI ETER load_gemm_tuned_configs (design): R40iE AR A :
_load_gemm_tuned_configs(csv_path, filters, key_cols), _check_kernel_tuned XA
B RAE filters; FHEHY is_blockscale_bpreshuffle_tuned £ R —&#k,

- ;T apply_block_scaled_mm KREZMFEK V4 ¥R K. V3 TP8 i B %
(correctness): PR BE&HE1ZRIGAE R EFRIER; apply_block_scaled_mm 173
A raise NotImplementedError, B iZZEMEKE ROCm #3%&5| R &M, £EHA
block-scaled QK EIAEE < B #2502k Ko



« Ruff ISC004: tuple WRMFES IR FRFEHHE (style): 1EE L commit chore: wrap
string literals in parens &—# &5, HEXARE,

- Cl fasthiAS £ AFIVIE (other): AndreasKaratzas FaAL MK B nightly, BTE
A&, FFEHEKR PR,

R 5 B
o NS

1. BRIAERMRL A REKRE (EY)AmEA) : _POSSIBLE_FP8 BLOCK_KERNELS[Platform
Enum.ROCM] H#HABEKIIE A, RE AITER + fp8 linear ITFE (N, K) eF A%k
%, ROCm AP By FP8 block-scaled BRAKERNLEIFTAZ—REFRRK. 2L
scale iR, bias B2EHET —FELI, KERBIAMLEKST, RKReFNREIEARZ,
BERER—PEEELR GPU/CU B ERIA—K, EHEFEMEETXE,

2. apply block_scaled_mm E#: NotImplementedError: FE#FM3 block-scaled &%k
5%, #HELBRAAD, mawong-amd BEHAME| DeepSeek-V4 E T 3x#1E1
BRAXKE MR (FREREHE) , EXZEEE ROCm LAKAENR A ZREM
ThEEER, B can_implement BRMRITRETTABEIEEZANOBRAT

3. RERMKE 5HFRES: process_weights_after_loading 38 params.weight &H#e &
shuffle FHEIA (FTREAESPEAR S —R contiguous() #M) , (EAL5R
apply_weights 2B params.weight ByE&{2 (HMEM AR, REEFTE. AT H)
HEL2INFFEERNHR,; R e8mO0 scale L FAE3| fp32 3T scale MEHF,

4. RAFBIERAMERSG: mawong-amd REH] V3 TP8 &SR A EM K AR AEZEREIN
%41, i PR B6¥., ZRAELAFE, BETHIREERI, B ILEAKERELIN,
GSM8k # S 184r (0.9477) REUUEE MLA o-proj ZAMYFTA FFN/attention &M E,

5. MR CSV ZARM . R ERMEIREIELER aiter B9
AITER_CONFIG_GEMM_A8W8 BLOCKSCALE_BPRESHUFFLE_FILE, ## gfx/
cu_num A3 ¥E; load_gemm_tuned_configs A2 except BHFIA R EREIZE,
TARZ2HN GREIBANE) , 1B aiter #54% / UG BEZIN R SR A L HREIRES,
TR, BEERAR,

6. TEMUMR: 3 NRSIXELLEREY, FZAENMNEE can_implement 12, RE
shuffle F3R —3& M3, is_blockscale_bpreshuffle_tuned BYiIJE3Z 18, 54 aiter A&
foEMERERDIFAZ, - Fra: APM: R¥ME ROCm (gfxq, MI300/MI350 %&%l) BF
Ja AITER FP8 &kMEBIAF, CUDA/CPU/XPU B2 E2ARZ R, X DeepSeek-V3
2 FP8 block-scaled ##, TP8+DPA RN +4.6%~+8.1% QPS, TP8+EP
+0~+9%, MLA decode o-proj B GEMM M 52us F&ZF| 21us, TTFT/TPOT Rtk E,
KM EIROER (V4 Z KA AER) TTEERE apply_block_scaled_mm &I Joix
B, AZM: %ET ROCm block-scaled FP8 BYBRIAER AT, it (N, K) 5 GPU
A EHEDREEBSE GEMM K12, kernel M FE R ALK TR + BAHL;
_load_gemm_tuned_configs sBAMAE L E ZAE& (W0 blockscale per-token,
mxfp8) TMHETHAAND, BAM: #L T AL AZEARLARRERF. A tuned
config MARMRET EMITR ' NE %R, BXETEEEIFFMERNZEL, A THNBHE,;
EBHE aiter AR REEE TR _aiter_ops.py, AKX aiter BH2IRINE T UksK



=}

/SN0

« RFeARE: ROCm BRMGERERE , ERREMFRMKS , apply_block_scaled_mm R5L
o, ROBERNNIREE | SMERIER MR SR IR

KERBKL

« PR #56161 [Bugfix][ROCm] Create linear layer biases with requires_grad=False: R /&
ROCm %M 2 Parameter/DLPack ARX%E&%; 4 PR EAEH
torch.nn.Parameter(shuffled_weight.data, requires_grad=False) 8li&%MENRE, =
FZREMER ROCm &M RS HAIZEMTE,

« PR #55239 [ROCm] [Bugfix] Route GLM-5.3-Flash MTP through ragged sparse MLA:
R’ ROCm E"RAIKIER / NEREEFEWEAZL WER: AN PR 2K
sparse-MLA BHEME B AFBREEHE, A PR BIRERMKIIEFFIE fallback fault, =& i%BA
ROCm a3 T2 Z 4L Rl ALY X35,

« PR #56098 [ROCm] [Bugfix][Perf] Tune multi-stream shared experts use; wvSplitKrc
fixes: @B ROCm AITER EFMEAMA R, #EN rocm_aiter_ops/ NIZER EZEH|I R
WEIMEEZ, A PR ERKKRS AEM ENKEBE TR —8E# A7 M,

« PR #56228 [PR#56228] (IT#+# mawong-amd &%) : mawong-amd ZERIEA PR Bt
¥ HiZ PR Bk T sparse-attention indexer AR E %, B main L EILK PR &ML
AT, BTRHE main L8 B — RS,



