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5. ¥ EE: A commit (981bcfq) REEPE canonical format id BIAEATIZRETE] config
build MMEE—>k 5K, BEA scheduler Ml FileMapper ¥ multiproc executor Fi&fTF
VLLM BE F FTX2Z4h, BRAESSHEMN KV cache layout % ; BRI ERERTE
O, 1&k3#E commit message A,

R

« vlim/distributed/kv_transfer/kv_connector/v1/offloading/config.py (#ik H#HEE; £
% source; ER core-logic; %5 build_offloading_config, spec_certifiable) : 2GR
DX canonical FIASMEMITZME — full-attention DR AZR AN * BB B E
, ¥ spec_certifiable HEAEHR _layer_mapping miTRHEEHERSER,

« tests/v1/kv_connector/unit/offloading_connector/test_config.py ({&3k HIHEE; 25|
test; A test-coverage; 5 _parallelism_agnostic, _groups,
test_canonical_layout_gate, test_canonical_layout_certifies_v2_model_runner) : iz
BLE: _parallelism_agnostic 3B R EY B canonical/v2 £3k, gate MiRIFE AL RS
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# BHEMR (JE canonical) BT BAEHE FRIFRA RPN ;
# X HiER canonical_layout B HEEH| E R@EN B, F#AERBAED X,
if canonical_layout and not is_parallelism_agnostic:

tp_size = parallel_config.tensor_parallel_size

total_kv_heads = vlim_config.model_config.get_total_num_kv_heads()

def spec_certifiable(spec: KVCacheSpec) -> bool:

"RPHERSE®R, 5 _layer_mapping EESEMEEER ERIF—FK, """
# JE Attention 28 (10 Mamba FRBSER) REEHESFH exact-topology B opaque BRET,
if not isinstance(spec, AttentionSpec):

return False
# 3% token L EMNEREFLRBEARF T AR, EAEINTERTEE,
if spec.kv_quant_mode.is_per_token_head:

return False
# g R A al MLA latent: canonical FaE1E TP BIAREE A —1, "IAIE,
if type(spec) is MLAAttentionSpec:

return (

spec.tokens_per_state ==
and spec.real_page_size_bytes % spec.block_size ==

)
# E— BT type ME BT MLA, XESFRRIESE 0 ER SWA IR MLA,
if isinstance(spec, (SlidingWindowMLASpec, MLAAttentionSpec)):

return False
# 1X full-attention 5§ sliding-window 3X2& head-shard TU#R & =] BE \[ # 4E,
if not isinstance(spec, (FullAttentionSpec, SlidingWindowSpec)):

return False
# FNAR KV head R ELTFE TR rank B shard #k: BE432 head sharding
# (total_kv_heads % tp_size == 0) , H4IE GQA E#| (tp_size % total_kv_heads == 0) .
return (

total_kv_heads % tp_size == 0 or tp_size % total_kv_heads ==
) and spec.num_kv_heads == max(1, total_kv_heads // tp_size)

# ZEIAIE: AN spec AT, BAATEIRINIBEMS L ZE;
# HTARIPEAR gate: o CP fH world_size 18475 T TP UL,
is_parallelism_agnostic = (
len(kv_cache_config.kv_cache_groups) > 0
and all(
spec_certifiable(group.kv_cache_spec)
for group in kv_cache_config.kv_cache_groups
)
and parallel_config.decode_context_parallel_size ==
and parallel_config.prefill_context_parallel_size == 1
and parallel_config.world_size == tp_size

)

tests/v1/kv_connector/unit/offloading_connector/test_config.py

MIREEE: parallelism_agnostic BRI & canonical/v2 3%, gate MiRITE A EERFR
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# IMERESHMN: XEPREEERR THATHHE;
# canonical TRAZ MLA latent 5 full + sliding-window JE-& 4R 33AIE,
# SWA R MLA 5§ Mamba SE&I#3E% (R TTEMSIAME, 5& & opaque BUY) .
@pytest.mark.parametrize(
("kv_cache_groups", "certified"),
|
pytest.param(_groups(_mla_spec(head_size=576)), True, id="mla-latent"),
pytest.param(
_groups(_full_attention_spec(), _SWA_SPEC), True, id="attention-hybrid"
)
pytest.param(_groups(_ SWA_MLA_SPEC), False, id="swa-mla"),
pytest.param(
list(_make_mamba_hybrid_kv_cache_config().kv_cache_groups),
False,
id="mamba-hybrid",

I,
)

def test_canonical_layout_gate(kv_cache_groups, certified):
""Canonical fRZFMAINETHEN;, XEHREELERR THATHEE, "
assert not _parallelism_agnostic(kv_cache_groups)
assert _parallelism_agnostic(kv_cache_groups, canonical=True) is certified
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