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# tests/kernels/moe/test_moe.py
#EBABAENFEELRETEE: CUDA/ROCm A "cuda", XPU A "xpu"
DEVICE_TYPE = current_platform.device_type

@pytest.mark.parametrize("m,n,k", FUSED_MOE_WN16_MNK_FACTORS)
@pytest.mark.parametrize("e", NUM_EXPERTS)
@pytest.mark.parametrize("topk", TOP_KS)
@pytest.mark.parametrize("ep_size", EP_SIZE)
@pytest.mark.parametrize("dtype", [torch.bfloat16])
@pytest.mark.parametrize("group_size", [64, 128])
@pytest.mark.parametrize("has_zp", [True, False])
@pytest.mark.parametrize("weight_bits", [4, 8])
# Bk SFT: RAX WNA16 Triton kernel F & BN, mMERREREEmMEK
@pytest.mark.skipif(
not (current_platform.is_cuda_alike() or current_platform.is_xpu()),
reason="MoE WNA16 Triton kernels require CUDA/ROCm or XPU.",
)
def test_fused_moe_wn16(m, n, k, e, topk, ep_size, dtype, group_size, has_zp, weight_bits):
# MANSSHEMNKEL—ERA DEVICE_TYPE, BRBRLERILH "cuda"
a = torch.randn((m, k), device=DEVICE_TYPE, dtype=dtype) / 10
w1 = torch.randn((e, 2 * n, k), device=DEVICE_TYPE, dtype=dtype) / 10
w2 = torch.randn((e, k, n), device=DEVICE_TYPE, dtype=dtype) / 10
score = torch.randn((m, e), device=DEVICE_TYPE, dtype=dtype)

# 1% weight_bits REITBEF S EMHRELR (& zero-point 5F)
if weight_bits == 4:

pack_factor = 2

quant_type = scalar_types.uint4 if has_zp else scalar_types.uint4b8
elif weight_bits == 8:

pack_factor = 1

quant_type = scalar_types.uint8 if has_zp else scalar_types.uint8b128

# EMLEHY gweight / scales / qzeros BRERAE%AE DEVICE_TYPE L
w1_gweight = torch.empty(
(e, 2 * n, k// pack_factor), device=DEVICE_TYPE, dtype=torch.uint8
)
w2_gweight = torch.empty(
(e, k, n // pack_factor), device=DEVICE_TYPE, dtype=torch.uint8
)
w1_scales = torch.empty(
(e, 2 * n, k// group_size), device=DEVICE_TYPE, dtype=dtype
)
w2_scales = torch.empty((e, k, n // group_size), device=DEVICE_TYPE, dtype=dtype)

# ep_size > 1 TR A RIBLEERER KRS



if ep_size > 1:
local_e = e // ep_size
e_ids = torch.randint(0, e, (local_e,), device=DEVICE_TYPE, dtype=torch.int32)
e_map = torch.full((e,), -1, device=DEVICE_TYPE, dtype=torch.int32)
e_maple_ids] = torch.arange(local_e, device=DEVICE_TYPE, dtype=torch.int32)
else:
e_map = None
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