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PHATHRE
. —A]iE: (85 weight tying ZB& checkpoint 3% Im_head HWEEREFH
- EENE: EFEIE. PR ¥ config BHR" 5 checkpoint SZERAZ BIXIKE F RIFTiRR, A
SRR . BIRAASMHES NRERENRETKRE A ELMIT head, & vLLM RE
MNERZEM LB —REEZURSR, BINE & FE weight_tying.py BIERFMZ 45,
AutoWeightsLoader B84 Bkit 58k canonical HsEi&it, W& RL IR TEHTALEM
#itie,

THRES B

Issue #51063 4% : £46 VLM BEE Mistral3ForConditionalGeneration MR TIE
config #B#T tie_word_embeddings, B2 checkpoint ¥ E5ZH) Im_head.weight #EEBREF

, W EE —EEE OREL MR, PR body BAREYE HARE: vLLM RAE{E config AR
checkpomt, 'a config claiming tied weights against a checkpoint with a real Im_head
silently discards it and generates gibberish's R K@% (config K48 EIE checkpoint
T Im_head) &EBRMIEMEY Im_head,

SRR

1. BEEXMKAD: 7 vlim/config/model.py #3%& maybe_untie_word_embeddings(), %
hf_config.tie_word_embeddings=True B checkpoint_has_Im_head() 3RE True B, ¥
MELS XKE config By tie_word_embeddings EE AN False, Fitx
word_embeddings_untied_by_checkpoint=True fin%k/a XM A,

2. checkpoint #M: 7 vlim/transformers_utils/config.py #3& R @cache By
checkpoint_has_Im_head(), iZER safetensors S¥UTkiE, H|METHEEMU
Im_head.weight B8 KE; repo_utils.py B AE try_get safetensors_metadata,
¥ NotASafetensorsRepoError ¥ A iE R B ER, BHRINIE safetensors SFEMT
BHER,

3. MEBEEGE: #F3E viim/model_executor/model_loader/weight_tying.py,
_get_untied_Im_head #%ERMIEL F EME—H ParallelLMHead 5
VocabParallelEmbedding (Z#ESERH head SREAEZSHEA AL, BEA head &
UnguantizedEmbeddingMethod 3X3EHERR) ; maybe_retie_word_embeddings HEE/E
b CPU LEBIRRE (B ROCm sleep mode FTix& L torch.equal EB5Ei%) , MAENE
FREFRERKESR, FRNEEH KRB heads



4. INERBR|Z BT : £ viim/model_executor/models/utils.py B9 AutoWeightsLoader #ji&
B _get_tied_embedding_params #3223k id BB qualname ByBRAT,
_filter_skipped ¥ AR BBk B4, check_skipped_aliases FEMNELE £ o I Bk
AR LI B canonical S8 EMER, TN ValueError FFiEHZSEHRMEMNL; X
MoE B&H 283X 3E embedding £EFSEARIFAB, B ModuleWithSharedParam s,
Rk,

5. A ERE: 4 50 MERSHFMRFE Im_head Bkid®E4; gemma. gemma?2.
commandr, cohere2_moe. mpt MR YR EET K1 assert
config.tie_word_embeddings, RZFZE config RS B embeddings (GXEAERE
HES Im_head, T)E#E checkpoint 48 head, BIFELRHE) .

6. MERBLE: #F3Y tests/model_executor/model_loader/test_weight_tying.py, BZAEE /
AERE. BN head B%. T checkpoint BEZ=fM¥ & ; tests/models/test_utils.py T
WEEANLRERMEF —K. B canonical B#bEE. 3E embedding £EEZEKMMBZ=K4T
Ao

KX

« vlim/model_executor/model_loader/weight_tying.py (#3k RRE4RE; 5| source; %A
core-logic; 5 _UntiedLMHead, _get untied_Im_head,
maybe_retie_word_embeddings) : FIEAZOITMKAEIR . EALRHEH Im_head 5K
A, MBEZBEHRAETEFTHENEERE, BEMENZS,

« vlim/model_executor/models/utils.py (&3 mn#kg&; 25| source; 2R core-logic; &5
_get_tied_embedding _params, _filter_skipped, _check_skipped_aliases) :
AutoWeightsLoader B3] & Bk LA, BRYA 50 &F5 Im_head Bk ZBHEHAFTH 20
NMrEF R, BMBRBRAZOKE,

« vlim/config/model.py ({%3k MAEE,; K7 source; EA data-contract; F5
maybe_untie_word_embeddings, word_embeddings_untied_by_checkpoint) : ECEE#r
maybe_untie_word_embeddings, F checkpoint TT¥3E#ER config B, ZEEAIIK
BEERBYAN O,

« vlim/transformers_utils/config.py (#£3k BBE TE; 35| source; &M core-logic; &5
checkpoint_has_Im_head) : #3% checkpoint_has_Im_head #FEME$k, M safetensors
TOEIEHIET checkpoint 2 & B4 Im_head,

. tests/model_executor/model_loader/test_weight_tying.py (13 RE4FE; 23| test;
KA test-coverage; 5 UntiedModel, test_retie_only_when_identical,
test_quantized_Im_head_is_left_alone, test_no_retie_without_checkpoint_override) :
BN BEEHTHNEE / AF9X. &1 head 8. T checkpoint & E Rk
FhE 4R,

. tests/models/test_utils.py (B3R nEksE; 5| test; LR test-coverage; 5
ModuleWithTiedWeights, test_module_skip_tied_weights,
test_module_skip_tied_weights_without_canonical, ModuleWithSharedParam) : #M\7%8
AutoWeightsLoader 5% Bkt 4T H8MIR, BFEER canonical #5855 3E embedding £E %
AR ZR M,



XEFE: maybe_untie_word_embeddings, checkpoint_has_Im_head,
maybe_retie_word_embeddings, _get _untied_Im_head, _UntiedLMHead.tie,
_get_tied_embedding_params, _filter_skipped, _check_skipped_aliases,
AutoWeightsLoader.load_weights

R F B

vlim/model_executor/model_loader/weight_tying.py
A OTTIRARSR . EALTHRE R Im_head SHARAN, MBRGHEAEHREEFTHEREE

*RE, EEMEER,

""48 word embedding #fE5 checkpoint LFRNEMF. """
from dataclasses import dataclass

import torch
from torch import nn

from vllm.model_executor.layers.vocab_parallel_embedding import (
ParallelLMHead,
UnguantizedEmbeddingMethod,
VocabParallelEmbedding,

@dataclass

class _UntiedLMHead:
name: str
Im_head: ParallelLMHead
embed_tokens: VocabParallelEmbedding

@property
def weight_name(self) -> str:
return f"{self.name}.weight"

def tie(self, model: nn.Module) -> None:
# HRE FRRAKBIAER, 1B Im_head Bt AH£ZF embed_tokens FAERIIRA

parent_name, _, attr = self.name.rpartition(".")
parent = model.get_submodule(parent_name) if parent_name else model

setattr(parent, attr, self.Im_head.tie_weights(self.embed_tokens))

def _get_untied_Im_head(model: nn.Module) -> _UntiedLMHead | None:
#REAMARLTER: ZESERN Im_head HREEEBSHEE A,
# H get_input_embeddings EARE ZESER L S AF % —
heads = ]
embeddings = ]
for name, module in model.named_modules():



if not isinstance(module, VocabParallelEmbedding):
continue
# 21 head IRETTRITREANNEZFT, BEELEMEMRE T RIE,
# TEAEXBHMAZS MRS, EHibpk
if not isinstance(module.quant_method, UnquantizedEmbeddingMethod):
continue
if isinstance(module, ParallelLMHead):
heads.append((name, module))
else:
embeddings.append(module)

# AL head (W0 MTP) =X B48E BIRER (RIFRAE
if len(heads) != 1 or len(embeddings) != 1:
return None

(name, Im_head), embed_tokens = heads[0], embeddings|[0]

if Im_head.weight.shape != embed_tokens.weight.shape:
return None

return _UntiedLMHead(name, Im_head, embed_tokens)

def maybe_retie_word_embeddings(model: nn.Module, model_config: ModelConfig) -> None:
# RA config # checkpoint TTEXIBIEEN A AEGRET A & Z 5 B4 IK
if not model_config.word_embeddings_untied_by_checkpoint:
return
if (untied := _get_untied_Im_head(model)) is None:
return

# & CPU LELEbE: ROCm FFJ2 sleep mode BHiZ& L #Y torch.equal S B %
if not torch.equal(untied.Im_head.weight.cpu(), untied.embed_tokens.weight.cpu()):
logger.warning(
"The config for %s says the word embeddings are tied, but the "
"checkpoint contains a different %s, which has been used instead "
"of tying. Set tie_word_embeddings=False to silence this warning.",
model_config.model,
untied.weight_name,
)

return

# ME TR A checkpoint RERE T NLREIAR, EFMHEZFHUBKER
logger.debug("Re-tying %s, which is identical to the input embeddings", untied.name)
untied.tie(model)

vliim/model_executor/models/utils.py
AutoWeightsLoader B95| & BIME], BREY 50 &F5 Im_head BIFEHANTL 20 A
BREF R, BMBEARZOKIE,

def get_tied_embedding_params(module: nn.Module) -> dict[str, str]:

"ILEANE YR E B word embedding B & BRETEIEE—NHIL L F, """



canonical = {}
aliased = {}
for prefix, submodule in module.named_modules(remove_duplicate=False):
if not isinstance(submodule, VocabParallelEmbedding):
continue
for name, param in submodule.named_parameters(remove_duplicate=False):
qualname = f"{prefix}.{name}" if prefix else name
# setdefault REFE—MNRILZESH id WEF, FERLSHEANBE
if (first_name := canonical.setdefault(id(param), qualname)) != qualname:
aliased[qualname] = first_name
return aliased

class AutoWeightsLoader:
""EEHNEE: WA checkpoint A E FIRIER L B M ER, "

* skip_prefixes=None, skip_substrs=None, ...):

def __init__(self, module,
# weight tying 21t qualname 38 @ E—/N nn.Parameter
# (30 Im_head.weight 5§ model.embed_tokens.weight) »
# FRMBRESEL S R —hEfE, EibRnkieA+aBER R Ne T

self.aliased_params = _get_tied_embedding_params(module)

def filter_skipped(self, weights):
for name, weight in weights:

if name in self.aliased_params:
# DB A2 5 TR canonical &, MBLERERE
self._skipped_aliases[name] = self.aliased_params[name]
continue

if any(name.startswith(p) for p in self.skip_prefixes) or any(
substr in name for substr in self.skip_substrs

continue
yield name, weight

def check_skipped_aliases(self, autoloaded_weights):
# & canonical ZEURAEME, (Bl checkpoint R4T Im_head.weight) ,
# BERR KU RZFSREIERGML, ROIRE A 2R
for name, canonical_name in self._skipped_aliases.items():
if canonical_name not in autoloaded_weights:
raise ValueError(
f"Weight {canonical_name} was skipped for {name} but never "
f'loaded. This usually means the checkpoint is missing the "
f'weight."
)

PR AL



IsotrOpy (default_loader.py) : #m% config k48E1E checkpoint %A Im_head.weight
, RiZ raise MARZRBEMYE, EA checkpoint TTEEHIEIRF H, hmellor B : &
VIAAXEBAZ R, &®ZXREIn hindsight, yes this is likely a case where we should
not attempt to auto fix. I'll revert this part’s,

IsotrOpy (config.py) : FEEEEIRIZ head &4 Im_head, B ZEXIER T aH EMOE
head &, hmellor @R : ZIFMZ failsafe BIRELZ A, KKR &L
maybe_untie_word_embeddings $#ZRIRE, FSHIRIERERIZR,

IsotrOpy (weight_tying.py) : E#EEMEEN, EXMHETESR? hmellor IRZ: R
AEE warning B2BIINME; & config EMEEEM checkpoint SR HERNRE, FE
4i0t RL F #T embedding 7&1£3%%| Im_head. aoshen02 #aik: “Yes weight will get
updated in RL.”

IsotrOpy 7£1X maybe_retie_word_embeddings M# A\ process_weights_after_loading,
B HBBOEE load_weights B 2%, FERZEDCRAETRAME,

. config R4EZE1E checkpoint & Im_head BB & B 148 E (design): /& revert T
default_loader H 8y maybe_tie_word_embeddings B 48 EZ &,

« checkpoint_has_Im_head B & X head &F 8% (question): A8 Im_head.weight /&
ZEEMN, 1FARAMANEE FE,

- MBEERENIMMES ERE (design): RBEEHEEE, RNRELAHESFHNEE,

- K .weight BN R (correctness): B4k head EEE%, (RERBE T4,

« maybe_retie_word_embeddings 8RR E (design): /EEZRZERAE T RAMNE,

« ROCm _t torch.equal Btz (correctness): tbBRBIERER .cpul).

R 5 o
- NG

« BOMEBEIZEE . AutoWeightsLoader HFTAEBREREMBRMER, 5 MEAERASE
checkpoint IR E# Bk BkiE; B3  check_skipped_aliases Mt Rk, BB ZBEM
&# named_modules(remove_duplicate=False) 8937 )F %5 53554 H| E .o

« BERKFL: checkpoint_has_Im_head RZ& Im_head.weight 5% B X #F
safetensors; GGUF. bin $#&XiRE None £|HiZ4, BEX head £3%%& failsafe
BRITARSE, 1TARE(ERBKIE,

- ERFE: EE torch.equal X Im_head 5 embed_tokens f CPU £ ELtE,
KIFREREAE RN ST ROCm BEEIREET cpu() FE, EFENAY
hFERT,

- KEEFE: 70 NXH. 4 50 &FE5RIFEEMIR, EABEEXAEIRESE A NT
BEEY3; gemma & 5 MERI LR assert J7, RYPE config BT AR
_get_untied_Im_head # A 2| head BEIFEREELZ,

« EIRIEXZEM: NotASafetensorsRepoError ME Z IR KA AR, " EER MBES M %
iR TR,



« AP 88 Mistral3ForConditionalGeneration & £S48 7 i B ELAD =] &4 ;
Qwen3-0.6B 474 Im_head 8 checkpoint @ EH M EHEIKERE; config 5
checkpoint A —ERBT45 H BA R & £ i JEFE BREE 1R

« RGN FrABEARRENRBIZIT AR USR] weight_tying.py, EEFEERTER
F5 Im_head Bk3IF1E, B IEXEHRT Transformers B9
PreTrainedModel.tie_weights,

- BEBAM: A GGUF SR ¥ 3F335E tie_ word_embeddings JBEL (IsotrOpy i H31RE|)
, BEESERBEARAN; FEX0E 70 XHERaIIANEETE, URILEB LA TRE
B TOEIE IR BR AR R

« NFEFRIE: BOMEBREAEE | B 70 XHAREEKS) , &K checkpoint THIER L ,

g2 ENRELLR . JE safetensors BEEIRIEX T

RERIREE

- LA EKREX PR



