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- WESME: EEKILZ, EAXE _mark_model_components Lt TXEEES
_pre_trained_model_classes ZHMEEH N, UKRIZEEELLIE image/video [
encoder BYIRIT; XAMRITHELSESER T IFFEEEEME, RRZENTE
apply() ARIe WK 5 =T AE A SR B9 FeAE R L

Th RES EAL

I PR 448 #51408, BARZEME Transformers modeling backend B9 #4&5#42, PR
body & ILAT -—-mm-encoder-only 1 —limit-mm-per-prompt <modality>=0 J3kE IF Bkit x¢
RNEBIIRE, FHM encoder HIVE torch %mi¥ (compile_mm_encoder #HEZmES N EE
encoder) ., EIRGEZAEAFYE: get prompt_updates IRE None {75 B3R [E
Sequence[PromptUpdate], BEE apply() Bkt T &8 placeholder/item count ¥4,
_split_embeddings SEFBRIE RS ART encoder #iH, BEXEEMEN TiLZEHREZES
HETATARTEA. KIKA2 0T,

SRR

1. SIANBEFRIEHLE (contextmanager) : FE vlim/model_executor/models/transformers/
base.py H#H# mark_model_components(viim_config) E FTXEHEE (Base ¥ AT
, MultiModalMixin &%) , #& init_ FHABEZE AutoModel.from_config RA, 1&
FAEIRFE B 22 AT BR e A ARIC A Bk ; RBHE from_config_kwargs $ZEXUA
_from_config_kwargs cached_property % &% —HF XNE .

2. Z—HEREEON: F3E PreTrainedModelClasses(NamedTuple) #% decoder ZfnigiE
A8 encoder 2£; pre trained_model_classes cached_property #3¥ 8K
AutoModel.from_config (meta &%) [RI3IRER decoder & encoder 25, &RER%L
_get_decoder_cls #a _get_encoder_cls & B3 disposable =R BHIE, KR oA E
REEM 3 ORFEA 1 2R, _decorate for torch compile BRAMERIZEHFE R, HXEFXTM
encoder W torch compile %4 (L EEBRWAEE EIF) .

3. ZESKZME: £ viim/model_executor/models/transformers/multimodal.py #, ¥
_is_video_model &% —AN get supported_modalities() (ETF audio/image
processor M, R ZIFEIREE) :  get prompt updates BAKRE [] B IE docstring
o apply() #F3E5 LR SN placeholder FEMKIE; split_embeddings X3EZ / BMriT



AHE4L; _embed_audio/_embed_vision E&Z X _process_audio_input/_process_ima
ge_input, embed_multimodal 3RE []; get_max_image_size XA
get_image_size_with_most_features #3RE ImageSize KR, FricBEF, X ZIFFE
A5 limit-mm-per-prompt BXX &, BREBTERLE GB% all(limit == 0) AR EHES
R[E 999 m£RK) ; skip_tokenizer_ init BBk ARIE (6 tokenizer To3%3RER processor)

[}

4. MRELE: & tests/models/transformers/test_backend.py ®#3 MarkingStub (A&
MultiModalMixin 5 Base B9 X7 %) #7 build_marked_model 3HBhF3E, FT3E
test_tower_weights_skipped_when_modality_disabled (H
llava-hf/llava-onevision-qwen2-0.5b-ov-hf 3&iF image=0 B vision tower #E&# A
StageMissinglLayer) A& test_marking_skipped_without tokenizer (3&iET tokenizer
RASKK, BEREREME) .

REEF:

« vlim/model_executor/models/transformers/multimodal.py (3 R E; 27| source;
2 core-logic; 5 _get_supported_modalities,
get_image_size_with_most_features, _find_encoder_classes,
_mark_model_components) : ZRESEZZOHF: #F3E _mark_model_components #
ST TR, Z—ESKEME] _get_supported_modalities, &£
_get_prompt_updates 4. apply() GAMFRIE. _split_embeddings B4, S
encoder torch compile, #E# encoder iFM,

« vlim/model_executor/models/transformers/base.py ({&3k #HRE: FK5| source; EA
core-logic; 5 PreTrainedModelClasses, _find_encoder_classes,
_mark_model_components, _from_config_kwargs) : EisELEM: i
PreTrainedModelClasses. _mark_model _components T X&EIEEE,
_from_config_kwargs 5 _pre_trained_model_classes &%, ¥ class MM 3 RAER
2R 1k, Hik _decorate for_torch_compile — 4 & EHER,

. tests/models/transformers/test_backend.py (iR A2, HKF| test; LR
test-coverage; 5 MarkingStub, build_marked_model,
test_tower_weights_skipped_when_modality_disabled,
test_marking_skipped_without_tokenizer) : ¥3EAARITHFMIR: MarkingStub A&
EE 5 Z RS Mixin BIFRICEE, IiE image=0 B vision tower #E#HA
StageMissinglayer, BAKRT tokenizer Bt 2[R,

X85S _mark_model_components, _find_encoder_classes,
_get_supported_modalities, get_image_size_with_most_features,
_pre_trained_model_classes, _decorate_for_torch_compile

KERAD B

viim/model_executor/models/transformers/multimodal.py

ZRESRBRZEZOME: ¥ mark_model components IZIESIRIBIEFAESE, S— SN
3| get supported_modalities, &£ get prompt_updates A, apply() SALFREE.
_split_embeddings 4. E# encoder torch compile, #EH encoder ZEFEM,



# vllm/model_executor/models/transformers/multimodal.py
# Z—FENER L FNES: 288 _is_audio_model” / "_is_image_model” / ~_is_video_model®
# =R E S HUr, BLAEUKRSKA—NMAE, fRIE limits A1 max tokens &AL A R — 1R 418,
def _get_supported_modalities(self) -> list[str]:
modalities = ]
if self._is_audio_model():
modalities.append("audio")
if self._is_image_model():
modalities.append("image")
if not modalities:
raise ValueError(
f'{type(self.get_hf_processor()).__name__} exposes neither an image "
"processor nor an audio processor, so the Transformers modeling "
"backend cannot serve this model as multi-modal."

)

return modalities

# 7£ ~AutoModel.from_config™ BIZAERHA B FRICIE = B 5 SAESIE TR,
# Base B AZEH, XERIE limit_mm_per_prompt™ JREFREIZE B SRR
# “StageMissinglayer™ (BkLREARFL S EMER)
@contextmanager
def _mark_model_components(self, vlim_config: VlimConfig):
# XHOESAMES limits BRR & : “get_limit_per_prompt™ Xtk38E 8
# HEARE 999, BH#E Call(limit == 0)° KEARRIL, FIK “image=0" %k
with ExitStack() as stack:
if not vllm_config.model_config.skip_tokenizer_init:
for modality in self._get_supported_modalities():
if vllm_config.model_config.get_limit_per_prompt(modality) ==
model_cls = self._get_encoder_cls(modality)
stack.enter_context(
self._maybe_stage_missing_layer(model_cls)

yield

# ENEMESKNB encoder 2: HF B “get_encoder™ & “hasattr™ #,
# image 5§ video TRERER —NE, FIAXBRELKEHELE,
# % image=0" RMALIAEE, W% torch compile EME N PR,
def _find_encoder_classes(
self, model: PreTrainedModel
) -> dict[str, type[PreTrainedModel]]:
encoder_classes = defaultdict(set)
for modality in self._get_supported_modalities():
cls = type(model.get_encoder(modality))
# & encoder SERAEFERAE (W Emu3. granite-speech) , HF To3EX 4,
# MEFZES, RIFRCEERRBEAMER,
if cls is not type(model):
encoder_classes|cls].add(modality)



return {
next(iter(modalities)): cls
for cls, modalities in encoder_classes.items|()

}

vliim/model_executor/models/transformers/base.py

JEuR LR EM: F PreTrainedModelClasses. _mark_model components £ T XEFE 8,
_from_config_kwargs 5 _pre_trained_model classes &%, ¥ class MM 3 SRAER 22
R 1R, ik decorate for torch compile Z— 4B EHFLEE,

# vlim/model_executor/models/transformers/base.py
# —RENEREF| decoder EfnEMESH encoder 2,
# BRJR% ~_get _decoder cls™ / °_get_encoder_cls™ & BME—RIER BMHOE
# BRMEM 3 2k “AutoModel.from_config™ &R 1 2R,
class PreTrainedModelClasses(NamedTuple):
decoder: type[PreTrainedModel]
encoders: dict[str, type[PreTrainedModel]]

"""Modality -> encoder class, for each modality that has one.

class Base(nn.Module, VlimModel, SupportsQuant, SupportsLoRA, SupportsPP,
SupportsEagle, SupportsEagle3):
# EAER B R MBS TR T, SES Mixin RBE A X,
@contextmanager
def _mark_model_components(self, vlim_config: VIimConfig):
"""Mark language model and tower submodules as “self.model” is created.
Nothing to do in "Base”, “MultiModalMixin~ will override."""
yield

@cached_property
def pre_trained_model_classes(self) -> PreTrainedModelClasses:
""Decoder £5&MEL encoder 2, ¥ERBR—N— KM meta ER, "
with torch.device("meta"):
model = AutoModel.from_config(**self._from_config_kwargs)
model_classes = PreTrainedModelClasses(
decoder=type(model.get_decoder()),
encoders=self._find_encoder_classes(model),
)
del model
logger.debug("Identified model classes as: %s", model_classes)
return model_classes

tests/models/transformers/test_backend.py
FrIGAAFRICH MR . MarkingStub A& EE S5 Z S Mixin BIFRIEEE, BIF image=0
B vision tower #E# A StageMissinglayer, WX T tokenizer BHR 2R,

# tests/models/transformers/test_backend.py
# AE/NHEEA S Base 5§ MultiModalMixin BIFRITIEEE, BHRMBTE vLLM ER,



class MarkingStub(SupportsMultiModal, nn.Module):
"""Just enough of the backend to exercise component marking.
_mark_model_components = MultiModalMixin._mark_model_components
_find_encoder_classes = MultiModalMixin._find_encoder_classes

_from_config_kwargs = Base._from_config_kwargs
_pre_trained_model_classes = Base._pre_trained_model_classes

# EAMTE T XAME HF RRHRE, ETEE tower BEH S,
def build_marked_model(image_limit: int, skip_tokenizer_init: bool = False):
model_config = ModelConfig(
model=MULTIMODAL_MODEL,
model_impl="transformers",
limit_mm_per_prompt={"image": image_limit},
)
# ModelConfig M A& EE tokenizer, WME/ER B ZBE M LUEM Bk w441k,
model_config.skip_tokenizer_init = skip_tokenizer_init
stub = MarkingStub()
stub.config = AutoConfig.from_pretrained(MULTIMODAL_MODEL)
stub.model_config = model_config
vlim_config = VIImConfig(model_config=model_config)
with stub._mark_model_components(vlim_config), torch.device("meta"):
stub.model = AutoModel.from_config(**stub._from_config_kwargs)
return stub.model

# image=0 B¢ vision tower NAEARITA StageMissinglLayer; image=4 BHEIFRAE,
@pytest.mark.parametrize(("image_limit", "skipped"), [(0, True), (4, False)])
def test_tower_weights_skipped_when_modality_disabled(image_limit, skipped):
vision_tower = build_marked_model(image_limit).vision_tower
assert isinstance(vision_tower, StageMissinglLayer) is skipped
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% PR B review i8RV : &3F#F DarkLight1337 (Xt Cl 3FE#ZE#E, claudelbot] EE
fork PR B #FEWEA, EEMRITRERILE PR body B9 Notes ¥, ®3E: HF 89
get_decoder/get_encoder BETHIERAM hasattr TN, RAEREEN, RAHEE—R
MEE) meta A image 5 video B encoder &R &N E—12E, EibARITHR torch compile
BAIMEROMIZ L ELE, TN image=0 TTEERMIAINIL. support_torch_compile KR A FX
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1. BEIREZRTE: Base.__init_ IELE _mark_model_components £ T XAB|ZZER,
BETFNEHEE cached _property #; & find_encoder_classes XE iR g9 RN 45
RERFEE (Blin HF X E—33RE image/video WER) , TRESBIERE R B = 4w
BFEIMES,

2. fTANKE: apply() #38 placeholder ZERL, EMBAMKBEMITA (HFHRES
item BAR—3K) B9ER KB E X processor MESM RuntimeError, BT BEHN#ER
PEREIR,

3. skip_tokenizer_init f&%%: T tokenizer BtARICHEEIRBkN, EekE
—-mm-encoder-only FR&EZIZR T ALK EREEFME) , XERAENERE
RETE A P (R 309 PR 25 38

4. _split_embeddings B4: MEBRER / BMRAEE, THEZFZNHAIEEENETREE
B ERPRBZITAN, BESBIMES,

5. MERARFIPERAERL . FEMRE A llava-hf/llava-onevision-gwen2-0.5b-ov-hf, ZR %
ol R A MR, EBRANEZR ClI R TRIRE, - ¥ '™ Transformers
modeling backend MR ZESMER AR/ —-limit-mm-per-prompt image=0 3
ESEERNERE, BOEESAfAmEEE,; SHER RS torch compile X FF;
R TTARREM 3 KBRA 1R, RREABIEE, TAUKRE (placeholder RE)
TR SRR IR, BERERERM, XNHEME, % PR AERESLNXIF (W0
A, SMEES) EET EARBRNAIRCEM, - RERID: BHRIREZTE , TAK
RE[REBRIR IR A M |, skip_tokenizer_init BB , MERRF /SRR

RERIREE

« PR #51408 [1/N] Harden Transformers modelling backend multi-modal path: 7 PR BH
HadrE Continues from #51408, ZZASMNE —Hn, —FHMKR—NE BireELSK
o

« PR #49797 Fix Gemma 4 for upcoming Transformers version: 3 & Transformers
modeling backend BY3EECLS nig (RAZEM I, config &38) , 5K PR AEZ/EHN
TEFKL,



