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@classmethod

def check_runner_kv_caches_multi_layer(cls) -> None:
Check whether the platform's ModelRunner can handle multiple attention
layers that share the same layer index (e.g. cross attention and self
attention in the same decoder block of an encoder-decoder model such as
BART).

Platforms that have verified that their ~ “runner_kv_caches™ " is not
impacted by this case should override this to a no-op. Otherwise the
default implementation raises ~~“NotImplementedError™ .

# BN EEME, ERXRFEEAFAIFLZARABHEERINGR,
# out-of-tree FE T EEA no-op LB ER.
raise NotImplementedError(
"Multiple attention layers with the same layer index are not "
"supported on the current platform."

)
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for layer_index in sorted(index2name.keys()):
layer_names = index2name[layer_index]



if len(layer_names) > 1:
# BAIZE . encoder-decoder #7 (#1 BART) %, [E— decoder BH
# cross attention 5 self attention AR E layer_name BE£ZR—E K3,
# WER BTATF NAMBLLTED, Bt BRARNEEREDES,
current_platform.check_runner_kv_caches_multi_layer()

for layer_name in layer_names:
runner_kv_caches.append(kv_caches[layer_name])
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