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[Rust] [Benchmark] Load HF datasets from parquet shards via hf-hub, fixing truncated-cache
sampling
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A PREET Rust il viim-bench B9 HF BIBEMIRB —NERRE RN BEEHREST
A% dataset-config-split FIZH JSON BRI, THHEE —KBITHIERERRT, BLEIERKE
Z IR A IS ERE R AT X (GSM8k 1Bk 1319 £52FrRH 100 &) ., ke, $IBHKA
#3t hf-hub M dataset-viewer B parquet 2K FTHEIARE HF hub &7, ZHBEMNELRTE
shard, MEEKSEE parquet footer ME NIREE; RN AMAKIBEITIERE
parquet/JSON/JSONL XL IELR, FHIEXFIEXSE Python viim bench serve 35, &3
BIF S review B (brotli codec. "default" config i X) HERERRTHBE,
BugenZhao #t>EE& XN,

heeS shtl
PR body PARA#EIR T XANNERBRD XA bug R E:

HF datasets were cached as JSON snapshots truncated to the row count of
whatever run happened first... requesting the full 1319-prompt GSM8k test split
yielded samples=100 requested=1319 + skipping dataset oversampling, so the
benchmark ran on 100 prompts while claiming to be a GSM8k run.

X1k benchmark Rk EBXEUEN, WM /rows D TUEDRE XA R XA parquet

SHAOKBEEAR, MEZERASTBKEAN, EMAZORNEZE: EERNELTBIRKBET—

EIBATHIRR AR/ IN—Ta3BEGF BN " EHRABRARE " TR " AT shard", MR EBEMRE
B,

SEIAFAR

1. BEEAREM (hf_dataset.rs) : BB ZE X cache_dir(). sanitize_name() 5 JSON &
BEE, WKHAZ hf-hub FTHRBIAFE HF hub 2% ($HF_HOME/hub) , 5 hf download.
Python huggingface_hub X%,

2. £H42: parquet 2 KB (hf_dataset.rs) : convert_parquet_shards %|H
refs/convert/parquet revision B9 F, % SerializedFileReader #LE,
Row::to_json_value() 24 EEA ColumnFormat serde_json FIRME L partial-{split} (
>5GB #iE%) DR RERE L,

3. ERERAR: FAEEIEERAE XML (hf_dataset.rs + hub.rs) : /info &JKET,
native_data_files 5 select_native_files fEBAFTIEEY HubRepo::list_files() &2 main &



T XM, % top_level_dirs config B &5 path_matches_split split 494 4 ILED
* parquet/*.json/*.jsonl; dataset_with_revision X 3FFEE revision,

4. FHFEIEXXFF Python (hf_dataset.rs + benchmark.rs) : download_hf_dataset $1%&4
UK seed/disable_shuffle, % F 1% seed #T&L (Wi datasets JE streaming shuffle) ,
BRI % 2 & num_rows_needed fTHA R JEEIE; benchmark.rs
load_hf_dataset i AMERIREA entries M &,

5. INEEER % — (hf_dataset.rs) : token fEMTEXN HF_TOKEN IfEZ Eh%.
hf_hub::Cache::from_env().token() ¥J&, discovery 5 F#3ItH,

6. BLE S5 XHSBLE: workspace 5 bench crate 5| N\ parquet (default-features = false,
Jo arrow &#i, review 55T brotli £ codec feature) ; Cargo.lock +133 /&K
: README f8IE --random-range-ratio 3 BHE X, AGENTS.md B FriEsribiR,

MIRELE: REIIONIRA M, F cargo test -p viim-bench (148 passed) 5 #[ignored]
M &M, test download_gsm8k. test native parquet P T R EEEL,

rust/src/bench/src/datasets/hf_dataset.rs

PR Xt EETEHREL, MR JSON REELEE, 3 parquet 2 FiRER. RAE XA
5 XX FEE,
// rust/src/bench/src/datasets/nf_dataset.rs —— HF $#IEETHIAD (K& )

// SPDX-License-Identifier: Apache-2.0
// SPDX-FileCopyrightText: Copyright contributors to the vLLM project

use std::path::Path;
use std::sync::Arc;

use parquet::file::reader::{FileReader, SerializedFileReader};
use rand::rngs::StdRng;

use rand::seq::SliceRandom;

use rand::{Rng, SeedableRng};

use super::SampleRequest;
use crate::error::{BenchError, Result};
use crate::tokenizer::TokenizerKind,;

/Il T HF 3L, RELTEHEMIEES XHBEZ,
/1]
I ATHIER B2 hf-hub FTEHIIFRE HF hub 7% (C$SHF_HOME/hub®) B9%dE X
/Il %R dataset-viewer B “refs/convert/parquet™ &4, FTNRE main 4%k
/1] B9JR & parquet/JSON/JSONL X4 (dataset viewer RACFEEFAA $IBE A I ERIR) o
Il 2 RIFF% “seed” 3TEL (FR3E “disable_shuffle™) , FHEIES 2 1
/Il "num_rows_needed” BI4T, £ TR KM ISREEBE A SUATRA 2R & SR,
pub async fn download_hf_dataset(

dataset: &str,

subset: Option<&str>,

split: Option<&str>,

num_rows_needed: usize,



seed: ub4,
disable_shuffle: bool,
) -> Result<(Vec<serde_json::Value>, String, String)> {
let encoded_dataset: String =
url::form_urlencoded::byte_serialize(dataset.as_bytes()).collect();

let mut client_builder =
reqwest::Client::builder().timeout(std::time::Duration::from_secs(120));

//' 5 hf-hub FTH—BEAIEEER: HF_TOKEN IRZEEML, HRi
// ~hf auth login™ 5 A\ token X, BbAT discovery RINIFREE,
/| SREBEFEREFRELTENAF AR gated HRFERELIME LK,
let token = std::env::var("HF_TOKEN")
.ok()
filter(It] t.is_empty())
.or_else(ll hf_hub::Cache::from_env().token());
if let Some(token) = token {
let mut headers = regwest::header::HeaderMap::new();
let header_value = reqwest::header::HeaderValue::from_str(&format!("Bearer {token}"))
.map_err(lel BenchError::Config(format!("Invalid HF token: {e}")))?;
headers.insert(regwest::header::AUTHORIZATION, header_value);
client_builder = client_builder.default_headers(headers);

let client = client_builder
build()
.map_err(lel BenchError::Config(format!("Failed to build HTTP client: {e}")))?;

/] #BHT config 5 split: WEHRE NA KB /info XIIAH;

/] BN /info ZILEA configs 5 splits, A EIBERME viewer

/] AEIBENZIARARIK, SEREXHLINERER,

let (resolved_config, resolved_split) = if let (Some(cfg), Some(spl)) = (subset, split) {
(cfg.to_string(), spl.to_string())

} else if let Some(info) = {
/... (/info BERGREEMNT, BE)
None

H
/] ... (3% /info %R HT resolved_config / resolved_split, B&)
unreachable!()

} else {
/] ... (B8 config/split BIRRHT, & review ¥ "default" B X EYALIE, BE)
return Err(BenchError::Config("cannot resolve config/split".into()));

Il BEERE (RRFEZI) -

/] 1. convert_parquet_shards: 3|H refs/convert/parquet revision B F
!l (& >5GB #IEEMN partial-{split} @ F) , ENZ SerializedFileReader
/] B, % seed FTELEER&EZ 2 * num_rows_needed 4T;

!l 2. & parquet FHBEE native_data_files + select_native_files By



/l JREX AR IEER;
// 3. Row::to_json_value() "B45BEA serde_json A& MEL (ColumnFormat) o
let _ = (client, resolved_config, resolved_split);

[y —4

unimplemented! ("2 I, convert_parquet_shards / native_data_files RA2")

}

rust/src/bench/src/hub.rs

HAAE T HERE B LEIMIHE dataset_with_revision 5 list_files B8, ZFAHFKIELEER
BRAR A9 E A,

// rust/src/bench/src/hub.rs —— hf-hub S&EAIME (F3EREAH)
// SPDX-License-Identifier: Apache-2.0
// SPDX-FileCopyrightText: Copyright contributors to the vLLM project

use std::path::PathBuf;

use hf_hub::api::tokio::{ApiBuilder, ApiRepo};
use hf_hub::{Repo, RepoType};

/l/ 3t HuggingFace Hub ©EMAIM, TEHRE—E hf-hub HWEEEHE
/// C$HF_HOME/hub™) , 5 “hf download™ #1 Python “huggingface_hub™ & i&,
pub struct HubRepo {

repo: ApiRepo,

impl HubRepo {
pub fn model(model_id: String) -> Result<Self, String> {
Self::new(Repo::model(model_id))

pub fn dataset(repo_id: String) -> Result<Self, String> {
Self::new(Repo::dataset(repo_id))

/I VAF8E revision ITFEIBESE, FAT T dataset-viewer By

!/l “refs/convert/parquet™ B IS H,

pub fn dataset_with_revision(repo_id: String, revision: String) -> Result<Self, String> {
Self::new(Repo::with_revision(repo_id, RepoType::Dataset, revision))

fn new(repo: Repo) -> Result<Self, String> {
let mut builder = ApiBuilder::from_env();
if let Ok(token) = std::env::var("HF_TOKEN") {
builder = builder.with_token(Some(token));
}
let api = builder.build().map_err(lel format!("Failed to init HF API: {e}"))?;
Ok(Self { repo: api.repo(repo) })



I T (RNEFRE) SEFHEANM, AESR hf-hub /&K HF_TOKEN

/Il HBF token AERLFE,

pub async fn get(&self, filename: &str) -> Result<PathBuf, String> {
self.repo.get(filename).await.map_err(lel format!("{e}"))

}

/1] 3| EFEZ revision FHEIFHERZR, HAERIBEENERE

/1 parquet/JSON/JSONL X% 304 A .

pub async fn list_files(&self) -> Result<Vec<String>, String> {
let info = self.repo.info().await.map_err(lel format!("{e}"))?;
Ok(info.siblings.into_iter().map(lsl s.rfilename).collect())

}
}
PPI6 B R4

"Enable Brotli before accepting arbitrary Parquet shards... SerializedFileReader will
reject it because default-features are disabled and the brotli codec feature is
omitted here. This regresses those datasets from the previous /rows path..." (
chatgpt-codex-connector, P2)

"A safer fallback would be to error out (or warn explicitly) when multi-config layouts
are detected... the opposite of the PR's stated goal of failing loudly instead of
silently returning wrong data." (claude[bot] %F "default" config EI3R)

"It correctly includes those shards rather than skipping them, so the split's row
count isn't silently truncated there." (claude[bot] *TF partial-{split} 2k, FIATIR)

FES AR (brotli codec. config LX) #¥#EER ab58bb3a —XME L, BugenZhao &
KU H LGTML,

K65 2P

« EVARPE: read_parquet_rows METMIHNESAE TR R
select_native_files B9 & B & ANAHHE® MO & 7] RE1R %6 X4

« FAEMNRFK: num_prompts < split size BRFAIRFETEEZWL, 5HE Rust bench R R
AEEXNL; 2% split RZEWH,

« RERA: parquet BREAEZBIRI (thrift. snap. 1z4_flex. brotli) i iFRKE — 34l
N2

c MIREZ: LI IINR X, *BEEEIRRE #lignored] MAMR, FA CI 4N,

« EERM: benchmark FIEATEEEZFRA, REFMBENA 14 RAOTURRABRRSRT
. (GSM8k »in#k 1.2s) , 5 Python SZI3R token X5F (77527 = 77527) &

KEXRBKZ
PR body Eah#EE T H XipyH M PR:

« #50277 (draft) : {& datasets-server endpoint FIECE U X &4 KE, 5K PR &
hf_dataset.rs AXAME; A PR 8y shard T3 (REAL) B3&f& HF_ENDPOINT, #



e ZAk,

« #49641: 155 Python loader B B& —hf-split BR&, ER—3NEEL (HF 3%k3E& ML)
Python fll*t R,

« #51104: Rust Z# ShareGPT, PR body #iA5 hf _dataset.rs TEZ,
EEHAROER E (W0 #53054 Rust Rk HY3 parser. #52892 F protox &# protoc)
, TXEE Rust ABRETREES. KBRERSITAXNST Python SEI EAIFEZA,; K PR
ZHY "benchmark #HEFETEE " X—IFHNXBEEE,



