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2. &% vlim/model_executor/models/Ifm2_siglip2.py:
« J% Siglip2VisionEmbeddings ##] patch_embedding A nn.Linear 5
ReplicatedLinear, £ input_size #7 output_size £%%, return_bias=False,
« & A ReplicatedLinear,
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GPU model runner Jlix, (%0 test_set_active_mm_loras_builds_tower_and_connector_
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# vlilm/model_executor/models/Ifm2_vl.py
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class Lfm2VLMultiModalProjector(nn.Module):
def __init__(self, config, prefix: str = ""):
super().__init_ ()
self.use_data_parallel = is_vit_use_data_parallel()

in_channels = config.vision_config.hidden_size * (config.downsample_factor**2)
self.factor = config.downsample_factor
self.projector_use_layernorm = config.projector_use_layernorm
if self.projector_use_layernorm:
self.layer_norm = nn.LayerNorm(in_channels)

# ¥ nn.Linear &4 ReplicatedLinear, #1%%E 7 # LoRA HE Xk
self.linear_1 = ReplicatedLinear(
in_channels,
config.projector_hidden_size,
bias=config.projector_bias,
prefix=maybe_prefix(prefix, "linear_1"),
return_bias=False, # fRIFXKERY, ETELEE
)
self.act = ACT2FN|[config.projector_hidden_act]
self.linear_2 = ReplicatedLinear(
config.projector_hidden_size,
config.text_config.hidden_size,
bias=config.projector_bias,
prefix=maybe_prefix(prefix, "linear_2"),
return_bias=False,



def get_num_mm_encoder_tokens(self, num_image_tokens: int) -> int:
# ML token 2k = B{Z token %k x downsample_factor?
downsample_factor = self.config.downsample_factor
return num_image_tokens * downsample_factor ** 2

def get_num_mm_connector_tokens(self, num_vision_tokens: int) -> int:
# IR token I = WAL token F, + downsample_factor?
downsample_factor = self.config.downsample_factor
return num_vision_tokens // downsample_factor ** 2
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# vlim/model_executor/models/Ifm2_siglip2.py

class Siglip2VisionEmbeddings(nn.Module):
def __init_ (self, config: Siglip2VisionConfig):
super().__init_ ()
self.config = config
self.embed_dim = config.hidden_size
self.patch_size = config.patch_size

# A Replicatedlinear, Fi1ZE"# LoRA BB LI fnik
self.patch_embedding = ReplicatedLinear(
input_size=config.num_channels * self.patch_size * self.patch_size,
output_size=self.embed_dim,
return_bias=False,

)

self.num_patches = config.num_patches

self.position_embedding_size = int(self.num_patches ** 0.5)
self.position_embedding = nn.Embedding(self.num_patches, self.embed_dim)

b R
review FEEZI T T U THA

« MIRRFTEE) LFM2 ERBMRXME: linitra24 32 XA R tests/models/multimodal/processing
/test_Ifm2_vl.py, fEZENEMIR, HIEHIXESER LFM2 TRBH token ITEFIR., &
token fni&R/ 88 LoRA ®ENS, BIVAMIANE 38 A BATHE,

« ¥ Siglip2 patch & EHIKA ReplicatedLinear: linitra24 18] Ifm2_siglip2.py # 8
patch_embedding 2 EHWEEZER, FERIABER, EAZEEA nn.Linear TiEWK
get_supported_lora_modules() 3, #¥#A ReplicatedLinear R4 LoRA &, [
RRBRE. REFHEMR. REKERIRM TP EX,

- BIER LFM2 TFRMERA XA (testing): MIRXAEMIR, (FEAKIAEZRT LFM2 TEIE, B
A MRS B 2= 38 A Bk,

- Siglip2 patch & EMN A ReplicatedLinear (design): /E& 5 Z 2R
ReplicatedLinear, fRE TIRE. Z#fo TP 1EX,



R 5 B

- QF&:

1. fTHEKZE: ¥ nn.Linear B#A ReplicatedLinear " REBR T AER BUEABEAT A, LHEY
return_bias=False B, BRRAMEEFEREETHE—KMENR, (ERBITEEEKNMR,
FEBEREANRK,

2. MABHERD: WERT LFM2 RN MG, LFM2 6 token T80 LoRA BEM T
BROBENRAEE, REREEARAZHERE)T,

3. AN ReplicatedLinear 5 nn.Linear ERENHBARSFH LR EAFTF—K, BF
AR E TSR TP £ERRE, "REREMNEK,.

4. MEBE: ReplicatedLinear £ TP=1 Bt e[ BERS A MERETF3E, (EBE T ARL, - BMa: XTH
P LFM2-VL BRI ST LUE A tower 7 connector LoRA #ATHUOAAIEIE, ¥R T
B THEEN. XASL: KX LFM2-VL AR, FHRBROCEEZ. XHE:
NEEEMSIESEREA LoRA 24t T AIEEMIIER, R#T issue #31479 ME
HBt R,

« RFoARID: MRBEEERD |, THKREXFE

KERIKZE
« PR #31479 [Feature]: Enable LoRA support for tower and connector in more MM
models: & PR &% issue BI—3R4%, LI T LFM2-VL # tower/connector LoRA % 3%,



