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PATHRE

« —A)iE: & Triton WAAT16 GEMM SEMA B EXEF, £E compile mode 3 B decode &
a3

- EME: EERFE, AHEZEP Triton R, BEXEFE torch.compile 3 FB T2IF
C RENRA 60 R£1T, EREERTT THTLABARER—KXFERALR] Bi#EERE (
Python tile 3% — HFEAE EIFE — prefill BEITH decode) , BINE EXF=/ME
it&: (1) B direct_register_custom_op + fake impl fiA=Z
torch.compiler.disable/allow_in_graph B9E&; (2) 1@ RBURFTFE L AT IEEA A K
HEF|IE; (3) A make_fx B AR &GFE, & EFUMBERE] TRATRFHRA,
6] B R 7R B BHRAE R AR BRI split-K BRA S EM L 3K shape FIARTRE, UK#HE
SRR Cl B &,

Th RES EAL

Issue #49699 [[Performance]: Compile mode 3 degrades triton w4al16 kernel
performance in few request scenarios] R4 : X Qwen 27B GPTQ-4bit ARE5EY, 18
compile mode M 0 %] 3, decode HFHM 7.0 (&R 4.8, i exllama WAZA 13 A3 26;
REZEIHRRIES exllama LK S EYT, HEA Tother triton kernels may also be
interfered] . PR body BAF&AREA: [Without this boundary, torch.compile traces the
Python tile-selection logic and freezes the prefill configuration for decode workloads]

, AEE—NBEXETFHEA, ik tile selection #HESIRITH shape, £
rdna_hybrid_w4al6.py B9f0%.

IR

FREEE P viim/model_executor/kernels/linear/mixed_precision/triton_w4al6.py 5
tests/kernels/quantization/test_triton w4alé.py, BT THRZZFR + MR Rk,

1. PEZIIHBARNERRER: R triton_w4alé_gemm EEH4ELA _triton_w4alb_gemm_impl
, R¥E (contiguous BFE. M, K = a.shape. N = b_qg.shape[1] * 8. tile %%,
triton_w4al6_gemm_kernel[grid] ) T&kE, K& &1L torch.compile TTIAIR R K
% BHERNEBIXE Python 2%, MifmiE BLOCK_M/BLOCK_N/BLOCK_K #9i&#% (& if
group_size < BLOCK_K: BLOCK_K = group_size X—B;t5)) #RIE/TH, fmAREESR
FHAM AL R prefill B shape BLE,



2. 338 fake SZFL: _triton_w4alé_gemm fake R3iRE torch.empty((a.size(0),

b_g.size(1) * 8), dtype=a.dtype, device=a.device), EiiEIAE M 53ITEAREE 1 4
(N//8) 3 8 #%, FTPUTEMITE. WA RIS, X—3F=Z torch.compile BEFE
FakeTensor F52EX tracing 5 R EMXIBIRTIE,

3. AMEBFHEERSG I IE: BEFHFAN direct_register_custom_op
op_name="triton_w4al6_gemm", mutates_args=[] ZFHARRMKEMN; BEEHEX
triton_w4a16_gemm(...) ¥ % 3| torch.ops.vlim.triton_w4a16_gemm(...) 1HR$}kE4
5RX$%KZES—IK, TritonW4Al6LlinearKernel & b RA A Eiksh, BLEYI®E,

4. MERBLE: 3 test_triton_wdalb_gemm _fake impl (REE ROCm M, EIRAK skip
E2HKRIE ROCm ¥13%) , & FakeTensorMode() THr= 4t shape/dtype/device, HH
make_fx SEFHE B P HEE call_function & torch.ops.vlim.triton_w4al6_gemm.de
faulte XZMILEER ALEFEH (K] ALA Python REKEEYIFAE, HEEMHK
sh BB v — 7] B 3h40LBY IEFR IR

BLE. schema 5ERBMILERsN: FFHIAEZE. FAE MPLinearKernel %$%32 %8, FMHt
ITARBEREANNNEIEA. BIEM%IERE PR iR : pytest tests/kernels/quantization/{t
est_triton_w4al6,test_ w4alé6_kernel_selection,test_rocm_compressed_tensors_w4al6}.p
y & 41 NAGIEN; GSMBK B 50 #AY 3|2 g 1319 HABREARZ; MI300 decode &
R +20.8%, M +18.4%,

R

« vlim/model_executor/kernels/linear/mixed_precision/triton_w4al6.py (3 &KMERNZ;
%5 source; A data-contract; &5 triton_w4alb_gemm,
_triton_w4al6_gemm_impl, _triton_w4al6_gemm_fake) : HE—RALEKEN &, : FE Triton
W4A16 GEMM AEREY Python SEIE 4L A _triton_w4alb_gemm_impl, H3E fake
impl 5 direct_register_custom_op J¥fft, HREB RG] EREEFE L2 torch.ops.vlim, 2
BB S 095

. tests/kernels/quantization/test_triton_w4al6.py (13 ELRABNR; HKF test; £
test-coverage; 5 test_triton_w4alé_gemm_fake impl) : g
test_triton_w4a16_gemm_fake_impl: 7 FakeTensorMode FTARE fake M Tz, I
A make_fx k= B # B3I torch.ops.vlim.triton_w4a16_gemm.default F &, & FiA
FA TR K B3 R K

KBS triton_w4alé_gemm, _triton_w4albé_gemm_impl, _triton_w4alé6_gemm_fake,
test_triton_w4al16_gemm_fake_impl

RPERAD B

vlim/model_executor/kernels/linear/mixed_precision/triton_w4al6.py
ME—JREDBABh A 3 Triton W4A16 GEMM NEREY Python SZILE & E A
_triton_w4al6_gemm_impl, #3% fake impl 5 direct_register_custom_op i, HIREFE
2118 XKL T torch.ops.viim, EEANMEEBE %S,

# 5 rdna_hybrid_w4al16.py HREEMHE: 38 Triton N ERFEHE EXEF,
# ik torch.compile REF|—A call_function ¥ &, FENBEIEL tile k7T 1E,



from vlim.utils.torch_utils import direct_register_custom_op

def _triton_w4a16_gemm_fake(
a: torch.Tensor,
b_qg: torch.Tensor,
scales: torch.Tensor,
gzeros: torch.Tensor | None,
group_size: int,
zp_bias: int = 8,
) -> torch.Tensor:
# fake impl REHTMER: ME N £HITENREE 1 £ (N/8) F 8 X7,
# dtype 5 device H#FAEEKE a, AHUTEMELZITE, R RKE.
return torch.empty((a.size(0), b_g.size(1) * 8), dtype=a.dtype, device=a.device)

direct_register_custom_op(
op_name="triton_w4al6_gemm", # X/MNEFEN torch.ops.vlim.triton_w4al6_gemm
op_func=_triton_w4al6_gemm_impl, # E5Z Triton 528, K& ERBERIFE A B
mutates_args=[], # RR#E NN, i AFKE, X CUDA Graph #RELF

fake_impl=_triton_w4a16_gemm_fake, # it FakeTensor / torch.compile E528X tracing

def triton_w4al16_gemm(
a: torch.Tensor,
b_q: torch.Tensor,
scales: torch.Tensor,
gzeros: torch.Tensor | None,
group_size: int,
zp_bias: int = 8,
) -> torch.Tensor:
#ARERZIHEEANITE (facade) , TritonW4AT6LinearKernel E3RB A L E K.
# BEIEH tile SRR A _triton_w4alb6_gemm_impl NER, WEITRIES M HE,
# Et decode B9/N batch A=F# prefill BH#AERLEH BLOCK_M/BLOCK_N/BLOCK_K # £,
return torch.ops.vlim.triton_w4al6_gemm(a, b_qg, scales, gzeros, group_size, zp_bias)

tests/kernels/quantization/test_triton_w4al6.py

I test_triton_w4alé_gemm_fake_impl: 7 FakeTensorMode TH#EE fake M Tl &,
3 H make_fx ¥ B H BN torch.ops.vlim.triton_w4a16_gemm.default ¥ &, Fri&EFi4
R TR PR B 38 K 2K,

from torch._subclasses.fake_tensor import FakeTensorMode

from torch.fx.experimental.proxy_tensor import make_fx

def test_triton_w4al6_gemm_fake_impl():
# FakeTensorMode FARPUTESZ Triton Wik, R fake impl BITE B5 BILEH,
# AW iZzRABITTETL GPU itEHNRR T EETHR,



with FakeTensorMode():
a = torch.empty((4, 256), device=device, dtype=torch.float16) # [M, K]
b_qg = torch.empty((256, 64), device=device, dtype=torch.int32) # [K, N//8]
scales = torch.empty((2, 512), device=device, dtype=torch.float16) # [K//G, N]

out = triton_w4al16_gemm(
a=a,
b_a=b_q,
scales=scales,
gzeros=None, # X#R uint4b8, £ zp_bias=8 H%
group_size=128,

#N=64*8=512, dtype / device MG HERF—K
assert out.shape == (4, 512)

assert out.dtype == a.dtype

assert out.device == a.device

#XREEEPE:. FHENEERXHI vLLM B E XETFF A,
# MAZMITEK Python / Triton #%&, T tile FEX KB ERFHITS,
graph = make_fx(
lambda a, b_g, scales: triton_w4al6_gemm(
a, b_qg, scales, qzeros=None, group_size=128

)

)(a, b_g, scales)

assert any(
node.op == "call_function"
and node.target == torch.ops.vlim.triton_w4al6_gemm.default
for node in graph.graph.nodes

)

N
review I ER KEH FAMESITEK:

1. BIEO22 % (testing) : EEHWM R 50 ££4 GSM8K, @tjtanaa FAMHAERY FLE
[can you rerun with gsm8k full dataset rather than just 50 samples. Because 50

samples has high variance] . /EEMER 1319 #ARKENFH L H no accuracy change
, decode HFEHA +18.4%] , FHUKZIM +20.8% UkSLE| +18.4%, ItBA/IMEARDIRHASE
SBRARKERE,

2. MEBHNMEERFK (performance, KA#ER) : @hnhyzz E&FHRIIEYE [Could you please
add split-k support to the triton kernel? The GPU is underutilized for most shapes|
, A PR RAIE, split-K BREMZZNZIEZL EK shape (BHE/N M decode) THIAERRE
B B AR

3. RS54 @hongxiayang T issue H cc @tjtanaa &K review; claudelbot] A PR
kB fork XA review; @tjtanaa X APPROVED ( [LGTM] TLGTM. Thanks



for addressing the issue.l ) , @AndreasKaratzas fitk Cl 35K &3F,

« GSM8K HEIIEMNAEARE 012 (testing): 1EEHE UL E test set EME no accuracy
changel , &HuUREM +20.8% IEIERNL +18.4%, WIE O RHIKE B WAL,

. Triton W4A16 AAZERD split-K X3 (performance): 4~ PR k&3, B FE 8 dh b
. YRIARE/N M decode FR IR A RERTIARFIE,

c LB EXEFHARE torch.compile 8% 1T3%EFF (design): reviewer F£3#EH FiX,
@tjtanaa >R LGTM 3 [Thanks for addressing the issuel , #Z#ZBRHEFF.

. fork PR BB &) review 2R (other): 4~ PR SZF&K# AL reviewer (@tjtanaa.
@AndreasKaratzas) %, T EHMWEEHFEILR,

R 5 B

« Qe
1. EAERAZEYTE: FrAE ROCm/CUDA L4 TritonW4A16LinearKernel (
compressed-tensors W4A16. GPTQ uint4b8/uint4) B9IiERERE LT torch.ops.vlim
RESR, MERBELEFK EFREATRAALR, BEMEE import REREZIL.
monkeypatch R R EERAKH triton_w4alb_gemm A4 Python HEREIMAD (&FE =4
W) S5 ——E 4L triton_widalbé_gemm A _triton_w4alb_gemm_impl B TR
BOXE,

2. compute § CPU FFRMERE: EFTARERE, _triton_whalbé_gemm_impl 12
Python &%k, #RIAAEEE Python BEEE tile B &R 5HAT assert
a.is_contiguous() FH¥g., AXMNEETFREZEAIE, BIRERE MI300/gfx90a 5
E{F. compile mode 3 FETHIIUE, KEEFTEHYT ROCm FRE5 CUDA B2 (
can_implement BB Y is_cuda()) FRIZERD$kIE,

3. fake impl 5 ELZEIMPRLABES . fake impl R (a.size(0), b_qg.size(1) * 8) ki
H, FRE K 5 gzeros ke —BELE RN RS dtype (B3| N split-K #18]
Zp. i dtype) , fake REW EFSERMFAFIRNGER, XEERRAEBPT
B &%,

4. BFBERE: FBENIRRBE fake impl 5EF SFEM, 3HE3E compile mode 3
TEHEREE] RBALE GSM8K, RMA CI; test_triton_w4alb_gemm_fake_impl
B EZE M=4, group_size=128, S E % shape HEREAR,

5. 8 ABEER: EFIMALEEEBREAR, 2R/ FHEESIMNRTSEHH
direct_register_custom_op fRiE, AMESRAIMESEZINET, BTHEMREFTERN A,
- ¥ XA ROCm MI300 X BHEMS EUGRFEN (AHE compile mode 3 +
FULL_AND_PIECEWISE CUDA Graph) ARZE W4A16/GPTQ-4bit AW AF E#Z %
. decode Hrt +18%~21% BREALE, FBHEFZR TFahimE exllama AZMER]
XML FERABET, FALK: XLXEEFKWARE Python B&ANZEW
torch.compile #&RI#&] , A PR {BZAEAE ROCm Triton WAA16 B2 EXiF, RE
RB T —ANBEAME (custom op + fake impl + ITERER) , TEH B E R ZR
FREER Triton R, XHEPA: AMD/ROCm RAZEIFE HFE—NITaFaM£PRYA
——fake impl A5 EEZEZIMAHE ofE RARFRN; RN @hnhyzz 328 split-K 1&
RIE TRAZEIRKRE] X—IWAEBLE4 PR, - Reiric: BELERRZTE



torch.compile ZHEE , RRNFOESL , split-K k% (/) shape FIAEAK) , 3xwE|
RIRIFSHRERS CI

RERIREE

« PR #51692 [ROCm][Perf] Add bpreshuffled blockscaled fp8& GEMM: [EJ&
vlim/model_executor/kernels/linear/ F# ROCm &/ GEMM WAZIAE, RAEH ZANZT
MEXFRANT B, TREAR PR WK ROCm XMHEAZERRHA TR,

« PR #55465 [Fast Start] Support fp4: [EBEREY
vlim/model_executor/kernels/linear/nvfp4/* (& trtlim/flashinfer/cutlass % 3w EAft)
5E2HRZAL, 5K PR —HEXRMEMAZNNILREFTMAER, BTRE TRET
fERM] Bk,

« PR #56145 [Core] MRV2 support for fast-prefill: AR L torch.compile / iFAT #Y
BATECE (fast-prefill § V2 [18) HORE, & PR MERFSARL tile BLE AR 7 EH,
A F R BRI FA RGBT shape BRRE R,

« PR #54889 [DCP][Kernel] [Perf] Fuse the empty-shard LSE mask into the A2A pack
kernel: BB UAZRTEEREESIN kernel FFE4H) ROCm MAEMRAL, B %3 CUDA
Graph / 2T H kernel FgAK, 54K PR 8 DR HRZHNAZNTH BRI M,



