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MRS

« —AIE: BEIREMEEEKL revision FTENZ 2R/

« EEME: EERR. XE—RITNZ2AENEEREE, BRENLNKFEBRIM (
ZE—NSH) , BEEAREINT AGMNFITEEEN: KA " REIZBAD ", G—
%1€ revision/code_revision. FESMERT B F AL FHM RED-to-GREEN F23E. FEsh#fl
BBV E BMNR DR I A, B X0F = 40%T:
ModelArchConfigConvertorBase #ji& 88 & 4 2 & 3 +-F 2K 2.
_PROCESSOR_CHAT_TEMPLATES & %#5 revision B9k &. AKX tokenizer_revision
5 revision HIEX X4

TN EES BAL

PR body BA#$E H : "An operator can use --revision and --code-revision to select
reviewed model artifacts. Several secondary loaders honored the primary model
selection but fetched related configuration, processor, quantization, or export files
from the repository's changing default branch." /&G EZ "A pinned deployment could
behave differently from the commit the operator reviewed: quantized layer selection,
exported tensorizer contents, audio preprocessing, chat templates, and architecture
settings could come from another revision." 40 DeepSeek BIZEFIE B 1E RIEFT revision
BRI T EFHFITIF config.json, TTREA main 4 X BYEKIEE LFTERI(E, Z A& Patch the
Planet (Trail of Bits + OpenAl &1F) ﬁﬂﬂ\?i\ﬁ GPT-5.5-Cyber $#BhEAL, XA
GHSA-3hxx-64c2-p36x; PR R E R EFLERT R SER —trust-remote-code A& &
£,

TR

T E ANOZ ModelConfig RN 25 BRI, BITUSIEEN A AT TR Tk
BRIEAL, & 6 NobdE + MRERE:

1. EMIBC B # B revision (viim/transformers_utils/model_arch_config_convertor.p
y 5 vlim/config/model.py) : ModelArchConfigConvertorBase. _init_ X
MimoV2ModelArchConfigConvertor. MimoV2MTPModelArchConfigConvertor By¥yi&E 28
FT3E revision: str | None = None £%#Kk; ModelConfig.get_model_arch_config
getattr(self, "revision", None) £ N, _get_gk_rope_head_dim &£ transformers v5.4+
attribute_map bug B self.revision £% get_hf file_to_dict("config.json",



model_path, ...), B{ERE gk _rope_head dim LB ERITENEZIMIERAD X, 1
HERZLETER data-contract Kkiksh, FrAFEERARAATERD,

2. processor 5 chat-template BiF (vlim/renderers/hf.py) :
_PROCESSOR_CHAT TEMPLATES &% M (name_or_path, trust_remote code) ¥ &
A (name_or_path, revision, code_revision, trust_remote_code);

_try_get_processor_chat_template 5§ resolve_chat_template & model_config.revision

/code_revisioni&EfE%hcached_get_processor, e RbIE B8 5 AR X4k B R ETENIRR,

3. FunAudioChat/Tarsier2 %32 g (viim/model_executor/models/funaudiochat.py)
feature_extractor 25X WhisperFeatureExtractor.from_pretrained(...,
revision=self.ctx.model_config.revision); speech_tokenizer 2xFH
TokenizersBackend.from_pretrained(..., revision=self.ctx.model_config.tokenizer_revi

sion), FT{EZIMINSEEEAE K XM

4. generation-config E3& (vlim/config/model.py & vlim/transformers_utils/config.py)
. try_get generation_config #3% code_revision %X,
ModelConfig.try_get_generation_config # GenerationConfig.from_pretrained %K=
R 3| get_config MR B 153 code_revision, % EIER KRR E L RLETE,

5. AutoGPTQ/AutoAWQ EfbtEk#E (vliim/config/viim.py) : EHZFRA A
VIimConfig._get_quantization_config F3E model_config.revision {£%
quant_config.maybe_update_config(...); PR body 3B AutoGPTQ 5 AutoAWQ By T
FHK—IK (PTP-VLLM-143/144) , HEFA—NEZFLZHRER,

6. Tensorizer &4 (vlim/model_executor/model_loader/tensorizer.py) :
serialize_extra_artifacts #3% revision %3 AT hf_api().snapshot_download(...,
revision=revision); serialize_vlim_model M model_config.revision 1 X,

7. MRXBLE: #F3E tests/test_tensorizer_revision_pin.py.
tests/test_quantization_revision_pin.py; 7 tests/config/test_model_arch_config.py
i test_gk_rope_head_dim_recovery_uses_model_revision, fE
tests/transformers_utils/test_config.py 3&€n test_model_config_generation_fallback_fo
rwards_code_revision; FH#ZEHF MR tests/model_executor/test_funaudiochat_revision
_pins.py. FrARBEMIREIIERT £ FEH LT (fake_open_stream. Mock B
hf_api/snapshot_download) , THEMLENT K= revision WIEFFE X,

R

« vlim/transformers_utils/model_arch_config_convertor.py (#&3k ZE#iE#; 25| source
; £A data-contract; 5 ModelArchConfigConvertorBase.init,
ModelArchConfigConvertorBase._get_gk_rope_head_dim,
MimoV2ModelArchConfigConvertor.init, MimoV2MTPModelArchConfigConvertor.init) :
ZBENEI S Z—: ModelArchConfigConvertorBase Hi& & #3¥ revision £,
_get_gk_rope_head_dim ZEWREM transformers HIFHY MLA FE I METIEHIR X IZEUR
& config.json; M3ERELTEYMEIRTFE,

« vlim/config/model.py (3t ERELE ; K7 source; EA core-logic; K5
ModelConfig.get_model_arch_config, ModelConfig.try_get_generation_config) : 3&
revision fE N2 tEH BB H3E B8, A generation-config EIRE&/Z EMRE code revision



; EAAME S P AR R A

vlim/renderers/hf.py (#£3k JEZ28; 27 source; ER core-logic; &5
_try_get_processor_chat_template, resolve_chat_template) : processor
chat-template ZF85AARNZN revision/code_revision, #EHEFGTEIZBEITH
AR

vlim/model_executor/model_loader/tensorizer.py ({3k #AIhn%k; 35| source; £
core-logic; 5 serialize_extra_artifacts, serialize_vllm_model) : Tensorizer S %8
XAEE hf_api().snapshot_download #h_E revision, # %S H AR B BRIAD X,
vllm/model_executor/models/funaudiochat.py (3R Z#2; 25| source; £
core-logic; 5 FunAudioChatProcessinglnfo.feature_extractor,
FunAudioChatProcessingInfo.speech_tokenizer) : FunAudioChat/Tarsier2 #
feature_extractor 5 speech_tokenizer 2RI4T1E revision 5 tokenizer_revision, FFik
IR M4k B H AR R

vlim/config/viim.py (3t 2FEE; X7 source; EH core-logic; F5
VlimConfig._get_quantization_config) : AutoGPTQ 5 AutoAWQ TT¥IEmEzHE= /A
2. VlimConfig._get_quantization_config #b LR revision,

vlim/transformers_utils/config.py (#£3k B2E TH; 23| source; EA data-contract;
&5 try_get_generation_config) : try_get generation_config #3% code_revision &%k
HEME4 get_config, X% generation-config EREKZHMRDETE,
tests/test_tensorizer_revision_pin.py (3 & n#k; 7| test; KA test-coverage;
&5 test_serialize_vllm_model_forwards_model_revision, fake_open_stream) : ¥r3g 8y
REMIR: A fake_open_stream 5 Mock hf_api & T #34 A iE% snapshot_download
A, BiF Tensorizer H B revision #iE(E,

. tests/test_quantization_revision_pin.py (#3k E1k; L5 test; FE A test-coverage; &
£ test_quantization_config_forwards_model_revision) : ¥R AN R : I
AutoGPTQ ELELE AT maybe_update_config Uk®| model_config.revision,

« tests/config/test_model_arch_config.py (#£3k ZEHiEH; K5 test; KA test-coverage
: &5 test gk _rope_head_dim_recovery _uses_model_revision) : #&MREE
gk_rope_head_dim &8+ get_hf_file_to_dict YkF| pinned-revision, BEZZEMSEILS,

« tests/transformers_utils/test_config.py (#E3k BBE T H; K5 test; ER test-coverage

Vi =]

: 55 test_model_config_generation_fallback_forwards_code_revision) : #r3&mlix &

iE generation-config EI3RF| get_config B [E B4R E revision 5§ code_revision,

XS ModelArchConfigConvertorBase.init,
ModelArchConfigConvertorBase. get gk _rope_head_dim,
ModelConfig.get_model_arch_config, ModelConfig.try_get_generation_config,
_try_get_processor_chat_template, resolve_chat_template, serialize_extra_artifacts,
serialize_vllm_model, FunAudioChatProcessinglnfo.feature_extractor,
FunAudioChatProcessinglnfo.speech_tokenizer, VlIimConfig._get_guantization_config,
try_get _generation_config

R R B



vlim/transformers_utils/model_arch_config_convertor.py

ZABENEIEZ—: ModelArchConfigConvertorBase 3& B #3E revision 53k,
_get_gk_rope_head_dim TEMRE ¥ transformers FIREY MLA FEZBTAET(E YR IR BRR 48
config.json; MERELTE R mMEIRTFE,

# ZEMECE R 4B HF PretrainedConfig ##: 8 vLLM 8 ModelArchitectureConfig,
# B8 (GHSA-3hxx-64c2-p36x) : HIMBINAEFTFAIBEILEHN revision,
# HEEEMRLE config.json KB transformers IR FE T,
# SMEHFITIRZILER, fARNEERN main 4 X ELE,
class ModelArchConfigConvertorBase:
def _init_ (
self,
hf_config: PretrainedConfig,
hf_text_config: PretrainedConfig,
revision: str | None = None, # #3g€5%k: #A revision 11

self.hf_config = hf_config
self.hf_text_config = hf_text_config
self.revision = revision # ff get gk_rope_head_dim ik £3Z & F

def get_gk_rope_head_dim(self) -> int:
""IREX gk_rope_head_dim, &£ transformers v5.4+ attribute_map bug,
cfg = self.hf_text_config
gk_rope_head_dim = getattr(cfg, "gk_rope_head_dim", 0)
gk_nope_head_dim = getattr(cfg, "gk_nope_head_dim", 0)

# A& MLA BREPHNTEARARSE, HERIEBARE attribute_map iR
if gk_rope_head_dim == 0 or gk_rope_head_dim != gk_nope_head_dim:
return gk_rope_head_dim # Rk#3F, EHEIFERE

# MRS config.json 3 [E ERME
from vlim.transformers_utils.repo_utils import get_hf_file_to_dict

model_path = self.hf_config.name_or_path
if not model_path:
return gk_rope_head_dim
#1568 & & self.revision FEEZ get_hf_file_to_dict,
# TNXESMBRIAD X IE config.json, BEWITENEMEE
raw = get_hf_file_to_dict("config.json", model_path, self.revision)
if raw and "gk_rope_head_dim" in raw:
correct = raw["gk_rope_head_dim"]
if correct != gk_rope_head_dim:
logger.info(
"Fixing gk_rope_head_dim: %d -> %d "
"(transformers v5.4+ attribute_map bug)",
gk_rope_head_dim,
correct,



# BMEHEE, RIETHERES3—XE
cfg.gk_rope_head_dim = correct
return correct

return gk_rope_head_dim

vliim/model_executor/model_loader/tensorizer.py

Tensorizer & 5B XX hf_api().snapshot_download #h L revision, #qH#SHANEEKE
BRIAD X o

def serialize_extra_artifacts(

tensorizer_args: TensorizerArgs,

served_model_name: str | list[str] | None,

revision: str | None = None, # #73%: 5&ERE—FKET1E revision
) -> None:

"SR P BB S —FF B A tensorizer M B F, "

if not isinstance(served_model_name, str):

raise ValueError(

f'served_model_name must be a str for serialize_extra_artifacts,
f'not {type(served_model_name)}."

with tempfile. TemporaryDirectory() as tmpdir:
hf_api().snapshot_download(
served_model_name,
revision=revision, # &8 &: WBIRE revision, &MERIAL ZHNER
local_dir=tmpdir,
ignore_patterns=|
"*pt",
"* safetensors”,
"* bin",
"*.cache",
"* gitattributes”,
"*.md",
1,
)
for artifact in os.scandir(tmpdir):
if not artifact.is_file():
continue
with (
open(artifact.path, "rb") as f,
open_stream(
f"{tensorizer_args.tensorizer_dir}/{artifact.name}",
mode="wb+",
**tensorizer_args.stream_kwargs,
) as stream,

logger.info("Writing artifact %s", artifact.name)
stream.write(f.read())



tests/test_tensorizer_revision_pin.py

IR AENLR: A fake_open_stream 5 Mock hf_api & F &L RieFE
snapshot_download @A, IIE Tensorizer S H BT revision #i%EfL,

# REMIR: I Tensorizer FHEHEETER revision #EE % snapshot_download,
# 535 AT HMARIBEME (fake_open_stream + Mock B9 hf_api) ,
# RMRI LB = 2 3k3 %, XIEZ PR body Frit# recording stubs,
def test_serialize_vllm_model_forwards_model_revision(
monkeypatch: pytest.MonkeyPatch,

@contextlib.contextmanager
def fake_open_stream(*args, **kwargs):
yield io.BytesIO()

snapshot_download = Mock()
monkeypatch.setattr(tensorizer, "open_stream", fake_open_stream)
monkeypatch.setattr(tensorizer, "TensorSerializer", Mock())
monkeypatch.setattr(

tensorizer,

"hf_api",

lambda: SimpleNamespace(snapshot_download=snapshot_download),

model = torch.nn.Module()
tensorizer_config = SimpleNamespace(
_construct_tensorizer_args=lambda: SimpleNamespace(
tensorizer_uri="/tmp/model.tensors",
tensorizer_dir="/tmp/out",
stream_kwargs={},
),
encryption_keyfile=None,
_is_sharded=False,
serialization_kwargs=None,
)
model_config = SimpleNamespace(
served_model_name="repo/model",
revision="pinned-revision",

tensorizer.serialize_vlim_model(model, tensorizer_config, model_config)

# Wi e T EGEBI SCHBHME R T $T1ERY revision
assert snapshot_download.call_args.args == ("repo/model",)
assert snapshot_download.call_args.kwargs["revision"] == "pinned-revision"

EaERe LR



W EEZBEIFE Darklight1337 Tk. AR review RAEA "The approach looks good
but please remove low-value tests", Ra/EXTHTIERIER L BINR 25 B NEBLIFIL "Let's
remove the model-specific test", EEEIRR 38cael 1571 F ik
tests/model_executor/test_funaudiochat_revision_pins.py # B "the generic
revision-pin tests cover the shared loader behavior", &% DarkLight1337 APPROVED ("
Thanks") . B4b claude[bot] 327~ fork PR BE) review # 2, KB 4EIrHALITEE,

o BIFRIEMMEINR : FunAudioChat A £ BMIHR (testing): /EEEIRK 38cael1571 FHilkR
ZONR, FEdEBAR revision-pin MR (IR / PIRBEIRS tensorizer &34 FHEMIR)
EEBZH+E loader T4,

« Fork PR B &l review #ZH (other): Bk 4373# DarkLight1337 ALTH, HZA
APPROVED ("Thanks") »

RSB
- R

« REMENFE (K) : FIERESIARE " 21&—/1 53", revision/code_revision A
None BHTASBERITL—3K,; H—EMHETE R ModelArchConfigConvertorBase
MBEREL, FE=FBEX convertor FRE KRR ZL TREIRTE

« tokenizer_revision iIEX £ % : vllm/model_executor/models/funaudiochat.py 8
speech_tokenizer £ model_config.tokenizer_revision i feature_extractor {£
model_config.revision, #& --tokenizer-revision &k 2 X% E B ModelConfig kEI% 3|
revision, P& " REK B R RER,

- SEPREMTE: viim/renderers/hf.py #) _PROCESSOR_CHAT_TEMPLATES ZER%K
2R%R, BAZUHTEUAE, BTHLEIRRER, EReREFAFMEHF LA (
FEARPRIIN) o

MR BERR: FENRAETHL A mock IBREMESHEL, FEEZELHOE
#TA; PR body X RED-to-GREEN 4 & 4h 78 Ut B N3k w2 918 £ R X B

« ZEUFR BE RRIEFTERMNITERNRREBSUH, FREIAEOES
—trust-remote-code F R LM,

« B JHEF: R --revision/--code-revision BIRRBIEIRGE FitRR—KNENESE
. tensorizer HEINZE. FMILIE, MRERERMEE, HR " FEASTE LIRS
TRER K" EHNBEENR, XEARZEANENZOFR, FA%: FRER N
TR (BLE 3 -> tensorizer -> B4t -> processor/renderer) , {B&/NKE) S F IR
B BRIAME None fRIERETERZEITAZMN, WHEA: /EA Patch the Planet & it ERY
SEHANT, NESREFITRAEET TERANEN—THE revision STEZEZ AT
SRSCAERA L, FHAESMER A FATAE R 40T BN R

« RESARIT: 2B E (GHSA-3hxx-64c2-p36x) , MEBRELELEREE ,
tokenizer_revision 5 revision X ZEZ% , MIRIKH mock HMLE LML RS

KRR EE



« PR #49519 [Bugfix][Model Loader] Defer post-load attention weight processing: &
HAMREREARSEN / BRAEERNEE: —/ MEEELAERTRI, —MEERLE
BB SRR, —E RS " B MBHE T RS TR " AR,

« PR #51727 [Bugfix] Fix DeepSeek V4/3.2 tokenizer vocab size overcount crashing
guided decoding: E/& DeepSeek AFEREEEMMEMSE : A& PR BAFIL DeepSeek 22
&5 (config.json Eik) AR revision ERAEE, WELHBET " BHREES SZhFM
BN —ER " K] AR SR,



