PR #51442 REIRLE

vlim-project/vlim
[Bugfix] Drop stale layer kwarg from online MXFP4 kernel creation (fix precommit)
& 3FntE: 2026-08-08 04:49

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/51442

PHATHRE

« —AE: BIRES MXFP4 R EKOIZEKRE layer 53, 18£8 precommit

< EESE: BEEREXNR, BRRE—N1THOHKR, BEERHA PR ERFPREEHER
A, FTAT AR vLLM £ MXFP4 E1biEREA D _setup_kernel AR
make_mxfp4_moe_kernel S BAESH, TEKIL,

ThRES EAL

PR body BA®tBA: '#49610 removed the layer parameter from
make_mxfp4_moe_kernel, but #49347 landed concurrently with a call site still passing
it.' BRI PR X EAFHEOD LK, ARREATEEFH layer 53k, FAET
precommit &, FEMRIZSEAKEME,

SRR

SCENARAR

1. ZE AL vllm/model_executor/layers/quantization/online/mxfp4.py % #
_setup_kernel A7k, ZAARNTTEEAEL MXFP4 2189 MoE RiZ,

2. B MR make_mxfp4_moe_kernel(...) AR T layer=layer X#F 5%k, RHA:
PR #49610 B make_mxfp4_moe_kernel ISR AK A E R LayerConfig (REHEEUK
layer) , i PR #49347 89RA RINRIBELES, FIK precommit EXK, MRE=
EX45%

3. BEWRA: TR, BRENILBEERS; AREEH precommit RERAITIE (FR /
SHRE) , KR, TRIHEMR,

KB

« vllm/model_executor/layers/quantization/online/mxfp4.py (13 E/4E; 35| source;
XA data-contract; 5 _setup_kernel) : XEARME—TE X4, setup_kernel B&
% MXFP4 E1LH) MoE WAAEE AL, MR make_mxfp4 _moe_kernel RAFTEEFH
layer=layer 3k, fRR #49610 5 #49347 3R ENERB precommit &K,

KBS _setup_kernel, make_mxfp4_moe_kernel

RPERRD B



vlim/model_executor/layers/quantization/online/mxfp4.py

XEARE—TE XM, _setup_kernel ZEL MXFP4 E1LH) MoE AAEEAD, MR
make_mxfp4 moe_kernel AT BEEFRN layer=layer 53k, fRR #49610 5 #49347 #F %
S NERB precommit &K,
# X viim/model_executor/layers/quantization/online/mxfp4.py
# % MXFP4 B8y MoE WAZEEZEEE (head WA, BEEARE MR EIHR D)
self.moe_quant_config = self.get_fused_moe_quant_config(layer)
if self.moe_quant_config is not None and self.experts_cls is not None:
# PR #49610 B4/ make_mxfp4_moe_kernel B layer £%k, XERNBE layer=layer,
# AENE RS R K precommit E LK, XEA PR WE—BE &,
self.moe_kernel = make_mxfp4_moe_kernel(
moe_quant_config=self.moe_quant_config,
moe_config=self.moe,
mxfp4_backend=self.mxfp4_backend,
experts_cls=self.experts_cls,
routing_tables=layer._expert_routing_tables(),

)
i B
Review N f2IEH HBI4E
« claude[bot] #&7: % PR X & fork, BB} review %2R, EHEIPEIFL @claude review
TR & — R MR,
. #3PE mgoin EEFELAH APPROVED, FiBHEAHEIN
BA LAY, BAOERELILEKE PR body WHLXEFH HRMNA,

« fork PR B34 review RS (other): 2£37#F mgoin EiE APPROVED, kftkZsMEsh
review, EEIARE BELEH#H—IF 1L,

PYCETE
< R KPR :

« %K R EME make_mxfpd_moe_kernel R T —PNER LIHFE LSRN XTSI,
5 PR #49610 HED AT LK, FL5IANTAEWA,

OB/ E T ZAE NI EL MXFP4 B1LE812 (PR #49347) |, Z£RFHHAMA
A ENiZIBELE layer, ©@HIEZE precommit £MK; ZWELERNERHASCER
REEHEME layer BIRA S,

« TMREE ((RIRH precommit 2HHEE) , ERAREMMRSEK, =)FEMB/N,
< BV RRSEEAR/N:

- AP REBITITARME, L MXFP4 B1bzhRE (PR #49347) MAAZELRE,

« A% AR main 4 X8 precommit FBE, K& CI E%.

« WHRIA: #EHT —ANFAX PR B0 RAZS FBMERIKE WRAMEE5EH,

« REARE: HEERPR , BORATE | RONREE



KERBKL

« PR #49610 [Refactor] refactor humming linear and moe backends to use explicit
layer configs: A~ PR BIREAE: ZEMBRT make_mxfp4_moe_kernel B layer 23k, &K
BT H#EORA,

« PR #49347 [Online quantization] Add online MXFP4 quantization support: & PR &
BLETX: ZBeEFE T mxfpd.py PEORASFHIME layer=layer, 5 #49610 L&A
S 3% precommit kK,

« PR #51357 Fix ROCm architecture import on non-ROCm platforms: RE#£& &
mxfp4.py X, BTFEL MXFP4 ThaEskta R EMB E A5,

« PR #51365 [XPU] quick fix online quantization UT break: R AELEN (test_online.py)
HUREMSE, RBR #49347 &HEHN—RF|/IME,



