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# vlim/models/deepseek_v32/amd/rocm.py (#7#€ forward 7 7%)

class DeepseekV32MLAAttention(DeepseekV32Attention):
#.. RAVSEHEE ...

def forward( # type: ignoreloverride]
self,
positions: torch.Tensor,
hidden_states: torch.Tensor,
) -> torch.Tensor:
# ROCm 13£EI|BRI5E eager B842: EAS _fused_attention X,
# #%5 NVIDIA WERREZRFEK ROCm EIMITAKE,
gkv_lora = self.fused_gkv_a_proj(hidden_states)[0]
g_c, kv_c, k_pe = gkv_lora.split(
[self.g_lora_rank, self.kv_lora_rank, self.gk_rope_head_dim], dim=-1

if self.indexer is not None and not self.skip_topk:
kw = self.indexer.wk_weights_proj(hidden_states)[0]
index_k = kw[:, : self.indexer.head_dim]
index_weights = kw[:, self.indexer.head_dim :]

else:
index_k = None
index_weights = None

num_tokens = hidden_states.shape[0]
output = torch.empty(
(num_tokens, self.num_local_heads * self.v_head_dim),
dtype=hidden_states.dtype,
device=hidden_states.device,
)
# AR AL P eager_break_during_capture #9187 5%
self._fused_attention(
positions, g_c, kv_c, k_pe, index_k, index_weights, output
)

return self.o_proj(output)[0]
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