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def maybe_fused_act_quant(

act_fn: torch.nn.Module,

x: torch.Tensor,

linear: LinearBase,
) -> "torch.Tensor | QuantizedActivation":

""Apply act_fn, fusing the downstream linear's input quant when possible.

Returns a QuantizedActivation when a fused kernel matches
(act_fn, linear.input_quant_key), else the plain activated tensor.
key = getattr(linear, "input_quant_key", None)
if key is not None:

producer = _FUSED_ACT_QUANT.get((type(act_fn), key))

if producer is not None:

return producer(x, linear)

return act_fn(x)

# ERA ARSI R (RUEERER  HBEEMRE) > BELETERH.
# 128 ActivationQuantFusionPass.FUSED_OPS; Hin—4TER e384 —f 7 &,
_FUSED_ACT_QUANT: dict[tuple[type, QuantKey], Callable] = {

(SiluAndMul, kFp8StaticTensorSym): _silu_and_mul_fp8_static,

# A CUDA FEaMsAahENRMEKE
if current_platform.is_cuda_alike():
_FUSED_ACT_QUANTI[(SiluAndMul, kFp8Dynamic128Sym)] = _silu_and_mul_fp8_dynamic_128

# R LI NVFP4 (FE SM100+) , NARMEE
if current_platform.is_cuda() and hasattr(torch.ops._C, "silu_and_mul_nvfp4_quant"):
_FUSED_ACT_QUANT[(SiluAndMul, kNvfp4Dynamic)] = _silu_and_mul_nvfp4_dynamic
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class PerTensorTorchFP8ScaledMMLinearKernel(TorchFP8ScaledMMLinearKernel):

@classmethod

def can_implement(cls, c¢: FP8ScaledMMLinearLayerConfig) -> tuple[bool, str | None]:
#... . (ERRAEEZEE)

# WA E: FRALMARIIFNECEEMNE, HFRENHEA,
def input_quant_key(self) -> QuantKey | None:
if self.config.activation_quant_key == kFp8StaticTensorSym:
return kFp8StaticTensorSym
return None

def apply_scaled_mm(self, *, A, B, out_dtype, As, Bs, bias, output_shape) -> torch.Tensor:
#... (B RAZTE)
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