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vlim-project/vlim
[CI] Refresh hybrid Model Runner V2 coverage
&3FEtE]: 2026-08-08 13:10

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/51410

PITHE

« —AE: RlFT MRv2 SBRERA Cl BEHFEN BT

- #ENE: B/ CI/MRAAEIFERR, TRFLETER, RRZ2ARMEMERE stale skip
HELFERFPEZR, AT MRv2 MR OIS, codex RHE M E R AGIRSEE

HRURAD IR BB RN G Lok, BEINFER L PR #48 qwen3_5*.py X B2
source_file_dependencies,

THRES B

PR body BRFAZ| H @IAEIHL: # R Qwen3.5 hybrid MTP 5 Jamba pipeline parallelism T
stale By MRv2 skips, #£A1 Qwen3.5 hybrid MTP Z£ MRv2 FEyZ NVIDIA Cl B%, &
NVIDIA/Intel CI H#k%k 8y synthetic rejection sampler JREDR#, AR A Y AlE ZIRAIEH
E#3t Bt A9 torchao nightly/0.12 3%, PR REBTRBAMER Al 3Bh# 1t 7 stale Cl1 B,
ZRALERE—ATHINE T BEARIE readys

SCEL AR

1. BRI N BY stale skip: tests/v1/e2e/spec_decode/mtp/test_mtp.py MIFR import os,
FHAEPR test_mtp_correctness FEHE VLLM_USE_V2_ _MODEL _RUNNER=1 BRI 4 RN
Qwen3.5 BF8Y pytest.skip(...) @k, XFER—SHLAL (ids & gwen3_5-hybrid) &
MRv2 TREESZPAT, RAREER V2 B2,

2. B3 NVIDIA £ CI B2E&: .buildkite/test_areas/model_runner_v2.yaml #, Pipeline
Parallelism job 8448 -k "not ray and not Jamba" 24 -k "not ray", &%E Jamba B
PP &% ; Spec Decode job B source_file_dependencies 3&n
tests/v1/spec_decode/test_synthetic_rejection_sampler_utils.py, #% commands X&
(XL test_mtp_correctness[qwen3_5-hybrid] BE M4

3. ZF&FEF: .buildkite/test-amd.yam| B PP job R % and not Jamba; .
buildkite/intel_jobs/model_runner_v2_intel.yam| #) Spec Decode job %}t synthetic
rejection sampler #&#&i, RIE Intel CI ZEZ X4 E R AEH A& ,

4. SERFIE: .buildkite/test_areas/quantization.yaml B —4T Pin torchao to the version

compatible with the CI PyTorch and CUDA stack.” &M 7 {73 BEY nightly/0.12 JE%%,
TR torchao==0.17.0 KEFRE,



5. B 51X {EE®EI /ci run fib& T FH Buildkite (#82865. #82967) ; #XX—N
IhEE commit JI—>K merge main, XA FWETMIR, A Cl BEESMRAA BT Z1E
E,

REEF:

- tests/vl/e2e/spec_decode/mtp/test_mtp.py (HEk FAAREG; K7 test; KA
test-coverage; &5 test_mtp_correctness) : ZWEE: MR MRv2 Tt Qwen3.5
hybrid MTP BBk B AR EMER N os A, EIZSHMABE V2 runner # EEHAT,

« .buildkite/test_areas/model_runner_v2.yam| (#3R FRKKEE; 25| config; £&R
configuration) : MRv2 £ CI B2 &: & Jamba PP & #. #M5F synthetic rejection
sampler K&, H#FE Qwen3.5 hybrid MTP ZE[a B,

« .buildkite/test_areas/quantization.yam| (#3k FK&EE; 2£5| config; £ER
configuration) : FIER Y torchao nightly/0.12 3388, #iA YaIEERAWNA, BHL
REESETE,

« .buildkite/intel_jobs/model_runner_v2_intel.yam| (iR FRKEKEE; £5| config; EH
configuration) : Intel CI 8§ Spec Decode job %M 5584k By synthetic rejection sampler
TRAD AR R o

+ .buildkite/test-amd.yam| (3R FK&EE; KB config; & configuration) : AMD
CI #9 MRv2 PP job E# %#$8 Jamba 338, 5 NVIDIA £ CI REF—3.

XPEE5 . test_mtp_correctness

KR F B]

tests/v1/e2e/spec_decode/mtp/test_mtp.py

AT E . MK MRv2 T Qwen3.5 hybrid MTP Bk B Efn R BAE A os AN, Fi%5
FALRBIAE V2 runner FEIEHAT,

# tests/vl/e2e/spec_decode/mtp/test_mtp.py (BIEZ H EX)
# AT MBRT REEET os.environ H|BF VLLM_USE_V2_MODEL_RUNNER # skip 3k,
# URTFBEEN import 0s, XHEE V2 runner T gwen3_5-hybrid $#4& E 24T,

from typing import Any
import pytest

from tests.utils import single_gpu_only

from vlim import LLM, SamplingParams

from vlim.distributed import cleanup_dist_env_and_memory
from vlim.platforms import current_platform

from ..utils import (
_skip_if_insufficient_gpus_for_tp,
evaluate_llm_for_gsm8k,
get_test_prompts,



@pytest.mark.parametrize(
["model_setup", "mm_enabled", "expected_accuracy_threshold"],
[
(("mtp", "XiaomiMiMo/MiMo-7B-Base", 1), False, 0.5), # ref: 65%-70%
pytest.param(
("mtp", "ZixiQi/DeepSeek-V3-4layers-MTP-FP8", 1),
False,
0.0,
marks=pytest.mark.skipif(
current_platform.is_device_capability_family(100),
reason="DeepSeek MTP: TRTLLM MoE top_k check fails on Blackwell",
),
), # dummy model
# ... ERSHMIT (qwen3_5-hybrid. gemmas4-e4b) RIFRE
1,
ids=["mimo", "deepseek", "gwen3_5-hybrid", "gemma4-e4b"],
)
@single_gpu_only
def test_mtp_correctness(
monkeypatch: pytest.MonkeyPatch,
sampling_config: SamplingParams,
model_setup: tuple[str, str, int] | tuple[str, str, int, str],
mm_enabled: bool,
expected_accuracy_threshold: float,

"X EE RAR R SR AE R E MTP ARED T A% — 2R,

ERED 6/10 #HH tokens B4L—3K, B GSM8K EHEE T HRE.,

test_prompts = get_test_prompts(mm_enabled)

with monkeypatch.context() as m:
m.setenv("VLLM_MLA_DISABLE", "1")

if len(model_setup) ==

method, model_name, tp_size, draft_model = model_setup
else:

method, model_name, tp_size = model_setup

draft_model = None
_skip_if_insufficient_gpus_for_tp(tp_size)

#XBEEZE MRv2 TX Qwen3.5 hybrid 8 pytest.skip, FLE#K,
# EbAE VLLM_USE_V2_MODEL_RUNNER=1 B iZ A& Sz Frfrie &R H i GSMSK,
attn_backend = "TRITON_ATTN" if current_platform.is_rocm() else "auto"

# Bkt ZHEA profiling: Qwen3.5 RAB A image/video, gemma-4 K2R image/audio,
extra_kwargs: dict[str, Any] = {}
if "Qwen3.5" in model_name:
extra_kwargs|['limit_mm_per_prompt"] = {"image": 0, "video": 0}
elif "gemma-4" in model_name:
extra_kwargs['limit_mm_per_prompt"] = {"image": 0, "audio": 0}



if draft_model is not None and "gemma-4" in draft_model:
import transformers
from packaging.version import Version

if Version(transformers.__version__) < Version("5.8.0"):
pytest.skip(
"Gemma4 MTP assistant requires transformers>=5.8.0, "
f'got {transformers.__version__}"

)

ref llm = LLM(
model=model_name,
max_model_len=2048,
tensor_parallel_size=tp_size,
trust_remote_code=True,
attention_backend=attn_backend,
**extra_kwargs,

)

ref_outputs = ref_lim.chat(test_prompts, sampling_config)
evaluate_llm_for_gsm8k(
ref_llm, expected_accuracy_threshold=expected_accuracy_threshold

)
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PNoESE-A

« QG
1. CI NEAREREAK: K Qwen3.5 hybrid MTP f1 Jamba B9BkIRE, EFXEAD
BRI MRv2 TIEEREERM, X NVIDIA/AMD Cl job REHEXRK, #%TFiE
famik R A R ER E T4,
2. EABIRARL : codex P2 8 H BYIREER O 3R FFE, model_runner_v2.yaml B
Spec Decode step KA qwen3_5*.py FHEE AR, HAVN VI T IAAR A #T
HE [qwen3_5-hybrid] A,



3. ZF 4T3k AMD CI 8 PP job 132 # TBD H optional: true, Jamba & Z &
EETRESIAFEERFSBEIKIK; Intel CI XA TRFER, RETLFRGLS, XER
Ko

4. S EFBEELIHEENEE : quantization.yam| REFTRBEFE, ZEGLLE, NKILFAZE,
- U AP LEBETRYME, MAKME, MRv2 BEERE (Qwen3.5 hybrid MTP,
Jamba PP) 84 CI BEM B ZE RN BT, EVARIE ORI
AMD/Intel/NVIDIA =ZF & & —3 MR FA, synthetic rejection sampler 8 5% ikshHuaE
EHaf & 3R job, XEIPBATIE, NVIDIA H200 Job ¥3E—NEmAfGl, CI FEETrgA g
fn, BER%T RE TR BRE RS, EETEZRI codex 15 H BEERIDABER O,
- NFedrig: Cl MR R BERBAK , ERAFIKBGRESERMAL , ZF6 CI &
ERY , TofTRREEE

KERPRZ

« PR #51413 [MRv2 Feature] MR v2 weight offloading support: FI8 MRv2 Thek 5B £
J&, A PR 4LRIFH MRv2 8y CI BESLHE,

« PR #51440 [CI Test] Add specific unit test for mrv2 offloading: E— MRv2 CI §ko %
|, #REAN MRv2 #5EHRIGINE MR E S,

« PR #51310 [Spec Decode] Register Qwen3.6 dSpark acceptance coverage: E A spec
decode A mM Cl BEY B, BEF K Qwen RIRRE e2e MR M,



