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HATHREZE

« —4)iE: 0@ Transformers ZAESAIE, BE HAURFS FERIIE bug

- EESNE: E/FE. ZWRITE _partition_keys_by_modality: K|/ -F L3228 5 BABY
model_input_names MIF R, BLE RAERIDEL XIRERIANNE L, BFIZENA B

T RSB SSR I HF ABRERHEE, BT [1/N] AZE4: PR, 45512
text_replacement_offsets JtHA4REH b ALIF IR AMEMS L,

THRES B

PR body %27 ENEMAE R : XARIX prompt BB (KeyError: "Modality 'image’
not found") . Token-ID prompt E %A E4F2K token IIFIR (Gemma3 [2] & (2, 2]) .
W& profiling A 3 NEMITR LB 1 NEARF (get_dummy_text TR FR/FFE run-length
HAEEH) . ENEEGFEERETAEE, W Transformers JaimZ RIBEHEERTE

_test_processing_correctness Z4b, &A1ELT cached-vs-uncached &%,

SCEL AR

1. 1BE SRtk & viim/model_executor/models/transformers/multimodal.py 8
apply() #, _apply_audio/_apply_vision BB HEMER BT X FZES (
_is_audio_model()/_is_image_model()) BRAARRMART LZFRESIZESN (
mm_items.get_count("audio", strict=False)) , AMRIRBERICAIX prompt AA;
_apply_vision B9 mm_token_type_ids is None SF 2R HF 3R B4 &3k & ifq & XY 5] 3tk
2R,

2. &8 Token-ID prompt: apply() 7E3E token IDs fRRAFEFEE, RE
tokenization_kwargs["add_special_tokens"] = False, Byl E#r tokenize BB RIEA4FTE
token, RiE ID 53K prompt —3K,

3. BEFTMEMNFEHSFRES: get_dummy_text AAZHZEREZL S audio_token, f&
run-length 3R REX B4R G L4 ; _apply_audio 3 num_audios 53k, &MB|E run
PR LE R ValueError (RE&EREH) , RRBRIUAN is_embed=True mask;
¥ get _modality_field names 5§ _partition_keys_by_modality, IZ-FXtIE %
model_input_names 38 hf_inputs B key VB R EAELS, EE get_mm_fields_config
, BeITMERBALXTAEER, RIAT key (XREE,

4. MIRELE: test_common.py FH test_processing_correctness_transformers (5%t
FrBE Transformers ZHESMER ID, BE= hit_rate) , IEIZERMALLIE—FMENR,



; test_transformers_audio.py EMH _process_granite_speech(separator), #3E4E4R
MM ValueError, EMFEFAEEZ LTI E. RIAMFELEEMR;
test_transformers_image.py E¥JH process_two_images(separator), i 84FE1E %
&5 XX prompt MR,

R

« vllm/model_executor/models/transformers/multimodal.py (3t ZAESLIE; K5
source; A data-contract; F5 _get_modality_field_names,

_partition_keys_by _modality, _get_mm_fields_config, _apply_audio) : #uX4: BE
apply() GLfFfE4% . Token-ID E & 5%k token. _apply_audio GfFE&H, FHIHER
BAQXFER partition_keys_by_modality Hl&l,

« tests/models/multimodal/processing/test_common.py (3 3&AMR; K5 test; LR
test-coverage; 5 get_transformers_backend_model_ids_to_test,
test_processing_correctness_transformers) : #3
test_processing_correctness_transformers, & X4 Transformers &3z M ARLIE —3 M
MR, At cached-vs-uncached BB E,

. tests/models/multimodal/processing/test_transformers_audio.py (3R ZHUNR; 25|
test; KA test-coverage; &5 _process_granite_speech, test_audio_multiple_inputs,
test_audio_fields_not_claimed_by_image, test_unclaimed_fields_warn_rather_than_rai
se) : EMHB)REGFITBALRSTHRE. FEREE. RATEZAF, BIEZMEE,

« tests/models/multimodal/processing/test_transformers_image.py (#ik BEMR; 25|
test; XM test-coverage; 5 _process_two_images, test_image_multiple_inputs,
test_image_adjacent_inputs, test_text_only _prompt) : $¥EAEAREERE S XAMX
prompt A, FAKREKEZELE)T,

KBS _get_modality field names, _partition_keys_by modality,
_get_mm_fields_config, _apply_audio, get_dummy_text, apply

RERED R B

vlim/model_executor/models/transformers/multimodal.py

X B85 apply() GAAaLE &M, Token-ID &£ 4% token. _apply_audio & &
3, HIERESH)RXFEE partition_keys_by_modality HL#&l,
def _get_modality_field_names(self, modality: str) -> set[str]:

"R EITE EARSHTRAERSFENTREES, "
# TODO: % huggingface/transformers#44394 &3/ R else 0%

if modality == "audio":
sub_processor = self.info._get_audio_processor()
else:

processor = self.info.get_hf_processor()
sub_processor = getattr(processor, f"{modality}_processor", None)

# FUTH embedding 46T FAIEE, EMBLNAZESHTE
names = {f"{modality}_embeds"}
for name in getattr(sub_processor, "model_input_names", None) or ():



# BLE mask WM HEFR—Z 5 BHAE model_input_names H
names.update((name, f"{name}_mask"))
return names

def _partition_keys_by_modality(
self,
keys: list[str],
modalities: list[str],
) -> dict[str, list[str]]:
"I HF REZE B H AEA key VBRI £ CRES, "
if len(modalities) ==
return {modalities[0]: keys}

claimed = {m: self._get_modality_field_names(m) for m in modalities}

owned: dict[str, list[str]] = {modality: [] for modality in modalities}
unclaimed = ]
for key in keys:
for modality in modalities:
if key in claimed[modality]:
owned[modality].append(key)
break
else:
#RAREMESE RN key EEEZR, BASEIRE

unclaimed.append(key)

if unclaimed:
logger.warning_once(
"Unable to attribute %s to any of the modalities %s, so they "
"will not be passed to the model. Add them to the relevant "
"sub-processor's "model_input_names" to fix this.",
tuple(unclaimed),
tuple(modalities),

return owned

def _get_mm_fields_config(
self,
hf_inputs: "BatchFeature",
hf_processor_mm_kwargs: Mapping[str, object],
) -> Mappingl[str, MultiModalFieldConfig]:
# HF & 2R ES3IRE attention_mask, 1B vLLM REEY
hf_inputs.pop("attention_mask", None)

# X/IMERHE _apply_audio/_apply vision BN ; EAEABMARA None
sizes = {

"audio": hf_inputs.get("num_audio_tokens"),

"image": hf_inputs.get("num_image_patches"),



}

modalities = [m for m, size in sizes.items() if size is not None]

size_keys = {"num_audio_tokens", "num_image_patches"}
keys = [key for key in hf_inputs if key not in size_keys]
owned = self._partition_keys_by modality(keys, modalities)

mm_fields: dict[str, MultiModalFieldConfig] = {
key: MultiModalFieldConfig.flat_from_sizes(modality, sizes[modality])
for modality in modalities
for key in owned[modality]

# XEFERE batched, EA batch size 2% —%
if "audio" in modalities:
mm_fields["num_audio_tokens"] = MultiModalFieldConfig.batched("audio")
if "image" in modalities:
mm_fields["'image_grid_thw"] = MultiModalFieldConfig.batched("image")
# TODO: X¥¥F video A/ KEEEE| "video"
mm_fields["video_grid_thw"] = MultiModalFieldConfig.batched("image")
mm_fields["num_image_patches"] = MultiModalFieldConfig.batched(
"image", keep_on_cpu=True
)

return mm_fields

AT K

E—8 review THEELE get_dummy_text B9 A ERIZ: DarkLight1337 FEEBRARA \n 2
THEA (PloRZEMFIL) , hmellor BRQFRARERRN. X4 profiling A, KRAKHA
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« get_dummy_text BEH G AT FRAFHERE (design): AR EKS
B, R dummy profiling B9 SRR E,

R 5 o
- RS
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« ATAEYVIREE: _apply_audio AEZER run 35 SMAETAER—K, ZEEAN HF LR
IFTENEHZ AL run (BIIIAERRRT) , SRR, SRR EE Granite
Speech, | EAR,

« ¥ AN XAX prompt REAB, Token-ID 5XA prompt ITA—K, ZEM
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