PR #51368 &R LE

vlim-project/vlim
[Bugfix] Fix DeepSeek V4 mHC broadcast buffer for dummy load
&3FatlE]: 2026-08-19 08:02

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/51368

PHATHRE

« —A]3E: ¥ PWAL $9F4%— finalize, 88 DSV4 dummy load #A5%

< EESE: EERE. EAEMA: —E2WFHA loader ¥R PWAL #8728 RE
forward BRE BIEMMEL, X2 vLLM ER nik 4 BN IEMREN; —BIFEEERS
& load_weights() I finalize B4 verl e2e 3TE., EFIEDRIAZ, BR T IMERIEZRIKER

5 RERFIEE Z B AARET, FIEEINGE S #52626 (in-place copy () Rl#r) —#F,
ELRMREENREL SRR G E,

THRES B

PR body BABAIEH : With —-load-format dummy, load_weights() is skipped, so
hc_attn_fn_broadcast stays None and the first decoder layer's 2-D broadcast path fails
at assert self.hc_attn_fn_broadcast is not None, dummy load & BTN, FHEIHTA>HTE
ZE, BERARAEIRENRTSMEL finalize, FE dummy WMEILEHER . reviewer
aoshen02 #—3H L finalize £—UK O 3| PWAL $4F, MR ERE—MERXHEITH T,

LI AE

1. FER W OHF: & viim/models/deepseek_v4/nvidia/model.py By
DeepseekV4ForCausalLM LE#713E process_weights_after_loading(), [E&tiEH
self.model.finalize_mega_moe_weights() 5 self.model.finalize_mhc_broadcast_weight
s(). load_weights() BREHIFZRATREA finalize XA RAZH T, RiEL@EmMRS
dummy MEBARER—5 finalize B2,

2. BRINERIZIEM finalize: DeepseekV4MegaMoEExperts.forward() R 4K &,
dummy load MRE 8 self.finalize_weights() #MI4, AE% assert
self._transformed_l1_weights is not None BiE R 8, XHERNRE repack (SBIKRLE
53 ABEEEE KR forward N, profiling T LERFaSHNF.

3. Drafter R Uk : MTP 5§ DSpark /EARZTNEREE hnEk, X BSLIEAL BT
——DeepSeekVAMTP.process_weights_after_loading() &£+
finalize_mega_moe_weights(), DSparkDeepseekV4ForCausalLM.process_weights_afte
r_loading() ¥ _finalize_moe(); F4k load_weights() #12A AR T

4, EIR—IYGER: BRXAELLEEEZIRM load_weights() £ finalize A, BEEE
verl e2e WIFRFAMKBIRRE W, ERERERRXPIRE, RFF load_weights() 5§ PWAL
BFRANE BEEIRIT



5. MIRECE: T tests/models/test_deepseek v4_mega_moe.py FIERNET
SimpleNamespace HFREETNIR, 28 RIEEERBFHATIVF (mega_moe F&F mhe)
L% MTP/DSpark $FHIERFATAH; X 9 MIRE GPU LR, BX=AMER X4
HMREELRR MR LM, EBNHREESTE T T8 8E,

R

« vlim/models/deepseek_v4/nvidia/model.py (3R =R EZE; 25| source; FER core-logic
;. &5 process_weights_after_loading) : BR_MEE XM #FR MegaMoE forward 18y
&M finalize_weights(), #3€ process_weights_after_loading() $9F%—
finalize_mega_moe_weights 5 finalize_mhc_broadcast_weights, ZA>X PR B§E A O
THE,

. tests/models/test_deepseek_v4 _mega_moe.py (HE3k AR ; 257 test; LA
test-coverage; 5 test_deepseek v4 _pwal_hook_finalizes_mega_moe_and_mhc_broa
dcast, test_deepseek_v4_drafter_pwal_hooks_finalize_mega_moe) : FT3EFNE TR,
STEEANMTHERFATASARAIMT, H7E PR body PAHRTIIE: EIR=AER X #F
JEFTMIRI LK, IEBANHRA RKo

« vllm/models/deepseek_v4/nvidia/mtp.py (#ik MTP Ef&; K5 source; £ER
data-contract; &5 process_weights_after_loading) : MTP AR RIME R I~ THE AR A
, E5IEAESIZH PWAL 89F, TN dummy load TH MegaMoE finalize &%k,

« vllm/models/deepseek_v4/nvidia/dspark.py (#3k DSpark ¥f&; 385 source; EH
data-contract; &5 process_weights_after_loading) : DSpark EffiERl 5 MTP [,
I FEHE _finalize_moe, Hafk dummy load TEMERRXEIEH finalize,

XEFE: DeepseekV4ForCausalLM.process_weights_after _loading,
DeepseekV4ForCausalLM.load_weights, DeepSeekV4AMTP.process_weights_after_loading,
DSparkDeepseekV4ForCausalLM.process_weights_after_loading,
DeepseekV4MegaMoEExperts.forward

RERED R B

vlim/models/deepseek_v4/nvidia/model.py

BB E X %4 MegaMoE forward HETE M finalize_weights(), #i
process_weights_after_loading() #1-F%— finalize_mega_moe_weights 5
finalize_mhc_broadcast_weights, 24k PR WEANRZE,

# vllm/models/deepseek_v4/nvidia/model.py
# TEXEE: load_weights i—#& PWAL $F; MegaMoE forward RERJK finalize

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
loader = AutoWeightsLoader(self, skip_substrs=["mtp."])
loaded_params = loader.load_weights(weights, mapper=self.hf_to_vllm_mapper)
# FrE MBI G —£E PWAL 85F: dummy load BBk load_weights,
# 18 loader A<M process_weights_after_loading, #a{RE R forward RIghZE .
self.process_weights_after_loading()
return loaded_params



def process_weights_after_loading(self) -> None:
# 1) EITE MegaMoE RE: E4AN FP8/FP4 RARHBFBRIE S
#2) X mHC T2 FKX: B hc_attn_fn FLRMEB3|, # 2-D J BBEAEH
self.model.finalize_mega_moe_weights()
self.model.finalize_mhc_broadcast_weights()

# DeepseekV4MegaMoEExperts.forward HIIZEE (KR E &)
# MIFRAT:
# # This method must have been already called during the weight loading phase.
# # We call it again here to cover the dummy weight loading case.
# self.finalize_weights()
#
# MFRE: KB PWAL SFRIERE B, BEEN AT kernel
assert self._transformed_|1_weights is not None
assert self._transformed_|2_weights is not None
deep_gemm.fp8 fp4 _mega_moe(

Y,

self._transformed_I1_weights,

self._transformed_I2_weights,

symm_buffer,

activation_clamp=activation_clamp,

fast_math=fast_math,
)

return y

tests/models/test_deepseek_v4_mega_moe.py

FIER N BTN BITE =N FHERITASRAINF, FFE PR body PLAHRERIE: ER
EAMRRSAHEFURA LK, WEBRNIRA K.

# tests/models/test_deepseek_v4_mega_moe.py

# F SimpleNamespace BRI TFEHE, #HRI|IA GPU 1KH

def test_deepseek_v4_pwal_hook_finalizes_mega_moe_and_mhc_broadcast():
""loader XM RN RARE K PWAL 84T,
& b ¥F I finalize megamoe + mhe broadcast A E,
B ZM3 load_weights() B9 dummy load Z&. """
calls = []
stub = SimpleNamespace(
model=SimpleNamespace(
finalize_mega_moe_weights=lambda: calls.append("mega_moe"),
finalize_mhc_broadcast_weights=lambda: calls.append("mhc"),

# URFEANAR, I _init_, RBIEHTFARENTH
DeepseekV4ForCausalLM.process_weights_after_loading(stub)

assert calls == ["mega_moe", "mhc"]

def test_deepseek_v4_drafter_pwal_hooks_finalize_mega_moe():



""MTP/DSpark ERaERI/E R IR TEAR R HnE,
L BEE PWAL 9 F——BE AN MegaMoE forward REIEM finalize, """

calls = ]
mtp = SimpleNamespace(finalize_mega_moe_weights=lambda: calls.append("mtp"))
DeepSeekV4AMTP.process_weights_after_loading(mtp)

dspark = SimpleNamespace(_finalize_moe=lambda: calls.append("dspark"))
DSparkDeepseekV4ForCausalLM.process_weights_after_loading(dspark)

assert calls == ["mtp", "dspark"]

vliim/models/deepseek_v4/nvidia/mtp.py

MTP EfRRBE A Y TEREY, T5ERBEHD LI PWAL $8F, FN dummy load TH
MegaMoE finalize &k,

# vllm/models/deepseek_v4/nvidia/mtp.py
# MTP draft A MERAMBACO REFEEN PWAL #F

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]) -> set[str]:
# ... SHEETS MTP BEREMLE ...
# HRERNEFRAARAZ BT, RiTEFIHEA RN EGRAH
self.process_weights_after_loading()

logger.info_once("MTP draft model loaded: %d params", len(loaded_params))
return loaded_params

def finalize_mega_moe_weights(self) -> None:
for layer in self.model.layers.values():
layer.mtp_block.ffn.finalize_mega_moe_weights()

def process_weights_after_loading(self) -> None:
self.finalize_mega_moe_weights()

AT £

1. PWAL mdE _ init_ ¥8J&: aoshen02 #&H ‘Maybe we should put it in PWAL, not only
this model file has such a problem”, HollowMané #E 38
finalize_mhc_broadcast_weights() B9IRAM __init__ 3|
process_weights_after_loading, FUtBA ¥ B R A nvidia DSV4 HEEIZIE R,

2. MegaMoE finalize —#UXx @ : aoshen02 $ZiX“do you think it's better to do: def
process_weights_after_loading ... and remove self.finalize_weights() inside the

megamoe forward”, 1E& X, BFREE L ZBKR,

3. *FEEFEHA: aoshen02 & EEFREMEL finalize_mhc_broadcast_weights &4
WARAPR, HollowMané HiiA%, {EFEH % #52626 (in-place copy_() Rl#FT. FR$F
CUDA graph e E) &HEE RARFRKZEMRES, EEFHN,

4. verl R 328 1EE HiR1IERX "Remove finalize* from load_weights”, BE/S7E e2e WIEH

FIASHIRRZ, EREIR, FH4H verl F84x: rollout_probs_diff_mean: 0.006354,
pearson_corr: 0.9952,



5. Copilot 8 copy () #M:: Copilot 37 in-place copy_() EI&E /dtype/shape RIEEERS
B, BINEBRBIEIHE; 1EEELIR This is over defense”, H¥&

« finalize Yx @ 2| PWAL #Fm3E init(design): HollowMané ¥
finalize_mhc_broadcast_weights JBAM __init_ # 3| process_weights_after_loading

- %R MegaMoE forward F 8916 finalize_weights (performance): E& %40, Al AR
RPN AZ MR, RE repack BAMEMA

« M load_weights #F& finalize £#%3F verl [@# (correctness): £ 8 load_weights
finalize @A, 5§ PWAL #1FHRRA LD EE&IT

« copy_() in-place RlFE+H X 2Z2EL4L (correctness): in-place copy_ Rl¥iZ BB IF 2 Bl jH
M PR (#52626) , & PR AE&%ZEHE

« MIRAXHFFAFI (testing): MFAMIRBEZHFHE N ESE PR, A PR REFELE

PRS-
o S

« load_weights() 5 PWAL #9FXANOEHA finalize, &K#i
finalize_mhc_broadcast_weights() BIBEEM; & #52626 REHKEER, EFMBE
BT 2R finalize TTREBRERZ P X #bht, Fw E3RIRAY CUDA graph,

« DeepseekV4MegaMoEExperts.forward() BIERIE M finalize_weights() /&, FrA BERIX
AR AN B ERBIEET PWAL $9F; BEX loader BkiT loader B9IRAE (nfLe
e2e TH) WAtk assert self. transformed_|1_weights is not None %Kk,

- MTP/DSpark ERER L B LIHTF, ERRTGEREDLREMTIMERMBAE, 2R
HWFSFIH dummy load %5 BORAR .

MR B ZHFEFEE (X T SimpleNamespace B#1R) , REZHES GPU £
dummy load JE& R forward By B 8EEE, EVINFETIE GPU CI K.

- EEZSNFM4 load_weights() A finalize 283K verl [, HLEASMERIEZLE T
load_weights() BITERA KM, /ELEREIZBZER LI verl,

« XHEA --load-format dummy #1&1t DeepSeek V4 B : &R forward ~EAA R,
mHC | &8 4250 MegaMoE RREE# AN forward Bl Bt 4.

« Xt MTP/DSpark #ZHAFRL A . ERERE dummy load T RAEREERBRE
finalize T4,

« X profiling / benchmark: RREZIT@H B E KR forward, RFHEEE token ZERE

BIRS
« SFREIPA: 2B TR process_weights_after_loading() B9%—Uk B3, 54 DSV4
KicER T8 A,

s FSEEE L viim/models/deepseek_v4/nvidia/ T 8 model/mtp/dspark =ANA 0O,
SMIM—AMERGINR S, Fh R A 3 APL,

« RFRARIE: BOEBAREE , NE findlize BERKH , ZEBEANOTRPF , SIMEREZRIK
FARTEMKR , D ESL GPU 3R BsmM R



KERIK L

« PR #52626 weight refit in-place copy_ refresh: PR body 5 iti6 9 BA#A1R & B4
companion PR: in-place copy_() Rl# &% CUDA graph #8%t5aE, 54 PR # finalize
4y E AL FAER mHC broadcast X TEHN £,

« PR #50645 guard the broadcast kernel on DeepGEMM support: PR body #tBAi% PR &7
T BAK, FREAREMERL finalize, 54 PR R LE%E,

« PR #49707 mHC warmup coverage fix: PR body #BHiZ PR 88 warmup BZ% CHHZE
HMXMIEERE) , 5 PR BBERBZT R,

« PR #47807 streamline warmup on the kernel side: PR body %1% PR 7 RAZMI{E 1L
warmup, 57 PR B9MMEBHA finalize TEE,



