PR #51367 BEIRLE

vlim-project/vlim
[Kernel] Use Murmur3 RNG for Gumbel sampling
&3FEtlE]: 2026-09-16 14:52

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/51367

MRS

« —4)3E: Gumbel RAERA Murmur3, B8 RIRERRE

« EDE: EEER, LEEZE=L TBERFETBEME] 891781 murmur3_uniform32
By split-16 ¥EHaME (AR THRERTRHNFEHRETEH uint32—>fp32 i) |
murmur3_uniformé4 B domain=0x9E3779B9 # 53 B NIT A A
_log1p_neg_stable 9B Z IR EZAR libdevice loglp. BT INE S RIEHESE: h =
(seed N seed) 5 h A 16 BERNAENZ: u— 1 BN RE TRESTTES: Rk
AR TRETK BiE 2 TR MRAML, HEHFEERERL head LE I,
AP EEREIN: T release note FERNIER seeded I greedy M FHNTE, FHAh
—% u — 1 IHRNEUER VIR,

THRES B

PR body BA#'E T sh#l: Replace the Gumbel sampler's Philox-based uniform generation .
.. The goal is to preserve the target sampling distribution while improving RNG
resolution and avoiding backend-specific math paths, 3 %Bt RFC #54143, ENEX4%F
~¥ Philox. REZBRMHME #47524, FEETRPH—FTLE BN 24 BKEREAE
vocab=129,280. logit gap 18/20 BEIRRE z /%N -5.89 /-5.16, KATE 32 (WR/E
Wesk®| -1.18 /-1.09, BIABKTEREER; I Ascend A3 L Philox X4 kernel tb
Murmur3 18 26-89 &, B THAENEHET B IHEBRERA,

SCEL AR

1. NO#t RNG HEH=SERRE: viim/vl/worker/gpu/sample/gumbel.py 89
gumbel_noised_argmax MR gumbel_seed = tl.randint(seed, pos) 5
tl_rand32/tl_rand64 A, kA% (seed, pos, keys) B murmur3_uniform32/64
. draft 5 target REM RS offset] KA Xt pos im _DRAFT_NOISE_SALT] ,
A seed 5 pos MEEEEHAN hash, salt L EBIEMRIEALEE RAALA—K. RNZEKR
tldevice A (FRBEZE3 loglp) , _TL_RAND MIN BPERIKE At rejection
sampling & F,

2. I3 Murmur3 8% : _murmur3_rotl32 (TN E rotate, FAMALEHIE) .
_murmur3_mix (body: 3 O0xCCYIE2D51. rotl 15, 3 0x1B873593. H=K. rotl 13, F
5 i 0xE6546B64) . _murmur3_fmix32 (finalizer) WUXEITFMAE
murmur3_hash32(seed, pos, offset, domain=0)s murmur3_hash32 %3 64 {i seed



FRR AR 32 AUBE. BB pos. BGRIEAIERN offset, /A domain ¥ E2ER— L4 EH
Fr—&IILRo
. A A EME: murmur3_uniform32 B [#5 16 LB # fp32] AR (random32
+0.5) * 2**-32, PANFEERERREM fp32 AR T, EWAIKHESR uint32—fp32 it
REFH 32 LA ##E; murmur3_uniform64 A domain=0x9E3779B9 BRE =1 hash, #f
H 53 [UARKALE R % _uniformb4 _from_random53, FA tl.where(uniform == 1.0,
uniform - 1.1102230246251565e-16, uniform) BT AR A, BRiRAT A S AE|
1.0 /& log(1-u) ZEX -inf,
. fp32 BERXTE T4 : #713E log1p_neg_stable, & u < 0.25 (RZE argmax BB
Gumbel 25 BIR) &£ 8 )X Horner ZIN (LIXRE < 6e-7) , HAXEBRMMA
tl.log(tl.maximum(1 - u, 5.96e-08)), AR EILMER libdevice loglp, M REIRE
BEEEESR,
MR 5 BLEKSN: tests/vl/worker/test_gpu_gumbel_sample.py #3E /N Triton kernel
_murmur3_known_answer_kernel 5 test_murmur3_known_answers (${ZE 6 ABAIE
£, 2 intbd WME seed 5§ 1<<30 LK pos) . _uniformb4_endpoint_kernel 5
test_uniformé4_excludes_endpoints (Big &R A 2**-54 5§ 1 - 2**-53) , HiE
test_drafting_uses_a_separate_noise_stream B docstring M [salts the Philox offset]
B A Tsalts the RNG position] . =A&b%E SURBIN BMR A EREHLL -
test_include_reasoning.py E/ANAAIAD temperature=0 #3E max_tokens A 200 &3
512; test_struct_output_generate.py F&EH{L5H BB temperature=1.0 2 0;
test_completion.py & test_parallel_no_streaming 5 test_parallel_streaming B [F
ERSTARKE] 8 output_token_lengths / chunk_lengths ¥ &,

X ¥ XEE
it
vlim/v1/worker/gpu/sample/gumbel.py JB FE Murmur3 RNG 52 loglp
B, BMEFEAZE RNG AR A
tests/vl/worker/test_gpu_gumbel_sample.py M BEEE + fpb4s eI, EFHEE
R ORIBX TR S
tests/entrypoints/openai/chat_completion/te M | BXA temperature=0.
st_include_reasoning.py A max_tokens=512, EFITREERHN
3t
tests/entrypoints/openai/completion/test_co M MIRHITINE R 5ERREKERT &
mpletion.py iy
tests/entrypoints/lim/test_struct_output_gen U LML AFIRRS, #H RNG B
erate.py xR EREK flaky
RS

« vlim/v1/worker/gpu/sample/gumbel.py (3R XAERZ; 28] source; LR core-logic;
A5 _murmur3_rotl32, _murmur3_mix, _murmur3_fmix32, murmur3_hash32) : rg—



TRADEREN S, AREAIRH RNG LG XHEANZRA sk, REXSELIAEHRESERE
SRAT A

. tests/v1/worker/test_gpu_gumbel_sample.py (&R ZAEMR; L5 test; LR
test-coverage; 5 _murmur3_known_answer_kernel, _uniformé4_endpoint_kernel,
test_murmur3_known_answers, test_uniform64_excludes_endpoints) : AT
Murmur3 BZ2iNBAEES fpbs 3nEEE, FEH draft BERIEXWNK S H, 24
REAEIEHMERNEZ R M

. tests/entrypoints/openai/completion/test_completion.py ({3 (N2 OMER; HKF) test
; KA test-coverage; &5 test_parallel_no_streaming, test_parallel_streaming) : 3
AR M R T FERRETR] BiE, BARE—ABINEIER, BEERBRXFERE
BITMR M 89

. tests/entrypoints/openai/chat_completion/test_include_reasoning.py (3R H#EZE R ZM
iX; KH test; £ test-coverage; & test_include_reasoning_true_non_streaming,
test_include_reasoning_false_non_streaming,
test_include_reasoning_true_streaming, test_include_reasoning_false_streaming) :
NEFENERABIBEA temperature=0 312 E max_tokens, {F4REFBEREITE RNG 7k,
EANOEREEMILHARE

. tests/entrypoints/lim/test_struct_output_generate.py (#E3k ZEtgfbid; %5 test; &£
A test-coverage; 145 test_structured output_batched_with_non_structured_outputs
_requests) : &t 5 IELEMMLBRABFI B temperature=1.0 2 0, #% RNG L&
S35 flaky, RERE/AMEL B —ITRS)

XS gumbel_noised_argmax, murmur3_hash32, murmur3_uniform32,
murmur3_uniformé4, _uniformé4_from_random53, _log1p_neg_stable, _murmur3_mix,
_murmur3_fmix32, test_ murmur3_known_answers, test_uniformé4_excludes_endpoints

RBIRED R B

tests/v1/worker/test_gpu_gumbel_sample.py

AFEY Murmur3 BRI BREERE fpos mam), FHEH draft B RIEX BT S %8,
TACREABEIE F kB £ E4R 3P N

# tests/v1/worker/test_gpu_gumbel_sample.py: FIEH EEEE 53 MR

@triton.jit

def _murmur3_known_answer_kernel(
seeds_ptr, positions_ptr, offsets_ptr,
hashes_ptr, domain_hashes_ptr,
numel: tl.constexpr, BLOCK_SIZE: tl.constexpr,

# WM REKTEAEELE Python MBAA, XERFZ/ kernel 1£% &R E LI
# WK, RIENESE Triton BB murmur3_hash32 fA & Python £%|
idx = tl.arange(0, BLOCK_SIZE)

mask = idx < numel

seed = tl.load(seeds_ptr + idx, mask=mask)



pos = tl.load(positions_ptr + idx, mask=mask)

offset = tl.load(offsets_ptr + idx, mask=mask)

hash32 = murmur3_hash32(seed, pos, offset).to(tl.inté64)

domain_hash32 = murmur3_hash32(seed, pos, offset, domain=0x9E3779B9).to(tl.int64)
tl.store(hashes_ptr + idx, hash32, mask=mask)

tl.store(domain_hashes_ptr + idx, domain_hash32, mask=mask)

def test_murmur3_known_answers():

#BEX0/1/-1/8 321 seed / intb4 FIRIRAE, pin FEEI hash —KiE

seeds = torch.tensor(
[0, 1, -1, 0x123456789ABCDEF, -(1 << 63), (1 << 63) - 1],
dtype=torch.intb64, device=DEVICE,

)

positions = torch.tensor(
[0, 2, 17, 123456789, 1 << 30, (1 << 30) + 7],
dtype=torch.intb64, device=DEVICE,

)

offsets = torch.tensor(
[0, 3, 1023, 199999, 4096, OxFFFFFFFF],
dtype=torch.intb64, device=DEVICE,

)

hashes = torch.empty_like(seeds)

domain_hashes = torch.empty_like(seeds)

_murmur3_known_answer_kernel[(1,)](
seeds, positions, offsets, hashes, domain_hashes,
numel=seeds.numel(), BLOCK_SIZE=8,

assert hashes.tolist() ==
0x8134CDF8, 0x23B53F91, 0xC8C13C14,
Ox5DDEQG74F, OxF1A9355B, 0xDI52F9AA,
]
# domain=0x9E3779B9 MM MR EE, Fiik fpod BAZIHMIRL
assert domain_hashes.tolist() ==
0xD28AD962, OXE3AAF818, 0xD223C51C,
0x0547D2FE, Ox3AED160F, Ox49E8EATF,

def test_uniformbé4_excludes_endpoints():
# random53 = 0 5 2**53 - 1 M RNERFEAARAFEAR: AL 2**-54 5
#1-2%*-53, BIXEQLFRFFFXE, T log(1 - u) KHEIL -inf
random53 = torch.tensor([0, (1 << 53) - 1], dtype=torch.intb64, device=DEVICE)
uniform = torch.empty(2, dtype=torch.float64, device=DEVICE)

_uniformbé4_endpoint_kernel[(1,)](
random53, uniform, numel=random53.numel(), BLOCK_SIZE=2,



)

assert torch.isfinite(uniform).all()
assert ((uniform > 0.0) & (uniform < 1.0)).all()
assert uniform.tolist() == [2.0**-54, 1.0 - 2.0**-53]

IR AL

WX 30 LB %KL EE Cl/bot aHE (/ci run. mergify RIER. pre-commit kKIER)
, RENBARBETEFEBIENLEKTLL:

Y& freyfwt: Changed fp32 Murmur uniform from 24-bit truncation to full 32-bit
source resolution: u = (random32 + 0.5) / 2732, reconstructed through two exact
16-bit int—=fp32 conversions for backend portability. Verified split-16 reconstruction
against correctly rounded fp32 on 2M random uint32 values: 0 mismatches.

1YE# freyfwt: For vocab=129,280 and 100k draws, tail-mass z-scores were -1.18 at
logit gap 18 and -1.09 at gap 20. The old 24-bit path gave -5.89 and -5.16
respectively, confirming the truncation was the material bias source.

g freyfwt (MEREZES7H]) : The host was shared with an unrelated 8-GPU
workload ... so these results are used as a no-material-regression check, not as a
clean speedup claim.

£ freyfwt (BFREBZH D) : the available runtime image predates the is_drafting
call-site update. Both variants therefore used the same one-line is_drafting=False
harness adapter ... drafting/speculative behavior is outside its scope.

TPHEMRAEREHE / BEAES: claude[bot] 7 fork A m TN BAEMNITHEER, MEL

H TCode review found no issues / No high-confidence issues detected in this change)

, IsotrOpy &4, APPROVED, review_comments_count A 0, EmkERAZFLT diff 1WTib. &

HRKESRITZIIMNNE= 84, PR WIEYMLF E2@ELEEE BMERTE L,

« fp32 HAB 24 AR TE 32 (RS IHE (correctness): BTN 24 UK 2R EE
EHABMEE; HEIZME far-tail LRGN, FTERAERRITSRETBERA,

. fpb4 A HoR S A RIFFF KX 8] (correctness): 3 A BIRA& AT X iEHA =BYIMRSUE ;
& B 38 o KRG Triton W[ 8EHR fp32 MLEYAML 1 FHEE,

« draft / target BeERFRE A M offset salt BX A pos salt (design): FaEIiEXARIFEM,
K& Tpos A intb4 Bm AR 2**30) MBEAEMRIR; spec-decode FIFRIMERLIE XA,

- MESRMANDNREEIES [RETKI WS MR (testing): & flaky B9 B ARARK, B
HTTP/ MRBHRETREZERY; SIZEENS AN ERFRIELAEN, X—RERE
B=HE o

- Batfbit#E 5 AL approval BISZFRRE (question): BRAVZFTEREMIKEEE, AANK
EEERMEFBNEIES CI X7 (Buildkite #86309 54 EH) .

PNESE-A



« QFe:

1. EMMETE (EAEM) : body BFEFA seeded JE greedy ERS ™ 4 R A9H £ *
token FF3; 1EE SN base/head RA 1/16 Eih2eL—3K, K seed EIMH
MEEL (APMEVIEA, AR golden il. &F / R L) #HA%K, EPR &
BH No documentation change is needed, Xt4Mel WEIITAZE E &) release note,

2. RNG Zit3REMWIEA N : Murmur3 2IERBEEA, 1E& A Pearson z 2%k (
mean -0.009, std 0.998, max Izl 3.90) . byte/bit/serial #2355 Monte Carlo B2
FRERWIE, EXERZRIARE, FEMTF Philox X3 counter-based PRNG B E4T
equidistribution M. B4 murmur3_hash32 B h = (seed ? seed).to(tl.uint32) 1&
A0 (Bl DEEHE uint32] BERBEYR) , _murmur3_fmix32(h A 16) B 16 HK
EFH, AAERBEARE MurmurHash3 5%, EEZMIAZZI B RITEZ TR

3. fp32 XMEIE MBI R loglp_neg_stable R value < 0.25 AZ MR, HEE
tl.log(tl.maximum(1 - value, 5.96e-08)); % u #FE 1 B fp32 MARKRE LR E HHE
clamp, BALS XA HESE TRAN log(5.96e-08) = -16.7, BTN TENERRE
, EEARANREEES u — 1 3,

4. MR B Z89%EIR : test_completion.py MIFREY [FEREFRRKEREK] s 2E—
£ HTTP/ ARENERETRNMAE, FE L ParentRequest B oA B EHEBEN
BflkR; BERIERMRSRIBERAINRFARR—E, BEWITHE,

5. MAEEWHIEIEIRE . Ascend A3 By 26-89 SR MEER T HA head (HEEBER
predate the final fp32-uniform, logarithm, and fpé4-endpoint changes) , &%
A/B XHHELE 8 FEXABEZNENLE BEFL CV 11.5%/7.4%) , H drafting
BAARIRERE R, AT head B9 kernel ZERMKREM, MHEEREFREEZEENBLRE
5251 Ho

6. B2 seed HIAAARMA. Murmur3 ¥ MmEF Philox, B EEMET [seed it
BEIETFUN RAE 89174, [EXAE RNG AFEFABLZL2RE, NRERK, - FW: ¥
me 5 B A Model Runner V2 B93E greedy X+$E812: FrBER seed BY temperature
> 0 BREAFZERF/ILR (BELmENM) iy, TTEIMEELS TIF golden XEHE
EFE,; RIRE seed WA TRA, UM, 3E NVIDIA &3k (Ascend A3 KA
kernel A 160 ms &3] 1.8 ms &) S&Miand / #EMBTSEZARIRHAE,
RTX 5090 Ef&RL A/B BERiH & +4.15%. mean TPOT -5.15%, wi{EL LR
B3, TRMPMEIE: draft/target BB R RE A M offset salt A pos salt,
spec-decode BYIRIEE XRIFA B Tpos KA 2**30) WIBRA R, AO
R FEEAR. gatiad. H TS ERasstirsmERE, ERNEDT B
SRR BIRBIRLA R, greedy B84, logits cache TA. AFF API 5 kernel launch
HEHHAE, RRABEFEEARRAAEENREX S, - NRIME: AEERETE ,
XL EEARE T Y RNG, NMRE IR EER |, MHEEFIBEFERAL head £ , drafting B
ZRWI MBS

R ERIREE

« PR #55055 [BugFix][Model Runner V2][Spec Decode] Fix decode instance's
multi-layer MTP kv caches during P/D: REJ& Model Runner V2 worker 5 spec-decode



B&12; K PR # draft/target "5 7 salt 1B X BEE/ER T MTP/ %X ALARAD B9 RAE—ER M

« PR #57112 [ROCm][CI] Fix MLA RoPE fused-kernel tests for TheRock image: R 2R
EANRERREm LENFEREER, XAEK ULP 2R ZEZRNHAEKRE, T5XRPRAZ
MRS be-7 R £ IR E X B %L,

« PR #56096 [XPU] Route to fused_gk_rmsnorm_rope_gate triton kernel: B2 TR #1E
Triton RAZBEME B REAMREZMR] WEHTER, & PR E Ascend £#y 26-89
ka5 e —3Ko

« PR #56904 [Bugfix] Make GPU sync checks safe under torch.compile: R &
Triton/ ZR R E T TROFRES MR EMHLIE, 54K PR & flaky 89K B3E B ERARIT,



