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# vlim/v1/worker/gpu_model_runner.py #3895 B % %%

def count_nans_per_row(logits: torch.Tensor) -> torch.Tensor:
"""Per-row NaN counts, left on device.
# A int32 RIHEA token ZEFZ NaN, ERREAE GPU ®EL,
# BBAEFITER LML blocking D2H #01, X2 RHIREBIZLIFR.
return logits.isnan().sum(dim=-1, dtype=torch.int32)

def nans_to_dict(counts: list[int], req_id_to_index: dict[str, int]) -> dict[str, int]:
"“""Map per-row NaN counts onto request ids.

Rows #u requests REE——XtR, RAXMNNATHIERIE 0,
# req_id_to_index AR id BI4TRI| B8RS, fTEAT 8D FAEKEL,
# R FERIFE—4 0, RIEGAEREA T
return {
reqg_id: int(countsli]) if i < len(counts) else 0
for reqg_id, i in req_id_to_index.items()

}

# _bookkeeping_sync FHIEH / AP0 RZHE
if envs.VLLM_COMPUTE_NANS_IN_LOGITS:
if self.use_async_scheduling:
# FBRET, HHREEREKEP, MESRER—EEN,
# B FHE TR host synce
num_nans = None if logits is None else count_nans_per_row(logits)
else:
# ESRAET, MALENEEEE, EAZBEAFHRKMAEE,

num_nans_in_logits = self._get_nans_in_logits(logits)

# AsyncGPUModelRunnerOQutput.get_output H & K5 N B EHZELE
self.async_copy_ready_event.synchronize()
# ... HAhd bR
if self._num_nans_cpu is not None:
# R HENEREERE EMME dict, HTHMERE
output.num_nans_in_logits = nans_to_dict(
self._num_nans_cpu.tolist(), output.req_id_to_index
)
if envs.VLLM_RAISE_ON_LOGIT_NANS:
raise_if_nan_logits(output.num_nans_in_logits)
del self._num_nans
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