PR #51298 BEIRLE

vlim-project/vlim

[DSv32/GLM Perf] Skip short prefill topk for dense mha layer, 97.9% kernel level latency
reduction
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JRXEEHE: http://prhub.com.cn/viim-project/viim/pull/51298

PATHRE

« —4)3E: DSv32/GLM 4& prefill topk Bk ARk, ZER[E 97.9%

« EESE: EERIR, XE—AVNKREHEDARKRENEDER: KEAERMMNFERZH
BB RET, TEMSFTSEHELS KM, ERKE WoosukKwon BYFA L [a]—
EMBEMBRITEFF X HAEANBERAEZAANZE, Z&FF indexer § MLA & X —EKHEY
KEBIRITREK,

TN EES BAL

PR body #&H vlim/model_executor/layers/sparse_attn_indexer.py ¥ &8 Bkit4E prefill
topk BY3Z %8, 1B "this is not enabled for GLM5.2 non-torch compiled path as
dense_mha_metadata_layer_name=""", BFrEILZMAIE GLM5.2 F3E torch.compile B&
AR, STMTTEMNA H200 £ 97.9% B9RARRIER B R

SRR

1. F68XN: & vliim/models/deepseek_v32/attention.py H##E from vlim.platforms
import current_platform, AJE%4: CUDA F & [REHIMr g,

2. MEMERITE T £ 7£ DeepseekV32MLA. init_ # (self.skip_topk = False Z2J5) ,
##E enable_short_prefill_scoring_skip, ZXRE#HEIE MTP & (not is_mtp_layer) .
FKERBE topk (not skip_topk) . KBH PCP RIZREHF (not self.use_pcp) EIB{T
CUDA ¥ & (current_platform.is_cuda()) » B
_dense_mha_metadata_layer_name &4 self.layer_name ZEFZ/RE,

3. ARAEL: £ fused_attention F4E sparse_attn_indexer By
dense_mha_metadata_layer name MEEZmAL 4 & B AH
self._dense_mha_metadata_layer_name, f£ indexer ¥£4& prefill BEE MLA F decode
token BF#RATRE, Bkid scoring 5§ top-k B A,

4. MRGEE: RILNRHF, PR body FHAEMMEEIA LTRSS acc MiIREE; M
REIO TR H M B9 AL R EOEBIARTER, BIAMIET 1024-token prefill, topk=2048
HEIERG R, M XRIERE,

R



« vllm/models/deepseek_v32/attention.py (#i3k #EIEEA; £ H| source; ER
data-contract; 5 DeepseekV32MLA.init, DeepseekV32MLA. fused_attention) : "
— T E X, 7E DeepseekV32MLA FEMEXFTIE enable_short_prefill_scoring_skip &4
itH&, 3 sparse_attn_indexer B dense_mha_metadata_layer_name MAEZmAL %S B K
ABNME, 1458 prefill Bk topk ALE GLM5.2 % 3E torch.compile &2 _E A K,

XS DeepseekV32MLA.init, DeepseekV32MLA._fused_attention

KPR R B
vlim/models/deepseek_v32/attention.py

E—E X, 7E DeepseekV32MLA Fi3EMER#TIE enable_short_prefill_scoring_skip &4
itH&, 4% sparse_attn_indexer B dense_mha_metadata_layer _name MEE4mAL %2 & B8 A Bh
AME, 1458 prefill Bk topk ALE GLM5.2 % 3E torch.compile B42 £ & 3%,

# vllm/models/deepseek_v32/attention.py (3%7Z E J5 b % §23% 45 5L TH)
def __init_ (self, ..., is_mtp_layer: bool, skip_topk: bool):
self.skip_topk = False

# P BT AYE prefill Bkl indexer 8 scoring 5 top-k T &,
# ZMMALS £ MLA 89 dense MHA BREBI4FE: RAZHBERIEZRE top-k RI|H,
# X BIRABRE A TR G S B attention B93E X,
enable_short_prefill_scoring_skip = (
not is_mtp_layer # MTP BEMI KR, REH
and not skip_topk # ERERIRY top-k BBkT
and not self.use_pcp # PCP BIBREFRZALREH
and current_platform.is_cuda() # B&IMX CUDA F&ENZib
)
# 1% sparse_attn_indexer By layer % : EZEfh& AEEE prefill $2ATRE ;
# AT ARID N " B3 GLM5.2 FE torch.compile BAZBA T SH R HhAb,
self._dense_mha_metadata_layer_name = (
self.layer_name if enable_short_prefill_scoring_skip else

def fused_attention(self, ...):

if self.indexer is not None and not self.skip_topk:

sparse_attn_indexer(
a_c,
self.indexer.k_cache.prefix,
self.indexer.k_cache.kv_cache,
index_qg_fp8,
None, # g_scale B fp8 BRITBHNKE
None, # skip_k_cache_insert=True B k & H
index_weights_out,
self.indexer.quant_block_size,



self.indexer.scale_fmt,

self.indexer.topk_tokens,

self.indexer.head_dim,

self.indexer.max_model_len,

self.indexer.max_total_seq_len,

self.topk_indices_buffer,

skip_k_cache_insert=True,

use_pcp=False,

# 5 NFEZ layer &5, sparse_attn_indexer SELE prefill

# BF MLA T decode token BYE#:3RE, Bkt scoring 5 top-ko
dense_mha_metadata_layer_name=self._dense_mha_metadata_layer_name,
use_fp4_cache=False,

skip_topk_buffer_clear=True, # fused_norm_rope BJ&% topk buffer

)

TSR A

WoosukKwon XSZELB S iEse B B ke, F8 12523t viim/model_executor/layers/mla.py
PRMNFEEESSL, HERETENEN. 1FE yewentao256 FIARYSEZIETR T
use_pcp &1, %5 "Nice catch, use_pcp is not considered in current code, fixed,
thanks!" #FERLRAFINTT not self.use pcp URFERKRE, MERT EMMIEE,

« FT2I5 mla.py BEA BRI ZEZE TSN (correctness): 1EEHIIARIR use_pcp &HHEE
BRARAIN T is_mtp_layer. skip_topk. use_pcp 5 CUDA F&¥H|ir, FiEX5FE
MLA B&1ZX$5F,
« use_pcp RIS E (correctness): BAERZL diff F38in not self.use_pcp &M, PCP
BRAZRIFFRBIT A

R 5 B

« Qe EEEPE DeepSeek-V3.2 MAKNHEERE AR, THERMRERELITEA
%% TF (CUDA. 3 MTP. 3 PCP. RERBLN topk) K4£, HARAZRIFREE, T2
R T indexer §5F MLA X5 prefill 895 £ T B FEMA—EK: FE indexer
TANREMEE MLA SZFRE % top-k K5, S¥mMAIVEIRABERE. ZNRENER
sparse_attn_indexer FELA HI#ZE (HEE MLA B num_decode_tokens == 0 5
use_dense_mha) %&fE, H CUDA FE&RH#E%T ROCm/XPU LEREITAH, THILE
TUMIR, HREKFE indexer IRABREKMA AL, RS EIFRIF,

« B X{ER DeepSeek-V3.2/GLM5.2 HFIEBE AWM, 4 prefill (KE 4B topk)
BERAAZREREETHE (H200 £ 97.9%) , JXREMEREEHENRAESR, FHE
FRZFE vllm/models/deepseek_v32/attention.py B X, kah&E/N (+11/-1) , XF3E
CUDA ¥ &fn MTP/PCP BEZ ., RIAE £, ZEBNERLDTANSIHTHE, HERT
5F MLA TEIBN—3ME, BRFKKED sparse_attn_indexer VAN EZ [ *5F b4k,

« RFEARID: OB ERE , FERE CUDA, THE TN R

KRR EE



« PR #50585 [K3 Perf] Optimize k3 dspark fused kv, 4.5~4.6x kernel performance
improvement: R AR KHRIEEA / BAERNAZMEERMAL, BRT vLLM £
DeepSeek/Kimi AR _EFFL A AZ R IER B R B9 TEA KL

« PR #51288 [Test] Add packed DeepSeek-V4 KV zeroer geometry regression: [ /&
DeepSeek A F kM EFPMEEIMRE, HBAA PR KRB HIRIEARAZAREEMNRNRA
BE.



