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PATHRE

« —A)1E: FHE AutoRound MXFP8 MoE B A S, XFF Qwen3 FRAE XPU L3&fT

- WEME: EERFE, AERERXIEMTET BEINNA: TRES] "scheme HEORE (
get_linear_method / get_moe_method) + FusedMoE E&HiZHE F + monkeypatch [&
B kernel EN " XEHEZE, CE—NZEH BEFEUREENEM, BARFPRE
K138 --quantization inc ILE B X ¥ MXFP8 MoE B,

THRES B

PR body BAF&tBA B A& "Adds XPU support for AutoRound-format MXFP8 MoE models",
FEWZHI, INC (Intel Neural Compressor) B9 AutoRound X FFH, MXFP8 RAELKMEE A
£ (INCMxfp8LinearScheme) , MoE BERA MXFP4 HE (INCMxfp4MoEMethod)
MXFP8 #] MoE B&fREr%k, FIK Qwen3-30B-A3B-MXFP&-AutoRound X3 MoE
checkpoint 53X inc LA N EK. PR EBEA PIQA (acc 0.7905) #7 GSM8K 5-shot (
exact_match 0.9075 / 0.9166) #IBLIEAEEIRAR; reviewer yiliu30 FERFM L
Qwen3-30B-A3B-Instruct-2507 & ESE AL (i 0.9 U L) DUAIEEMHEL I,

SRR

1. 313 MXFP8 MoE A %: % vlim/model_executor/layers/quantization/inc/schemes/
inc_mxfp8_moe.py FHE INCMxfp8MoEMethod, # & FusedMoEMethodBase,
create_weights #& [1, 32] 8 block RLEEM w13 _weight. w2_weight (
torch.float8_e4m3fn) S5EE scale (torch.uint8) , FEANBKIE hidden_size 5
intermediate_size_per_partition ®[# MXFP8_BLOCK_SIZE (32) [, TiHEEIEM
ValueError; [BTX scale 83T E quant_method == "block" #xiC,
process_weights_after_loading A F convert_to_fp8_moe_kernel_format ¥
AutoRound FFbE B AR fp8 MoE kernel A% F, B replace_parameter JRE
5, HERIT make_fp8_moe_quant_config 5 make_fp8_moe_kernel ¥iEHAT
kernel; apply REZE¥ kernel, I£X 3e43794 £ MMEE T post-load MEXEIALEE, iER
BHIRARERER RFHRA T LM,

2. /B MXFP8 scheme ANB: inc_mxfp8_scheme.py B INCMxfp8Scheme #i3¥
get_moe_method, 3RE INCMxfp8MoEMethod(layer.moe_config), 528K
get_linear_method A FRED, WATIZ scheme RGEBEME, MoE ES%BAEENL
Bz,



3. MR ERERILIEE: tests/quantization/test_auto_round.py 3&in
gwen3_30b_a3b_mxfp8 BLE fixture 5 E A 5%k
INCModel/Qwen3-30B-A3B-12L-MXFP8-test; FANFTIEEN % %A monkeypatch &
select_mxfp8_moe_backend, IR HE (linear BE INCMxfp8LinearScheme. mlp E
#£ INCMxfp8MoEMethod. gate AE4k) FAREIEM (IR, dtype. block #rig. JEER
#5E) . PR body AH Qwen3-30B-A3B-MXFP8-AutoRound 7 PIQA (acc 0.7905) 5
GSM8K 5-shot (exact_match 0.9166) FEHIFshT LR,

R

« vlim/model_executor/layers/quantization/inc/schemes/inc_mxfp8_moe.py (& E1tL/E
3%; 223 source; EH core-logic; 5 INCMxfp8MoEMethod, init, create_weights,
process_weights_after_loading) : #ZFH3E XX, F X INCMxfp8MoEMethod, &1E

block AXEFM. kernel BNEH#S apply £, EEE MXFP8 MoE ZIFHIEAR,

« vllm/model_executor/layers/quantization/inc/schemes/inc_mxfp8_scheme.py (it &
WA, £5| source; FER core-logic; fF5 get_moe_method) : A INCMxfp8Scheme
AN get_moe_method AH, £ MXFP8 scheme BEESH MoE ER|HHY
INCMxfp8MoEMethod, & & FFAY X 8 —3F,

. tests/quantization/test_auto_round.py (#k E4MR; K7 test; £ R test-coverage
. f&5 test_gwen3_30b_a3b_mxfp8_autoround_routes_to_mxfp8_moe,
test_inc_mxfp8_moe_method_registers_block_scaled_weights,
fake_select_mxfp8_moe_backend, DummyMoeConfig) : #3& MXFP8 MoE WELE
fixture, BB SHBMAG S AN LN, BEREEREIM, EHRIEZECTE
RPN XEERE,

XPEFFE . INCMxfp8MoEMethod.init, INCMxfp8MoEMethod.create_weights,
INCMxfp8MoEMethod.process_weights_after_loading,
INCMxfp8MoEMethod.get_fused_moe_quant_config, INCMxfp8MoEMethod.apply,
INCMxfp8Scheme.get_moe_method, test_gwen3_30b_a3b_mxfp8_autoround_routes_to_
mxfp8_moe, test_inc_mxfp8_moe_method_registers_block_scaled_weights

KR BR

tests/quantization/test_auto_round.py

G MXFP8 MoE WIBLE fixture., ELBRESHILAGSANET LN, BERBSNKERE
ft, BRIEZEMNS ETLIFHNXBREE,

def test_qwen3_30b_a3b_mxfp8_autoround_routes_to_mxfp8_moe(
monkeypatch,

) -> None:
# RRAEHIAF R BB R E LI,
# MTEFR IR ESZER fn kernel BOER TIRIEE BB E
expected_backend = object()
expected_experts_cls = object()
captured = {}

def fake_select_mxfp8_moe_backend(*, config):



captured["'moe_config"] = config
return expected_backend, expected_experts_cls

monkeypatch.setattr(
"vlim.model_executor.layers.quantization.inc.schemes."
"inc_mxfp8_moe.select_mxfp8_moe_backend",
fake_select_mxfp8_moe_backend,

config = make_gwen3_autoround_config("gwen3_30b_a3b_mxfp8")
layer = object.__new__(RoutedExperts)
layer.moe_config = cast(Any, "moe-config")

# E—A config X AR BEEB N~ B AR EMHMAE:
# g_proj &M EE MXFP8 &MHE, mlp £ MXFP8 MoE F £,
# gate 2% extra_config 1% 16-bit FE1L
linear_method = config.get_quant_method(
object.__new__ (LinearBase), "model.layers.0.self_attn.q_proj"

)
moe_method = config.get_quant_method(layer, "model.layers.0.mlp")
gate_method = config.get_quant_method(

object.__new__ (LinearBase), "model.layers.0.mlp.gate"

from vllm.model_executor.layers.quantization.inc.schemes.inc_mxfp8_moe import (
INCMxfp8MoEMethod,

assert isinstance(linear_method, INCLinearMethod)

assert isinstance(linear_method.scheme, INCMxfp8LinearScheme)
assert isinstance(moe_method, INCMxfp8MoEMethod)

# IR ERNIEE, B moe_config N5 layer EB—3K

assert moe_method.mxfp8_backend is expected_backend

assert moe_method.experts_cls is expected_experts_cls

assert captured["moe_config"] == layer.moe_config

assert isinstance(gate_method, UnquantizedLinearMethod)

i B

review FAAOREERE=Ab:

« Aft4 al_scale / a2_scale f& None: jikunshang 7 inc_mxfp8_moe.py % 165 {THIE
&8, jl9876 f#fF AutoRound FF|L MXFPS8 X RAMSEEEN, checkpoint R&
ENWRESRELREKR. RARSBERKKE, HE None, BUEZEIKE MXFP8 Eikia
ITERHAERK; jikunshang AT ("oh make sense.") o

« MEFZETUARR: jikunshang I BILARED "necessary?", FHIEMZZEE
VLLM ELREMATE; j19876 MHIATUREMER ("I tested it and confirmed that it
was redundant, so I've removed it.") .



 FEEELKANT: yiliu30 BIK LGTM, BEZXKME Qwen3-30B-A3B-Instruct-2507 &Y
GSM8K &£ 48 (##Hl > 0.9) ; Kis APPROVED,

- al_scale / a2_scale A1t None (design): AR K —3K, jikunshang EI£ "oh make
sense.", HASIANEEEMIRITEIE,
« FRBEMERRRMUTUR NG IZEE (style): MANRBEMIR, RAESNREKERME,

- BRI LHEESEZ LK (testing): PR body BIRMHEMER GSMSK 5-shot
exact_match 0.9075/ 0.9166 B9£4E&, yiliu30 &4 APPROVED,

A5 2 H
o A

1. XPU B3R RAERMAEZ: INCMxfp8MoEMethod.__init__ A
select_mxfp8_moe_backend(config=self.moe) 3%&3F5ZFr kernel 535 experts &%
, HIA monkeypatch B4 Ti%3# 4, # XPU LEmEIMATE, ERNISE
_init__ MMEEEK, BERAESZEA SN A G RERK,

2. fTAZXE & INCMxfp8Scheme.get_moe_method ¥ /s, FrA £ inc E1LE
is_mxfp8 AEH MoE BH S MMNREARIEEMERZNIRB|FTE MXFP8 B2, BTFRAAT
R, 1R# can_handle #9¥|Z E# M,

3. #ANFE: al_scale / a2_scale B4mEL A None, {XIEEL " AL ABISEKE " 89
AutoRound EK; EARRBANSFHNRELREIKN checkpoint, EAZARINER, FESR
— scheme &%,

4. FFAERRE]: hidden_size 5 intermediate_size_per_partition & 32 B, N
Al MoE A (hidden R¥3E 32 230 SEEMBEK; XERENHF, EdIHER
FREME R,

5. EIE/IMEREEARKF TP +341/-0 FXERREEZ, BHWEIEAN; smBlsmEER
R# PR AATLWE, &2 Cl Bap8EN S, - ®mm: AFPM: Intel XPU 5 CUDA A
F IR LA —quantization inc E3#EME AutoRound 7= H B MXFP8 MoE checkpoint

(40 Qwen3-30B-A3B) , 3Ti& 7 LE] MXFP8 MoE T amEumkiE. RFEM: Fg—
AN FusedMoEMethodBase F355 scheme #0O75%, 428 HAEZF 6 MXFP8 EAK%
7% (convert_to_fp8 moe_kernel_format. make_fp8 _moe_kernel.
select_mxfp8_moe_backend) , RitRtEEA CUDA 12, RFAM: A Intel INC HFA
Ja 8 R EAD AutoRound =, (BRAEE. LR block shape) At 7T = £ A BIEIR,
HWERT ) B ARAMEAZEAN VLM BHAEZE, - REEARIE: TAZTE S
MXFP8 MoE BB IFEMN IR EMEEZ , XPU E3ntF BB RELNPEE , AIF
BIABUERIF 5L AutoRound &3, , RITXFARMREER FEM | SREBFHEERGF
Tt

KRR EE

« PR #53896 [Model] Support Qwen3.8-Flash-Next: F& " &1t + MoE A L " @&
, Wk fp8.py BT BREFAERE /| RSN, 5K PR B scheme ¥ EARNEARSE,



« PR #54160 [Hy4] support Hy4-preview model: [& A K% MoE & + THEMN / HEk
kernel B9%$F, BHEEST AMEXEMREE, KRB VLM AN Z B4 SRR X K
S PN



