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PATHE

« —A)3E: MIFR topk_softplus_sqgrt B9 XPU Torch 9%, %—& viim &F

« EDE: XE—AMESRRFE Jdiff B9/ NSETE PR, BOIMEETR R FETE
fallback T3] vendor kernel FEEMIRL X HIE#ER, a4 XPU EF:IBE PR A

SHEBE X, ZIWEANRIFIA viim_xpu_kernels BT RARA, FHEELHNZE—NER/N XPU H
MR A 7B =% BE BB AR,

THRES B

PR body #t.BA: “The topk_softplus_sqrt operator has now been merged into
vlim_xpu_kernels, so we can remove the XPU Torch branch.” Bf XPU FF&HERBEFET
JUE| viim_xpu_kernels, R%&ER T E XPU EimzfTmfrE 8948 PyTorch fallback REAE, M
ks X, Z—EB8EXEFERZ,

LI RE

1. BALXEF vliim/model_executor/layers/fused_moe/router/fused_topk_bias_router.py,
XRARE—EE

2. MR _topk_softplus_sqrt_torch &#Kk: Z&R%=Z XPU/CPU 894t PyTorch fallback, ®&%&
sqgrt(softplus(gating_output)) ¥4, e_score_correction_bias (XA F#®HEXR (RREMFEHR
TR E4) . hash MoE &%. renormalize. routed_scaling_factor N4 2 ¥iZ g,

3. fafk vlim_topk_softplus_sqrt: [ current_platform.is_xpu() %5 from
vlim.platforms import current_platform A, RIEFEBLX, EFERAA
ops.topk_hash_softplus_sqrt.

4. #%F& import torch.nn.functional as F: F {X# MR fallback £/,

5. MREME: A PR RIFESHAMABNIR A, XPU 1T AIEIERE viim_xpu_kernels 52,
5 Buildkite CI #82655 (£—3X retry jFiad) ,

REEMF:

« vlim/model_executor/layers/fused_moe/router/fused_topk_bias_router.py (i MoE E&
B; £5| source; EA cleanup; F5 _topk_softplus_sqgrt_torch,
viim_topk_softplus_sqrt) : "—F B X#: MR _topk_softplus_sqrt_torch fallback 5221
#1 vlim_topk_softplus_sqrt #89 XPU 4 X #|lr, %—iFA ops.topk_hash_softplus_sqrt.



XS vlim_topk_softplus_sqgrt, _topk_softplus_sqgrt_torch

KR Fr B]

vllm/model_executor/layers/fused_moe/router/fused_topk_bias_router.py

rE—T B S MIFR topk softplus_sqgrt torch fallback SZELAR viim_topk_softplus_sqgrt &
B XPU X HI¥r, %—AH ops.topk_hash_softplus_sqrte

def vlim_topk_softplus_sqgrt(
topk_weights: torch.Tensor,
topk_indices: torch.Tensor,
token_expert_indices: torch.Tensor,
gating_output: torch.Tensor,
renormalize: bool = False,
e_score_correction_bias: torch.Tensor | None = None,
input_tokens: torch.Tensor | None = None,
hash_indices_table: torch.Tensor | None = None,
routed_scaling_factor: float = 1.0,
) -> tupleftorch.Tensor, ...]:
# MoE B H softplus + sqrt ¥4 + topk EHFZLE— A O,
# B XPU 2% BEFK (PR #51242) : topk_softplus_sqrt EF& A
# vlim_xpu_kernels &, FiEF &% —iAA ops.topk_hash_softplus_sqrt,
# FBEE4HI 4 PyTorch 8 fallback 52E,
ops.topk_hash_softplus_sqrt(
topk_weights,
topk_indices,
token_expert_indices,
gating_output,
renormalize,
routed_scaling_factor,
e_score_correction_bias,
input_tokens,
hash_indices_table,
is_padding=_get_padding_mask(topk_indices.shape[0]),

return topk_weights, topk_indices
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. claude[bot] F& % PR X B fork, B review WA, £AIFETFahfLk,

« jikunshang % /ci run, 2 NERBAEL R /ci retry ER/FEN,

« ;R4 jikunshang BXFEH#EFE#E APPROVED, %A $AHMAT AR E A FHEARIT;

AEXHMEAS X SE B R R S MR fallback J& XPU 1TARESBURT viim_xpu_kernels B9EF
S, SERTEEMNREZHHA,
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1. SNER AR # : XPU mATERIR2 4 PyTorch #1348 viim_xpu_kernels # 8§
topk_hash_softplus_sqgrt, ZRAFPIEH vlim_xpu_kernels IiRAK B EIZEF, KE
MoE B MR A 2|5 MRk 5o

2. BMEATH—3KkME: fallback F bias R55 expert 3. REMHEALIRED,
renormalize £ A clamp(min=1e-20); % vlim_xpu_kernels LA HARE, XPU £
MoE BEm &R TTREA & WMEM (Fldn DSv4-Flash FRimEELHEN)

3. MEREBEERE: PR RMAEHIZBEZNETINR, ERREMTEEMEE fallback, &
BEMIANGFRIUE, - ¥M: PEESETE XPU FEH MoE BiEEE (
fused_topk_bias_router.py) » XA MmE, XPU #IEERR LI ABETNHAIT A —3K,
BERRERZRERERA, FAGTME, HRTNEZIVEBRE, KREF R TR
vilm_xpu_kernels; XEIEAMIE, Intel XPU 43FEFEZHIR viim_xpu_kernels &5
VLLM JRAFREHE. - RFetrid: SMERAZERR |, s FI0NR , SUET A —EE
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« PR #50840 [XPU] Route AWQ linear through choose_mp_linear_kernel: [&2& XPU W4k
EIE: MIMRERBEN. Z—ERLNRSEEFRZ, 5K PRABRXPU 2% &4—HEFA
D”*ﬁi’i—ﬁko
« PR #50946 [XPU] Register fake meta kernel for fp4_gemm: EA XPU &F5 vLLM A
BERAMEKER, KRB XPU EFIFEL TR XPU THREE / FMARES# BT,



