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# vlim/v1/kv_offload/tiering/spec.py ¥ get_manager() BI5% &3 (PR #51227 &)%)
def get_manager(self) -> OffloadingManager:
if not self._manager:
# store_threshold RIIRAIB|FRAEZ R : EREE R LEFE mmap TR
if int(self.extra_config.get("store_threshold", 0)) >= 2:
raise ValueError(
"store_threshold is not supported for TieringOffloadingSpec"

scheduler_mmap: SharedOffloadRegion | None = None
primary_tier: CPUPrimaryTierOffloadingManager | None = None
secondary_tiers = ]
try:
# scheduler fll mmap (rank=None) , primary tier £F & eager Bllz&
# memoryview, RE &ML AIZE scheduler mmap
scheduler_mmap = SharedOffloadRegion(
engine_id=self._engine_id,
num_blocks=self.num_blocks,
rank=None,
kv_bytes_per_block=self.kv_bytes_per_chunk,
cpu_page_size=self.cpu_page_size_per_worker,
)

self._scheduler_mmap = scheduler_mmap

primary_tier = CPUPrimaryTierOffloadingManager(
num_blocks=self.num_blocks,



cache_policy=self.eviction_policy,
cache_policy_module_path=self.cache_policy_module_path,
enable_events=self.kv_events_config.enable_kv_cache_events,
mmap_region=scheduler_mmap,

# FEANBE secondary tier, E—F KKEH# NG — AR
primary_kv_view = primary_tier.get_kv_memoryview()
for i, tier_config in enumerate(self.secondary_tier_configs):

tier = SecondaryTierFactory.create_secondary_tier(

tier_config, primary_kv_view, self

)

secondary_tiers.append(tier)

logger.info("Created secondary tier #%d (%s)", i, tier.tier_type)

tiering_manager = TieringOffloadingManager(
primary_tier=primary_tier,
secondary_tiers=secondary_tiers,
)
self._manager = tiering_manager
except Exception:
# ¥ % shutdown BAIZZRINE secondary tier, TRiE/EBI2ERERBEIK
for tier in reversed(secondary_tiers):
try:
tier.shutdown()
except Exception:
logger.exception(
"Failed to shut down secondary tier during "
“initialization cleanup"
)
# primary tier B shutdown RER 1 TT/REE scheduler mmap;
# ZERMAREIZR, NEEERAFE mmap
if primary_tier is not None:
try:
primary_tier.shutdown()
except Exception:
logger.exception(
"Failed to shut down primary tier during "
“initialization cleanup"
)
elif scheduler_mmap is not None:
try:
scheduler_mmap.cleanup()
except Exception:
logger.exception(
"Failed to clean up scheduler mmap during "
“initialization cleanup"

)

self._scheduler_mmap = None
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return self._manager
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# vlim/v1/kv_offload/cpu/spec.py # create_worker() B9FIEZ 4 (PR #51227 &3 /)5)
def create_worker(self, kv_caches: CanonicalKVCaches) -> CPUOffloadingWorker:
mmap_region: SharedOffloadRegion | None = None
# num_blocks == 0 Bf mmap X3KA/NA 0 Trxmsgt, EIER3F| tensor #8412 (& tensor)
if self._uses_shared_region() and self.num_blocks > 0:
# replicated R TFTA rank £ slot 0 (BN MLA B|A&) ;
# FNE rank IZMIERERTIEE M slot
if self.replicated_layout:
rank = 0
else:
world_size = self.config.parallel.world_size
rank = torch.accelerator.current_device_index() % world_size
mmap_region = SharedOffloadRegion(
engine_id=self.config.engine_id,
num_blocks=self.num_blocks,
rank=rank,
kv_bytes_per_block=self.kv_bytes_per_chunk,
cpu_page_size=self.cpu_page_size_per_worker,
)
try:
return CPUOffloadingWorker(
kv_caches=kv_caches,
blocks_per_chunk=self.blocks_per_chunk,
num_cpu_blocks=self.num_blocks,
mmap_region=mmap_region,
)
except Exception:
# worker #93 % Mt F 50 7EIE EAIZERN mmap, #R% /dev/shm XA E
if mmap_region is not None:
mmap_region.cleanup()
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