PR #51171 RERLE

vlim-project/vlim
[ROCm][MLA] Reach FULL cudagraphs for AITER MLA speculative decoding
& 3tmtiE: 2026-08-30 10:49

JRSCEERE: http://prhub.com.cn/viim-project/viim/pull/51171

MRS

« —A)iE: ROCm MLA AR SZH, FULL cudagraph, &H3RAL 3.8 {2

- EE: EEHFEIR, XZ ROCm MLA AR ERERN X —EK , B review RER :
okorzh-amd BYIFDFHATE M. titanaa Xt 4-D AR TEEERET T RELT E. ZiX
EAFITEAMNEIRRE builder 5 impl WERTZ R (AP RMBAHRK ). ALfIER
FH CG XFF LW, A kernel RAE 4-D MTP BRF 5 flatten. UKRIEMS B MEERRE 5
EEIEAPERRRE (min_kv_seq_len 5%, assert HE. padding 1T H ).

THRES B

PR body BA#3EH :"Speculative decoding on ROCm cannot reach FULL cudagraphs, for
two independent reasons. This fixes both." #—/1NREZEXEE CG ZHF LR : —MRE

1 + num_speculative_tokens 38 DSpark draft 2Bit3| ERE/IMES B REANG|E  F-A
JREZ AiterMLAImpl.forward_maa /N head verify 384282 4 X device->host [E# Fn¥k
EAEXLE , FNESTIE HIP graph capture, BhFMNEL I, worker il— B Hk&k
kv_cache_size_tokens, 53Kk verify buffer # max_model_len ¥ EE (295.3 MiB vs E1E
J& 46.6 MiB), reger-men FE gfx950 £ B IR NERFE , FFAH spec-off B IR
PIECEWISE wZffH 5.2 R ARME%IE | IERA decode graph REMNMER S,

LI AE
EABEAHWAKERY , # 4 A 12 4 commit, MEZHETM " FHRF " 5

kernel R4 4-D N0 " t9F EHARK :

1. 88 CG Z#H LR ( X : vliim/vl/attention/backends/mla/triton_mla.py)e A
TritonMLAMetadataBuilder #3862 %% get_cudagraph_support, ¥ kv_cache_spec &
& non_causal_multi_token_decode #rigBtiRE UNIFORM_BATCH, TN ERFREF £,
BARIEE KV cache BB (MLAAttentionSpec.merge %A FTA 2k OR), 5§
__init__EB32HA reorder_batch_threshold AW ZERE—IBE , RIEREHE—3K ; BIEAZE
F 4080 causal target Wa—IHEA , B docstring B FKAER o

2. M)/ head verify 8842 ( XF : vlim/v1/attention/backends/mla/rocm_aiter_mla.py)s
B commit(242c0974) %iBEBREF#E| _build_decode —RFEMKIFE NFFA buffer;
FEJE tjitanaa review ¥8H aiter BXFF 4-D KE , /EEE f3c0eb56 XA E mla_gluon J&
& 4-D MTP A0 :g/o unflatten BX [num_regs, glen, nhead, dim], BEiEfE&F1ERE
paged_kv_indptr 5 paged_kv_indices, EE LR &# aiter v0.1.20 £ kernel NG , 7



JEMIFR flat_kv_indptr/flat_kv_indices ¥ A buffer. _expand_page_indices_kernel #j
QLEN E B4 builder MIX R,

3. #&IE min_kv_seq_len X HF XA FME, okorzh-amd &8 FULL-cudagraph #
pad_uniform_mtp £3%E go 17473 max_qgo_len, 3k per_reqg_len.min() 3RE glen M3k
H5 KV KE |, 3 Gluon KV-split F4TEM 17 BER] 1 B ; B E X qo_lens_device
>0 8 active TE min, F#13¢ test_min_kv_seq_len_ignores_cudagraph_padding_rows,
R BHE flat buffer By assert 3 FAEEKA raise ValueError(python -O £%|& assert,
#AE Triton kernel 5 AHAEHE ).

4. BEENMREEHE, test_rocm_aiter_mla_causal_verify_mask.py M " FITEREFOKE "
W= 2k 95T 4-D MTP 24 (g 4-D. use_2d_view=False. 1-D page_table.
[num_reqgs+1] seq_info);test_rocm_aiter_mla_mtp_split.py 8
_ExpandPagelndicesKernel mock [ A M indptr Z40# 473, gpu_worker.py
kv_cache_size_tokens 3EZAE GBI ,4-D BIZARBIKIE B shen-shanshan $&§ 34
Mo

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla.py (#ik MLA E#%; 25| source; %
A core-logic; &5 _build_decode, forward_maqa, use_gluon_verify,
_expand_page_indices_kernel) : ZOEESXEF /N head verify WNEE flat BFFEXA
mla_gluon JRAE 4-D MTP A8 ,min_kv_seq_len it&# A builder ##kk padding 1T ,

R B M assert A raise ValueError,

« vlim/v1/attention/backends/mla/triton_mla.py (#3k EH3R; 25| source; LR
dependency-wiring; &5 get _cudagraph_support) : #3% get_cudagraph_support 3£
7% , % KV cache BB M E4R UNIFORM_BATCH, MBS EEEA draft BFER
*H FULL cudagraph By1e]28,

. tests/kernels/attention/test_rocm_aiter_mla_causal_verify_mask.py ({3 EVIMR; %
Al test; 2R test-coverage; 5 test verify_mtp_uses_native_4d_gluon_entry,
_run_verify_block) : EVIMAM " FITEREOKE " BRAET 4-D MTP R4, Pt E
verify AL B 86 BB H G 1 draft token BYIEHMEERFE,

. tests/v1/attention/test_rocm_aiter_mla_mtp_split.py (#3k ROCm MiRk; 27| test; £
i test-coverage; 5 test_min_kv_seq_len_ignores_cudagraph_padding_rows,
_ExpandPagelndicesKernel) : 3¢ test_min_kv_seq_len_ignores_cudagraph_padding_
rows, FFik FULL B3R T padding 4748 Gluon KV-split F4TEEE ; F:P E#H kernel
mock &%,

XS TritonMLAMetadataBuilder.get_cudagraph_support,
AiterMLAMetadataBuilder._build_decode, AiterMLAImpl.forward_maga,
AiterMLAHelper.use_gluon_verify, _expand_page_indices_kernel,
test_verify_mtp_uses_native_4d_gluon_entry,
test_min_kv_seqg_len_ignores_cudagraph_padding_rows

RPERRD B

vlim/v1/attention/backends/mla/rocm_aiter_mla.py



N E X /N head verify MEE flat BFFEA mla_gluon R4 4-D MTP A0 ,
min_kv_seq_len i+E# A builder #HFR padding 4T , M RIEEM assert KA raise
ValueError,

# /1N head (< 16) % token verify & mla_gluon B 4-D MTP A0 , EEEH
# BEKRH paged-KV LA , REMEZX verify token BEFF buffer,
# mla_gluon MEZE— KV KETHRATREARLE verify BAELZTHR
#AMETESLEKR , MABEH FULL cudagraph 89 & AL4T75 4,
#(pad_uniform_mtp £3E& qgo 1T5T2| max_go_len, HEXT2ER/TE min £183|
# glen MIEESZ KV KE , #HFIE Gluon 89 KV-split FATEM 17 BES| 1 B, )
min_kv_seq_len = 1
if AiterMLAHelper.use_gluon_verify(

self.num_heads, int(max_go_len), self._kv_cache_dtype_str

# paged_kv_indptr B9 E 2 BIEER KV 478K
per_req_len = paged_kv_indptr[1:] - paged_kv_indptr[:-1]
if pad_uniform_mtp:
# REiTESZIER (qo_len > 0), AB& cudagraph &44T
active = go_lens_device > 0
if active.any():
# .item() 7E builder APUAT , M TFHKRX S , Aok HIP BHR
min_kv_seq_len = int(per_req_len[active] .min().item())
else:

min_kv_seq_len = int(per_req_len.min().item())

if AiterMLAHelper.use_gluon_verify(
self.num_heads, int(decode.max_qgo_len), self.kv_cache_dtype

# /N head (< 16) % token verify &% mla_gluon 8R4 4-D MTP A D :
# g M [B, nhead, dim] 3XJ&EK [num_regs, glen, nhead, dim](flat i 5
# & row-major,unflatten ZERA view), EFR ER@# aiter v0.1.20
# 1E kernel WHEAD :score_end = min(split_kv_end, seq_len - glen + g_pos + 1),
# AMLLIESZH, |, X EARFEZ verify token BFF paged-KV, t2HEE
# 4 /> device -> host R fagkiEE X o8 , EM T4 HIP EHIK,
glen = int(decode.max_qgo_len)
num_reqgs = B // glen
if num_regs * glen != B:
raise ValueError(f'verify block {B} rows is not a multiple of glen {glen}")
assert decode.paged_kv_indptr is not None
assert decode.paged_kv_indices is not None
mla_gluon = _get_mla_gluon()
mla_gluon(
g_nope=qg_nope.unflatten(0, (num_regs, glen)),
g_pe=g_pe.unflatten(0, (hum_regs, glen)),
kv_c=kv_buffer,
o=o.unflatten(0, (hum_regs, glen)),
page_table=decode.paged_kv_indices,
seq_info=decode.paged_kv_indptr,
sm_scale=self.scale,



k_pe=None,
kv_pe_offset=self.kv_lora_rank,
use_2d_view=False,

kv_scale=1.0,
min_kv_seq_len=decode.min_kv_seq_len,

)

return o, None

tests/kernels/attention/test_rocm_aiter_mla_causal_verify_mask.py

EVINHERM " RATEBREOKE " BRAET 4-D MTP 84 |, Bt ERE verify (L BEREERHEHN
draft token BYIERAMEERFE,

def test_verify_mtp_uses_native_4d_gluon_entry():
IS 4-D MTP #4):verify ML 4-D q + per-request TTEIEH AN Gluon,

B3RP IHEZIMAEA flatten TR EEIER paged-KV S8HE, verify
fLE t e BEILTHER draft token(BIE AR token), R
MTP BS24B R RIEEI Z 1645 aiter kernel,

metadata, captured = _run_verify_block()

decode = metadata.decode

assert decode is not None, "batch was not classified as a decode"
assert decode.max_qgo_len == QLEN

g_nope = captured["g_nope"]

assert g_nope.dim() == 4, f"verify &ML 4-D q @A mla_gluon"
assert g_nope.shape[:2] == (num_regs, QLEN)

assert captured['use_2d_view"] is False

# per-request JT##E :1-D page_table + [num_regs + 1] indptr,
# MAEIZ verify token BFF 89R T E

assert captured['page_table"].dim() == 1

assert captured["seq_info"] .numel() == num_regs + 1

ST R A
TREXEAMENRBETE=L

« min_kv_seq_len # padding 47754 (okorzh-amd, IE#M / MEE ):"min_kv_seq_len is
taken over all requests including cudagraph padding rows. Under pad_uniform_mtp
those rows are pinned to max_qgo_len... so the min is glen, not a real KV length." 1t
S HAFAR 7 A padding 4T3E NUM_KV_SPLITS M 17 E3| 1, 335H PR M H B9 REYR S
BT split FATER BN TN, (EEHAMEET afd132cfd, EM c1 & 45.33
tok/s, HEAME ERA MFUKE,

c BREFHRERF. KABRLE 4-D MTP A8 (tjtanaa, &1t ):"Do we still need to prepare
this flat_kv_indptr? The aiter v0.1.19 documents that it accepts 4D tensors now." X
— R BEERRT HREN " BE / B RIF paged-KV" EMK "kernel NER#EE " BN
MR T KREFA buffer 5RP KD,



. assert 7 python -O T#&|& (depthfirst-app + claude[bot], &4 ):"If stripped, the
subsequent Triton kernel _expand_page_indices_kernel writes to flat_kv_indices...
corrupting adjacent GPU memory." fEE & A5 kv_cache_spec_registry.py —E#
raise ValueError £, claude[bot] 35 H flat buffer MG Kt A\ padding T BERS & |
SR flat BEAZ M BRI RR.

BARELIBEITL shen-shanshan 4 1E docstring F use_2d_view=True KA False, 3f
J &% gpu_worker.py B kv_cache_size_tokens 3EZXETXRAR ; fEEHIARIA flat B823RE
, B Oabcdc05¢c B/,

« min_kv_seq_len # cudagraph padding 17755 KV-split F4T3R%E (correctness): 1k
HRXM , XA pad_uniform_mtp BHRXIE qo_lens_device > 0 B4 active 4TEX min, Frig#
M ; BN c1 K 45.33 tok/s, KkFERZH,

« ZRE%A aiter R&E 4-D MTP ANBERF) flat BIF (design): 1EH A f3c0eb56 R4 :
verify HI1%& per-request paged_kv_indptr/paged_kv_indices 5 4-D q,aiter v0.1.20 %

kernel W#EHN E R385 flat buffer &AE XA 2ERMIFR,

. assert MHFAEETE python -O THRIBFEHRE (security): FEEKAER if/raise
ValueError; 5%t 4-D BRI flat buffer, 2R BEMARE R,

- flat_kv_indices B & &Rt N padding T84 H (correctness): 1% flat BITBZME)E
¥ 4-D MTP ANOEEEH# , ZHAXAEFE , RIS M R ER.

« worker Ml kv_cache_size_tokens 72 EXREE (question): EEHIARZIE flat BRIZRHE
,4-D B2 ILE worker EB) kv_cache_size_tokens, B Oabcdc05¢c #KREXZE,

« use_gluon_verify docstring F use_2d_view F @t (documentation): fE& &
Oabcdc05¢ ERIMREIR docstring —#BMEIEA use_2d_view=False,

R 5 B

o RS

« 5§ AITER JRAMT A 58S :4-D MTP BREZLE R EFEL aiter v0.1.20 B9
kernel,min_kv_seq_len B9i& X #fE ROCm/aiter#4555 &4t (bh16 ABERAEREHFL |
X bhéd ETRBE )o HERPIRRZERN aiter RAMT v0.1.20, MBS EFMERF
FAR—EK, B INE XSRS AR A

« A% CG LIRBIER IR FA:get_cudagraph_support 3% KV cache 2H3R [E
UNIFORM_BATCH, 5 draft #£Z 488 causal target W& iRA. BRE
reorder_batch_threshold &£ R —i8i&A. E forward_mqa TRIZRIE , Bz X EE
5 causal target EHBEMEBRBE TR , BWFKFEAEHEP FULL EXTF
target RAYAT Ao

« FULL #3XN&EEZE EF:capture memory per rank M 0.51 GiB #%| 2.11 GiB, RE#H#
BCE T T8 OOM; iX2Z FULL cudagraph BIEIARA , BB XA NI T

- fp8 KV B R HEMR:use_gluon_verify X &4t KV 3R[E False, #HAt% Gluon fp8 regime
8 batch_size==1 Wig ;fp8 AP RESKEAR PR 8y verify fniR , FEZBAFTLA,

« worker flll kv_cache_size_tokens SR O3 : ZFERAE worker £3589 None B9BLA 5] &R
REFBERM verify buffer(4-D BRAZRARM ), HAIE B E~HEF ORI REZ R,



- AP®" (& ):ROCm + AITER MLA + DSpark 32 HUARD (Kimi-K3, DeepSeek %7
£ TP8/TP16 T/ head 375 ) & k3kE FULL cudagraph, c1 &t 12.10 -> 46.30
tok/s,ITL 186.98 -> 34.26 ms;c16 & 174.01 -> 326.46 tok/s, reger-men TE
gfxd50 EfEsI B3, :spec on M 15.12 8| 89.22 tok/s, B spec-off Bt PIECEWISE Xt
bt FULL B4 5.2 R 4. GSMBK ¥EE 0.9651 -> 0.9629( EEWN ), HBZEXRE
ARE , RRAKE SR EPITRE,

- A (F ):FULL BHREEMIN 1.6 GiB/rank B7 ; BRI PIECEWISE #
Z FULL, sfTEAfT A5 B & (warning JH&k ) K &EE 1,

- FIRAEM (% ): % PR A T =X A EANERIZITER  BHEXANEZZE
builder. A% KV BMHIRs) CG ZiF LR, MAMER kernel RAEMEADRMIEFE
Fo. XG4 ROCm HAth attention backend #E[@ FULL cudagraph A BEiFESEHMME,

« REEARIE: BRHELOERIZ , /KR8 AITER v0.1.20 /TA , HERAGEHKAE , A% CG
TRSEHE

RERIREE

« PR #50578 [ROCm][MLA] ( FX# %8k PR, AR SESZIFRAE ): PR body FARRHEA "
#50578 touches the same file and is best reviewed alongside. They merge cleanly in
either order and do not collide on the verify path.", 543X Ka £ =
rocm_aiter_mla.py 8 verify B2 , EFHATFFRATITANRE,



