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« —4)3&E: Voxtral Realtime AR#ZHEEAN5EE CUDAGraph, HHEA 10%-24%

- EME: EBKEIR, Z PR 23 vLLM V1 CUDAGraph 5 attention backend AH
WAFHEB: _cudagraph_support BEAFE . FHAZPRX + gih copy_. BRAKGRBEEX
metadata BYPRREER, X=ANFIRAGRRAART WERMMI B X—ZOAR, XF
& & WhisperCausalAttentionWithBlockPoolingBuilder.build B9E S & =,
voxtral_realtime.py ¥ mixed_mode() B = #E X

THRES B

PR body ER#i%BA T L5 FEZE S . Currently decode steps are stuck on piecewise
capture and pay the per-step launch overhead. The blocker is the whisper encoder's
block-pooling attention builder: its build did a copy.deepcopy of the common attention
metadata and allocated a fresh slot_mapping every step, so the tensor addresses
baked in at capture time were dead by replay. Bl: #RAL K. per-step kernel
launch A8 & tbm, MEE CG —RMEFHRES T RBHIR launch JREK; "E—ERE
block-pooling builder B XA KFTIKE, IR IREABYHNEFE E M,

SRR
S AT

. BEAE RS REEZEZER (viim/model_executor/models/whisper_causal.py) - 7
WhlsperCausaIAttentlonWithBlockPooIingBuiIder E#3€ cudagraph_support:
ClassVar[AttentionCGSupport] = AttentionCGSupport. UNIFORM_SINGLE_TOKEN_DE
CODE, [ CUDAGraph runner EBRi% builder Rt “4HARED, G5 % token 893 A H#K
THEEHE, HAEBMELR piecewise, - FE supports_update_block_table:
bool = False: disabled # runner B4 update_block_table [RI#EEEIZ, BEANZERESHAR
& slot_mapping / block_table BIEHHELEGF metadata, 43T block pooling BI¥ iZ i
, FEIHIREA S EARHAK metadata RA—EK

2. BALZHX + build EE (whisper_causal.py) - #3% maybe_init_pool_buffers: &X
build B AIKER dtype / device, %4 scheduler_config.max_num_seqgs 5
max_num_batched_tokens LFR, 1&MSE _qgsl _buf. _seq_buf. _slot_buf.
_pool_arange IANFALZHX, WEFTAE capture / reploy E AR —3ktut, - E5
build: query_start_loc. seq_lens #&ik/aiE3 copy_ / mul_ @B AEH X LI A ;



slot_mapping # block_pool_size BFE N _slot_buf, padding f&{iL -1 £
clamp(min=-1) fREFBITIE X ; CPU MIKEARS SR, E%%ﬁgéﬁﬁkmﬂzﬁ &®/a A
cm.replace(...) (dataclasses.replace 1&8X) TR metadata £ BKH LA FH AR RE
builde

3. BRI AN =55 (viim/model_executor/models/voxtral_realtime.py) -
VoxtralRealtimeGeneration.__init__ F#I%T = M not has_full_cudagraphs() A not
cudagraph_mode.mixed_mode().has_full_cudagraphs(): 4 CUDAGraphMode.FULL 1/
WiE4s, FULL_DECODE_ONLY & FULL_AND_PIECEWISE #&4T, # E ¥R XERTH
F R XAMER,

4. MRELE (tests/models/multimodal/generation/test_voxtral_realtime.py) - 3EX
_build_inputs &5 _assert_expected_text £ HZ1E; g
test_voxtral_realtime_cudagraph, A current_platform.is_cuda() A skipif &, Z%k
1¢, FULL_DECODE_ONLY & FULL_AND_PIECEWISE Ff## =, enforce_eager=False.
cudagraph_capture_sizes=[4], FARBRSEZEMEZImIRIIEHE X AL eager £ E—K,

R

« vllm/model_executor/models/whisper_causal.py (#k SFEAE; 5| source; EH
data-contract; 5 _maybe_init_pool_buffers, build,
WhisperCausalAttentionWithBlockPoolingBuilder) : #:&Bk3&E X block-pooling
attention builder M deepcopy + FTHEKEKAFTAEFX + BB AN, FEHIT uniform
single-token decode 3% 4 ; [FAAH UNIFORM_SINGLE_TOKEN_DECODE &4

2 update_block_table tRE&4Z,

« vlim/model_executor/models/voxtral_realtime.py (#3k #ER A O ; 5| source; %A
data-contract; &5 VoxtralRealtimeGeneration.init) : & A0 : #&3% CUDAGraph &
AWE, MEIEAT full CG BRAREE LSS FULL, #4T FULL_DECODE_ONLY &
FULL_AND_PIECEWISE,

+ tests/models/multimodal/generation/test_voxtral_realtime.py (#3& HEMIK; K5 test
: KA test-coverage; 5 _build_inputs, _assert_expected_text,
test_voxtral_realtime_cudagraph) : MiRELE: FEGMAMES UKK S MBI R I, 3
31t CUDA-only B cudagraph E2E ik, &% FULL_DECODE_ONLY &
FULL_AND_PIECEWISE W R,

XS _maybe_init_pool_buffers, WhisperCausalAttentionWithBlockPoolingBuilder.bu
ild, VoxtralRealtimeGeneration.init, test_voxtral_realtime_cudagraph

Wi AL

% PR B2 RFE AR S (review_comments_count = 0) , TENWETERESE L

« MatthewBonanni AT review: LGTM, thanks!, B3 APPROVED, iR A EAEHEIFEM
A TR,

« JorgeGF24 892415 K: coauthored-by: was not parsed correctly in commit. Could
the merger include Co-authored-by: Jorge Gallego Feliciano
<jorge.gallego@mistral.ai> in the squash message? mARR(E B FHEEEIZIT.



« mergify[bot] Z X ~H%: This pull request has merge conflicts that must be

resolved before it can be merged. Please rebase the PR, 1E&i#iT rebase ARG %
cd745ed, fit%k CI #88857 fa& 3.

« claude[bot] WEA: fork kKJREY PR RE&IHUT Claude FE, FELIPEFamL, EbEAK
HEZSKHMAL,

. Co-authored-by 245 squash 12 & (other): AR B TP A% Co-authored-by
17, ZR AR,

« & HEE rebase (other): fE# rebase FEHERA commit cd745ed, fitk CI

#88857 B4,
. fork PR Bt T EEZHA (other): AL review B8 MatthewBonanni 28k3F APPROVED
(LGTM)
PRS-

o

« £ puilder ITAZEE: whisper_causal.py 8 create_whisper_attention_backend_wit
h_block_pooling AR FT A 1A whisper R EHIAER, build M“ER deepcopy £ K&
FKE RN MEAFAZHK", Z/ERRATIFEIHERE metadata PHIKES| HFHF
HEBERWRE, SUEBKFEWHRME T, BX LE4K / BRI / clamp 52—, B3| A

BX AT
- PRIRPRIZWEEH . supports_update_block_table = False £1t3E CG 842 (eager.

piecewise) tEkiZhIiERRIZ, PR KIZft eager / piecewise N BIE MEEEXTEL, &
TE/NEER A T e,

« CUDA-only 383 : MR A skipif(not current_platform.is_cuda()) Bkit3E CUDA ¥ &,
ROCm &F/a3mtifT

ITHRIIUE; AttentionCGSupport = BA ¥ fE 5 J5 3% BE /1 R ILBL,

- BESHRA: L P XIZ max_num_seqs / max_num_batched_tokens LFR%EC, W
SR, [EHBAKX max_num_batched_tokens ELE T 7 & ASBUMEM
max_num_batched_tokens * block_pool_size By slot Z&H X,

- AP 5RR%E: Voxtral Realtime ZEAEARRDHEOR T BIEHIEFA 1.10x-1.24x (batch 4 K&
&) , cudaGraphLaunch JREMA 12,272 &R 208, BZEFREAR per-step launch F
5, prefill / SBRAERURIRIFIR piecewise TARE,

« A5 5MR: TELEFE whisper block-pooling attention builder 5 Voxtral % A\ 0
, HUAEFRELEMEAIZ builder FIIBZER K, HEEHM whisper JREBERIEAN
FULL_DECODE_ONLY #&# 7 TE K capture-safe ==X,

- HIRN: TEILEEM, AR REERHSH %A FULL_DECODE_ONLY =%
FULL_ AND_PIECEWISE BRw[ &35,

« XFEARIE: £ F attention builder 7T AZEE , £/ update_block_table RE&2 , 1X
CUDA Z2iE, ROCm Bk¥ , 3E CG B2 MEREEIERFITME

KRR EE



« PR #56808 [CI] Initialize ubatch runner in cudagraph unit test: B4 CUDAGraph #&%g
BAZ2EMRE Cl £, 3IE cudagraph capture / replay t8%3Z BHfa T 4,

« PR #56722 [PCP][DCP] Declare FlashMLASparse MTP support at CP interleave > 1:
FA =27 attention JEif LA BRREA. MMRAESMRHEHER, SR PR Y
_cudagraph_support 7= BA BE—3K,



